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Purpose of this class

• First course in algorithms is inadequate 
preparation for most PhD students 
– Learn standard techniques 

– Solve standard problems 

– Learn basic analysis techniques 

– Need to go beyond that! 

• This course 
– Model/formalize a problem 

– Leverage existing solutions 

– Create your own solutions 
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Expectations

• Attend class 

• Participate in class discussions 

• Team work; discussion groups 

• Solve practical research problems 

• Make a presentation; write a report 
– need a research component; may implement 

• Write research paper 

• No cell phones, SMS, or email during class 
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Evaluation

• Exam (1)     20% 

• Quizzes     5% 

• Homework Assignments  15% 

• Semester Project   40% 

• Class Participation   20% 

Semester Schedule

• Milestones:  
– By Jan 18: Meet with me and discuss project 

– By Jan 25: Send me email with project team 
information and topic 

– Feb 3rd week: Short presentation (15 minutes) 
giving intro to project, problem definition, 
notation, and background 

– March 2nd week: Take-home Exam  

– Starting March last week: Full length 
presentation of project (1 hour) 

– April 15: Written report on project 
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Why should I care about Algorithms?
Cartoon from Intractability by Garey and Johnson
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Why are theoretical results useful? 

Cartoon from Intractability by Garey and Johnson
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Why are theoretical results useful? 

Cartoon from Intractability by Garey and Johnson

What if efficient algorithms don t exist

• Find good approximation algorithms 
– Quality of the solution is guaranteed 

• Find good heuristic algorithms 

• Understand nature of inputs in practice 

• Perform many experiments after 
implementing 
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If you like Algorithms, nothing to worry about!

Classical (Theoretical) Algorithmic Model

• Input-output description provided 

• Input provided & stored in memory 

• Output computed & stored or output immediately 

• Entire program stored in memory 

• Algebraic Computation-Tree Model (Variants: 
indirection, floor function, square root) 

• Space (?) and time (?) efficiency 

• Deterministic and Sequential algorithms 

• Worst-case analysis 

• No other factors to consider 
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Find a “good” student

• President Rosenberg says to you: “Find me a 
good FIU student.” 

• You ask: “What do you mean by good?” 

• President says: “S/he must be better than at 
least half of our current student body.” 
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Probabilities

• Prob of failure:  

• Prob of failure: (1/2)r 
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Randomized algorithms

• Useful when you can tolerate failure 

• 2 kinds of randomized algorithms 
– Always fast, sometimes wrong (Monte Carlo) 

– Always correct, sometimes slow (Las Vegas) 

– Complexity classes: RP, BPP, ZPP, … 

• Focus of study 
– Design  

– Analysis 
• Time, Failure probability, Performance, Tradeoffs 
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Facility Location

• Given: Location of all fire-stations in Miami 

• Output: Optimal location of next fire-station 

• Strategy: find largest empty region 
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Heights of Students

• Given: Heights of all students in class 

• Problem:  
– To achieve diversity in heights by adding one 

more student 

– Find biggest empty height range 

• Variant:  
– To remove a student and achieving diversity in 

heights 

– Find smallest empty height range  
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Heights of Students: What we know

• One problem is harder than the other! 

• Which one and why? 

• One has a lower bound!  
– Relationship to EUP? 

• The other can be solved faster with a 
different computational model!  
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Updating a Binary Counter

• How many bits are changed when a binary 
number is incremented? 
– Worst-case? 

– Average-case? 

– Amortized analysis? Average cost over a worst-
case sequence of operations.  
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Binary Counter: What we know

• Worst case per increment = O(# bits) 

• Average case per increment = O(# bits) 

• Amortized complexity = ?? 
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Other Algorithmic Models

• Practical problems 
– Making spot decisions: ON-LINE Algorithms 

• Often randomized 

• Use current state 

• Sophisticated: use past history 

– Not having enough memory or computing power: 
STREAMING Algorithms 
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Practical Algorithmic Models

• Sequential Algorithms 
– Worst-case / average-case analysis 

– Amortized Analysis 

• Parallel Algorithms 

• On-line algorithms 

• Randomized Algorithms 

• Streaming Algorithms 

• External Memory Algorithms 

• Limited space/time/power Algorithms 

• Making use of cache 
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Experimental Algorithms

• How to do good experiments in practice? 
– Testing for correctness 

– Testing for performance 
• Modeling inputs in practice 

• Trying different input distributions 

• Optimizing performance for special input distributions 
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Additional Topics

• Approximation Algorithms 

• Computational Geometry 

• Computational Biology 
– String Algorithms 

• Computational Finance 

• Combinatorial Optimization 

• Algorithmic Game Theory 

• Heuristic Algorithms 

• Problem Modeling and Transformations 
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Paging Algorithms

Here are 3 well-known paging algorithms 

• Least Recently Used (LRU): evict item whose 
most recent request was furthest in the past 

• First-in, First-out (FIFO): evict item that 
was brought in furthest in the past 

• Least Frequently Used (LFU): evict item that 
has been requested least often 

Which ones are good algorithms and why? 

What is an optimal algorithm? 
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9 

Robot Challenge Problem

• Homework #1 – here it is!  

• I know 2 ways of solving it. 
1. By modeling it as a known problem 

2. With a standard algorithmic technique 

• Write pseudo-code to solve this problem.  
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Drunken sailors and cabins

• A ship arrives at a port. 40 sailors go ashore 
for revelry. They return to the ship rather 
inebriated. Being unable to remember their 
cabin location, they find a random unoccupied 
cabin to sleep the night. How many sailors 
are expected to sleep in their own cabins? 

• Variants? Generalizations?  

1/5/10 COT 6936 26 
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Semester Schedule

• Milestones:  
– By Jan 18: Meet with me and discuss project 

– By Jan 25: Send me email with project team 
information and topic 

– Feb 3rd week: Short presentation (15 minutes) 
giving intro to project, problem definition, 
notation, and background 

– March 2nd week: Take-home Exam  

– Starting March last week: Full length 
presentation of project (1 hour) 

– April 15: Written report on project 
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Problems from last lecture

• Achieving diversity in heights: 
– Largest empty range problem 

– Smallest empty range problem 

– Which is harder and why? 

• Binary Counter 
– How many bits were changed when a binary 

counter is incremented from 0 to N? 

• Drunken Sailors problem 
– How many sailors will sleep in their own cabins? 

• Homework: Robot Challenge problem 
1/7/10 COT 6936 3 
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NP-Completeness

• Computers and Intractability: A Guide to the 
theory of NP-Completeness, by Garey and 
Johnson 
– Compendium (100 pages) of NP-Complete and 

related problems 
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Polynomial-time computations

• An algorithm has (worst-case) time 
complexity O(T(n)) if it runs in time at most 
cT(n) for some c > 0 and for every input of 
length n. [Time complexity  worst-case.] 

• An algorithm is a polynomial-time algorithm if 
its (worst-case) time complexity is O(p(n)), 
where p(n) is some polynomial in n. 
[Polynomial in what?] 

• Composition of polynomials is a polynomial. 
[What are the implications?] 
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The class P 

• A problem is in P if there exists a 
polynomial-time algorithm for the problem. 
[P is therefore a class of problems, not 
algorithms.] 

• Examples of P 
– DFS: Linear-time algorithm exists 

– Sorting: O(n log n)-time algorithm exists 

– Bubble Sort: Quadratic-time algorithm O(n2) 

– APSP: Cubic-time algorithm O(n3) 
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The class NP 

• A problem is in NP if there exists a non-
deterministic polynomial-time algorithm that 
solves the problem. 

• [Alternative definition] A problem is in NP if 
there exists a (deterministic) polynomial-
time algorithm that verifies a solution to the 
problem. 

• All problems in P are in NP. [The converse is 
the big deal!] 
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TSP: Traveling Salesperson Problem
• Input:  

– Weighted graph, G 
– Length bound, B 

• Output:  
– Is there a TSP tour in G of length at most B? 

• Is TSP in NP? 
– YES. Easy to verify a given solution. 

• Is TSP in P? 
– OPEN!  
– One of the greatest unsolved problems of this century! 
– Same as asking: Is P = NP? 
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So, what is NP-Complete?

•NP-Complete problems are the “hardest” 
problems in NP. 

• We need to formalize the notion of 
“hardest”. 
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Terminology 

• Problem:  
– An abstract problem is a function (relation) from a set I 

of instances of the problem to a set S of solutions.  
p: I  S 

– An instance of a problem p is obtained by assigning values 
to the parameters of the abstract problem. 

– Thus, describing set of all instances (i.e., possible inputs) 
and the set of corresponding outputs defines a problem.  

• Algorithm:  
– An algorithm that solves problem p must give correct 

solutions to all instances of the problem. 

• Polynomial-time algorithm:  
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Terminology (Cont d)
• Input Length: 

– length of an encoding of an instance of the problem. 
– Time and space complexities are written in terms of it. 

• Worst-case time/space complexity of an algorithm 
– Is the maximum time/space required by the algorithm on any input 

of length n. 

• Worst-case time/space complexity of a problem 
– UPPER BOUND: worst-case time complexity of best existing 

algorithm that solves the problem. 
– LOWER BOUND: (provable) worst-case time complexity of best 

algorithm (need not exist) that could solve the problem.  
– LOWER BOUND  UPPER BOUND 

• Complexity Class P : 
– Set of all problems p for which polynomial-time algorithms exist 
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Terminology (Cont d)
• Decision Problems: 

– These are problems for which the solution set is {yes, no} 

– Example: Does a given graph have an odd cycle? 

– Example: Does a given weighted graph have a TSP tour of length at most B? 

• Complement of a decision problem: 
– These are problems for which the solution is “complemented”. 
– Example: Does a given graph NOT have an odd cycle? 

– Example: Is every TSP tour of a given weighted graph of length greater than 
B? 

• Optimization Problems: 
– These are problems where one is maximizing (or minimizing) some objective 

function. 
– Example: Given a weighted graph, find a MST. 

– Example: Given a weighted graph, find an optimal TSP tour. 

• Verification Algorithms: 
– Given a problem instance i and a certificate s, is s a solution for instance i? 
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Terminology (Cont d)

• Complexity Class P : 
– Set of all problems p for which polynomial-time 

algorithms exist. 

• Complexity Class NP : 
– Set of all problems p for which polynomial-time 

verification algorithms exist. 

• Complexity Class co-NP : 
– Set of all problems p for which polynomial-time 

verification algorithms exist for their 
complements, i.e., their complements are in NP. 
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Terminology (Cont d)

• Reductions:   p1  p2 
– A problem p1 is reducible to p2, if there exists an 

algorithm R that takes an instance i1 of p1 and outputs an 
instance i2 of p2, with the constraint that the solution for 
i1 is YES if and only if the solution for i2 is YES.  

– Thus, R converts YES (NO) instances of p1 to YES (NO) 
instances of p2. 

• Polynomial-time reductions: p1         p2 
– Reductions that run in polynomial time. 

•  If p1         p2, then 
–If p2 is easy, then so is p1.          p2  P      p1  P  

–If p1 is hard, then so is p2.          p1  P      p2  P  

P

P
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What are NP-Complete problems?

• These are the hardest problems in NP. 

• A problem p is NP-Complete if  
– there is a polynomial-time reduction from every 

problem in NP to p. 

– p  NP 

• How to prove that a problem is NP-Complete? 

• Cook’s Theorem: [1972] 

–The SAT problem is NP-Complete. 

Steve Cook, Richard Karp, Leonid Levin 
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NP-Complete vs NP-Hard 

• A problem p is NP-Complete if  
– there is a polynomial-time reduction from every 

problem in NP to p. 

– p  NP 

• A problem p is NP-Hard if  
– there is a polynomial-time reduction from every 

problem in NP to p. 

• Remember: to prove problem p is NP-Complete 
you have to reduce a NP-Complete problem to p. 
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The SAT Problem: an example
• Consider the boolean expression: 
 C = (a  ¬b  c)  (¬a  d  ¬e)  (a  ¬d  ¬c) 
• Is C satisfiable? [Does there exist a True/False 

assignments to the boolean variables a, b, c, d, e, 
such that C is True?] 

• If there are n boolean variables, then there are 2n 
different truth value assignments.  

• However, a solution can be quickly verified! 
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The SAT (Satisfiability) Problem
• Input: Boolean expression C in Conjunctive normal  

 form (CNF) in n variables and m clauses. 
• Question: Is C satisfiable?  

– Let C = C1  C2   …   Cm 
– Where each Ci =  
– And each         {x1, ¬ x1, x2, ¬ x2, …, xn, ¬ xn}  
– We want to know if there exists a truth assignment to all the 

variables in the boolean expression C that makes it true.  

• Steve Cook showed that the problem of deciding whether a 
non-deterministic Turing machine T accepts an input w or 
not can be written as a boolean expression CT for a SAT 
problem. The boolean expression will have length bounded by 
a polynomial in the size of T and w. 

( )i

k
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• How to now prove Cook’s theorem? Is SAT in NP?  

• Can every problem in NP be poly. reduced to it ? 

i

j
y
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co-NP 

The problem classes and their relationships

P NP-C 
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More NP-Complete problems

3SAT 

• Input: Boolean expression C in Conjunctive normal 
form (CNF) in n variables and m clauses. Each 
clause has at most three literals. 

• Question: Is C satisfiable?  
– Let C = C1  C2   …   Cm 

– Where each Ci =  

– And each         {x1, ¬ x1, x2, ¬ x2, …, xn, ¬ xn}  
– We want to know if there exists a truth assignment to all 

the variables in the boolean expression C that makes it 
true.  

i

j
y

( )iii
yyy
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3SAT  is NP-Complete.  
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3SAT is NP-Complete 

• 3SAT is in NP. 

• SAT can be reduced in polynomial time to 3SAT. 

• This implies that every problem in NP can be 
reduced in polynomial time to 3SAT. Therefore, 
3SAT is NP-Complete. 

• So, we have to design an algorithm such that: 

• Input: an instance C of SAT 

• Output: an instance C’ of 3SAT such that 
satisfiability is retained. In other words, C is 
satisfiable if and only if C’ is satisfiable. 
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3SAT is NP-Complete 

• Let C be an instance of SAT with clauses C1, C2, …, 
Cm 

• Let Ci be a disjunction of k > 3 literals. 
 Ci =  y1  y2  …   yk 
• Rewrite Ci as follows: 

C’i =  (y1  y2  z1)  
   (¬ z1  y3  z2)  
   (¬ z2  y4  z3)  
   … 
   (¬ zk-3  yk-1  yk)  

• Claim: Ci is satisfiable if and only if C’i is satisfiable.   
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More NP-Complete problems?

2SAT 

• Input: Boolean expression C in Conjunctive normal 
form (CNF) in n variables and m clauses. Each 
clause has at most three literals. 

• Question: Is C satisfiable?  
– Let C = C1  C2   …   Cm 

– Where each Ci =  

– And each         {x1, ¬ x1, x2, ¬ x2, …, xn, ¬ xn}  
– We want to know if there exists a truth assignment to all 

the variables in the boolean expression C that makes it 
true.  

i

j
y

( )ii
yy
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2SAT  is in P.  
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2SAT is in P 

• If there is only one literal in a clause, it must 
be set to true. 

• If there are two literals in some clause, and 
if one of them is set to false, then the other 
must be set to true.  

• Using these constraints, it is possible to 
check if there is some inconsistency.  

• How? Homework: do not submit! 
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The CLIQUE Problem 

CLIQUE 

• Input: Graph G(V,E) and integer k 

• Question: Does G have a clique of size k? 

• A clique is a completely connected subgraph. 
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CLIQUE is NP-Complete 

• CLIQUE is in NP. 

• Reduce 3SAT to CLIQUE in polynomial time.  
• F = (x1 ¬x2 x3) (¬x1 ¬x3 x4) (x2 x3 ¬x4) (¬x1 ¬x2 x3) 

x
1
 

¬x2 

x3 

¬x1 ¬x3 
x4 

F is satisfiable if and  
only if G has a clique  
of size k where k is  
the number of clauses 
in F. 
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Vertex Cover

A vertex cover is a set of vertices that 
“covers” all the edges of the graph. 

Examples 
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Vertex Cover (VC)

Input: Graph G, integer k 

Question: Does G contain a vertex cover of size k? 

• VC is in NP. 

• polynomial-time reduction from CLIQUE to VC. 

• Thus VC is NP-Complete. 

V 

G

V 

G’ 

Claim: G’ has a clique of size k’ if and only if G has a 
VC of size k = n – k’ 
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Hamiltonian Cycle Problem (HCP)

Input: Graph G 

Question: Does G contain a hamiltonian cycle? 

• HCP is in NP. 

• There exists a polynomial-time reduction 
from 3SAT to HCP. 

• Thus HCP is NP-Complete. 

Shortest Path vs Longest Path

Input: Graph G with edge weights, vertices u 
and v, bound B 

Question: Does G contain a shortest path from 
u to v of length at most B? 

Question: Does G contain a longest path from u 
to v of length at most B? 

Homework: Listen to Cool MP3: 

http://www.cs.princeton.edu/~wayne/kleinberg-tardos/longest-path.mp3 

1/7/10 COT 6936 30 
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Perfect (2-D) Matching vs 3-D Matching

1. Input: Bipartite graph, G(U,V,E) 
 Question: Does G have a perfect matching? 

2. Input: Sets U and V, and E = subset of U V 

 Question: Is there a subset of E of size |U| 
that covers U and V? [Related to 1.] 

3. Input: Sets U,V,W, & E = subset of U V W 

 Question: Is there a subset of E of size |U| 
that covers U, V and W?  

1/7/10 COT 6936 31 

Coping with NP-Completeness

• Approximation: Search for an "almost" 
optimal solution with provable quality. 

• Randomization: Design algorithms that find 
“provably” good solutions with high prob and/
or run fast on the average.  

• Restrict the inputs (e.g., planar graphs), or 
fix some input parameters. 

• Heuristics: Design algorithms that work 
"reasonably well”.  

1/7/10 COT 6936 32 
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Optimization Problems

• Problem:  
– A problem is a function (relation) from a set I of 

instances of the problem to a set S of solutions.  

• p: I  S 

• Decision Problem:  
– Problem with S = {TRUE, FALSE}  

• Optimization Problem:  
– Problem with a mapping from set S of solutions to a 

positive rational number called the solution value  

• p: I  S  m(I,S) 
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Optimization Versions of NP-Complete Problems

• TSP 

• CLIQUE 

• Vertex Cover & Set Cover 

• Hamiltonian Cycle  

• Hamiltonian Path 

• SAT & 3SAT 

• 3-D matching 

1/12/10 COT 6936 3 
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Optimization Versions of NP-Complete Problems

• Computing a minimum TSP tour is NP-hard 
(every problem in NP can be reduced to it in 
polynomial time) 

• BUT, it is not known to be in NP 

• If P is NP-Complete, then its optimization 
version is NP-hard (i.e., it is at least as hard 
as any problem in NP, but may not be in NP) 
– Proof by contradiction! 
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Performance Ratio

• Approximation Algorithm A 
– A(I)  

• Optimal Solution 
– OPT(I) 

• Performance Ratio on input I for 
minimization problems 
– RA(I) = max {A(I)/OPT(I), OPT(I)/A(I)} 

• Performance Ratio of approximation 
algorithm A 
– RA = inf {r  1| RA(I)  r, for all instances} 

1/12/10 COT 6936 5 

Metric Space

• It generalizes concept of Euclidean space 

• Set with a distance function (metric) defined 
on its elements 
– D: M X M       R (assigns a real number to 

distance between every pair of elements from 
the metric space M) 
• D(x,y) = 0 iff x = y 

• D(x,y)  0 

• D(x,y) = D(y,x) 

• D(x,y) + D(y,z)  D(x,z) 

1/12/10 COT 6936 6 
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Examples of metric spaces

• Euclidean distance 

• Lp metrics 

• Graph distances 
– Distance between elements is the length of the 

shortest path in the graph 
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TSP

• TSP in general graphs cannot be 
approximated to within a constant (Why?) 
– What is the approach? 

• Prove that it is hard to approximate! 

• TSP in general metric spaces holds promise!  
– NN heuristic [Rosenkrantz, et al. 77] 

• NN(I)   (ceil(log2n) + 1) OPT(I) 

– 2-OPT, 3-OPT, k-OPT, Lin-Kernighan Heuristic 

• Can TSP in general metric spaces be 
approximated to within a constant?  
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TSP in Euclidean Space

• TSP in Euclidean space can be approximated. 
– MST Doubling (DMST) Algorithm  

• Compute a MST, M 

• Double the MST to create a tour, T1 

• Modify the tour to get a TSP tour, T 

– Theorem: DMST is a 2-approximation algorithm 
for Euclidean metrics, i.e., DMST(I) < 2 OPT(I) 

– Analysis:  
• L(T)  L(T1) = 2L(M)  2L(TOPT)   

– Is the analysis tight? 

1/12/10 COT 6936 9 
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Example of MST Doubling Algorithm

1/12/10 COT 6936 10 

Example of Christofides Algorithm
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TSP in Euclidean Metric

• Improved algorithms  
– MM(I) < 3/2 OPT(I)   [Christofides]  

• Christofides observed that DMST has 4 stages: 
– Find MST 

– Double all edges 

– Find Eulerian tour of resulting graph 

– Convert Eulerian tour into TSP tour 

• He modified step 2 to the following 
– Add a matching of odd degree vertices 

– PTAS(I) < (1+ ) OPT(I)  [Arora] 

1/12/10 COT 6936 12 
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TSP Approximation Algorithm

Theorem: The MST doubling algorithm is a  
2-approximation algorithm for inputs from 
any metric space. 

1/12/10 COT 6936 13 

Vertex Cover

• Find the smallest set of vertices that are 
adjacent to all edges in the graph. 

• Approximation Algorithm:  
– Initialize vertex cover C = empty set 

– while (an edge remains in the graph)  
• Choose arbitrary edge e = (u,v)  

• Add u and v to vertex cover C 

• Remove all edges incident on u or v 

– Output set C 

• Analysis: |C|  2|COPT|   [Is this tight?] 

1/12/10 COT 6936 14 

Greedy Vertex Cover

• Algorithm 
– While graph has at least one edge 

• Pick vertex v of highest degree and add to VC 

• Remove all edges incident on v 

• Analysis 
– |VC|  log n |VCOPT|   [Is this tight?] 

1/12/10 COT 6936 15 
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Greedy Vertex Cover: Analysis

• Let C be optimal vertex cover and K = |C| 

• Iteration i: vertex of maximum degree di is 
processed resulting in graph Gi 

• Let e(G) = # edges in G. So e(Gi) = e(Gi-1) - di 

• Observation: Sum of degrees of vertices in 
any cover is  e(G). Thus their average 
degree is  e(Gi-1)/K. And, di  e(Gi-1)/K. 

• K di  K e(Gi-1)/K  e(G) – K di 

• Thus K di  e(G)/2 
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Greedy Vertex Cover: Analysis

• After K vertices are removed, half the edges 
of G are covered. After K logn vertices are 
removed, all edges of G will be covered.  

• Performance ratio  log n 

• Is the analysis tight?  
– Goal is to find graph such that after K rounds,  

we are left with half the edges uncovered 

– Make the graph recursive so that we need log n 
such rounds before all edges are covered. 

1/12/10 COT 6936 17 

Complements and Approx Algorithms

• Complement of a clique subgraph is an 
independent set (i.e., a subgraph with no 
edges connecting any of the vertices) 

• If a vertex cover is removed (including all 
incident edges), what remains? 
– ?? 

• If the minimum vertex cover problem can be 
2-approximated, what about the maximum 
clique or maximum independent set? 
– ?? 

1/12/10 COT 6936 18 
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Edge Colorings Example

1/12/10 COT 6936 19 

Edge Colorings

• Theorem: Every graph can be edge colored 
with at most +1 colors, where  is the 
maximum degree of the graph. 

• Theorem: No graph can be edge colored with 
less than  colors. 

• Theorem: It is NP-complete to decide 
whether a graph can be edge colored with  
colors [Holyer, 1981] 
– Thus it can be approximated to within an additive 

constant. Can’t do better than that! 

1/12/10 COT 6936 20 

Some NP-Complete Number Problems

• Input: set S of n integers  

• Question 1: Is there a subset of S that adds 
up to 0?    
– Example: { 7, 3, 2, 5, 8} 

• Input: set S of n integers, and integer B 

• Question 2: Is there a subset of S that adds 
up to B (part of input)?   
– Example  

 S = {267,493,869,961,1000,1153,1246,1598, 
1766,1922} and B = 5842 

1/12/10 COT 6936 21 

SUBSET-SUM 

SUBSET-SUM 
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More NP-Complete Number Problems

• Input: set S of n integers 

• Question 3: Is there a partition of S into 
two subsets each with the same sum? 
– Example: { 7, 3, 2, 1, 5, 8} 

• Input: set S of 3n integers 

• Question 4: Is there a partition of S into  
|S|/3 subsets each of size 3 and each of 
which adds up to the same value? 
– Strongly NP-Complete! 

1/12/10 COT 6936 22 

PARTITION 

3-PARTITION 

Load Balancing

• Input: m identical machines; n jobs, job j has 
processing time tj.  

– Job j must run contiguously on one machine. 

– A machine can process at most one job at a time. 

• Def: The load of machine i is Li = sum of 
processing times of assigned jobs. 

• Def: The makespan is the maximum load on 
any machine L = maxi Li. 

• Load balancing: Assign each job to a machine 
to minimize makespan. NP-Complete problem 

1/12/10 COT 6936 23 Example from Kleinberg & Tardos; 
Slides inspired by Kevin Wayne  

Example

1/12/10 COT 6936 24 

1 4 7 

2 

3 

5 

6 

8 

9 

10 Machine 1 

Machine 2 

Machine 3 

Load on Machine 1 

Makespan 
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Greedy Algorithm

• Algorithm: 
– for jobs 1 to n (in any order) 

• Assign job j to machine with least load 

• Observations: 
1. LOPT  max {t1, …, tn} 

2. LOPT  AVG(t)   

3. If n > m, then LOPT  2tsmall 

1/12/10 COT 6936 25 

Analysis

• Theorem: Greedy Algorithm is 2-approximate 

• Proof:  
– Let i be machine with maximum load Li. Let j be 

last job scheduled on it.  

– Before j was assigned, machine i  had least load. 

– Thus Li – tj  Lk, for all k in [1..m] 

– tj  LOPT 

– Li  2LOPT 

• Is the analysis tight? 

1/12/10 COT 6936 26 

Analysis is tight!

1/12/10 COT 6936 27 
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Longest Processing Time (LPT) Algorithm

• Algorithm: 
– for jobs 1 to n (in decreasing order of time) 

• Assign job j to machine with least load 

• Proof:  
– Let i be machine with maximum load Li. Let j be 

last job scheduled on it.  

– The last job is the shortest and is at most LOPT/2 

– Thus Li is at most (3/2)LOPT   [if n > m] 

• Is the analysis tight? 
– No! (4/3)-approximation exists [Graham, 1969] 

1/12/10 COT 6936 28 
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Fractional Knapsack Problem
• Burglar’s choices: 
 n bags of valuables: x1, x2, …, xn 
 Unit Value:  v1, v2, …, vn 
 Max number of units in bag: q1, q2, …, qn 
 Weight per unit: w1, w2, …, wn 
 Getaway Truck has a weight limit of B. 
 Burglar can take “fractional” amount of any item.  
 How can burglar maximize value of the loot? 
• Greedy Algorithm works! 
 Pick maximum quantity of highest value per weight 

item. Continue until weight limit B is reached. 

10/30/08 COT 5407 30 

0-1 Knapsack Problem

• Burglar’s choices: 
 Items: x1, x2, …, xn 
 Value:  v1, v2, …, vn 
 Weight: w1, w2, …, wn 
 Getaway Truck has a weight limit of B. 
 “Fractional” amount of items NOT allowed  
 How can burglar maximize value of the loot? 
• Greedy Algorithm does not work! Why? 
• Need dynamic programming! 
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0-1 Knapsack Problem: Example

Item Value Weight 

1 1 1 

2 6 2 

3 18 5 

4 22 6 

5 28 7 

1/12/10 COT 6936 31 

B = 12 

10/30/08 COT 5407 32 

0-1 Knapsack Problem
• Subproblems? 

– V[j, L] = Optimal solution for knapsack problem assuming 
truck weight limit L & choice of items from set {1,2,…, j}. 

– V[n, B] = Optimal solution for original problem 
– V[1, L] = easy to compute for all values of L. 

• Recurrence Relation? [Either xj included or not] 
– V[j, L] = max { V[j-1, L]  ,  vj + V[j-1, L-wj] }  

• Table of solutions? 
– V[1..n, 1..B] 

• Ordering of subproblems? 
– Row-wise 

Another NP-Complete Number Problem

• Input: set S of n items each with values {v1,
…,vn} and weights {w1,…,wn}; Knapsack with 
weight limit B and value V  

• Question: Is there a choice of items from S 
whose weights add up to at most B and whose 
value adds up to at least V? 

1/12/10 COT 6936 33 

KNAPSACK 
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Knapsack Problem

• The 0-1 Knapsack problem is NP-Complete.  

• The 0-1 Knapsack problem can be solved 
exactly in O(nB) time.  

• Does this mean P = NP ? What is going on 
here? 

• What we have here is a pseudo-polynomial 
time algorithm. Why? 

1/12/10 COT 6936 34 

Knapsack: Approximations

• Greedy Algorithm is 2-approximate 
– Sort items by value/weight 

– Greedily add items to knapsack if it does not 
exceed the weight limit 

• Improved algorithm is (1 + 1/k)-approximate 
[Sahni, 1975] 
– Time complexity is polynomial in n, logV, and logB 

– Time complexity is exponential in k 

– This is a “approximation scheme” 

– Implies cannot get to within an additive constant! 

1/12/10 COT 6936 35 

• Set of points {p1,…,pn} in Rd 

• Typical data mining problem is to find k 
clusters in this data 

Clustering

1/12/10 COT 6936 36 
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Clustering

• Requires a distance function 
– Euclidean distance (L2 distance) and Lp metrics 

– Mahalanobis distance 

– Pearson Correlation Coefficient 

– General metric distance 

• Requires an objective function to optimize 
– Maximum distance to a center 

– Sum of distances to a center 

– Median of distance to a center 

• Can any point be center? (finite vs infinite) 
1/12/10 COT 6936 37 

Clustering

• Set of points S = {p1,…,pn} in Rd 

• Find a set of k centers such that the 
maximum of the distance of a point to its 
closest center is minimized. 

• MinC Maxi d(pi,C)  

• d(pi,C) = Mincj in C dist(pi,cj) 

1/12/10 COT 6936 38 

Well-known clustering techniques

• Algorithms 
– K-Means 

– Hierarchical clustering 

– Clustering using MSTs 

– Greedy algorithm 
• Put first center at best possible location for single 

center; then keep adding centers to reduce covering 
radius each time by as much as possible. 

• Disadvantages 
– All three are heuristic algorithms (solutions not 

optimal, no provable approximation factor) 
1/12/10 COT 6936 39 
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Clustering: Approximation Algorithm

• Improved Greedy algorithm:  
– Repeatedly choose next center to be site farthest from 

any existing center. Choose first center is arbitrarily. 

1/12/10 COT 6936 40 

Clustering: Approximation Analysis

• Analysis: 
– Let r = radius of largest greedy cluster  

– Let rOPT = radius of largest optimal cluster 

– If distance from optimal center to every site is  rOPT, 
then distance from any site to some optimal center is  
rOPT. Take ball of radius rOPT around every greedy center. 
All optimal centers are covered;  

– Ball of radius 2rOPT around each greedy center will cover 
every site.  

– Thus r  2 rOPT.  

1/12/10 COT 6936 41 

Alternative (Corrected) Proof

• Improved Greedy algorithm:  
– Repeatedly choose next center to be site farthest from 

any existing center 

• Analysis: 
– Let r = distance between last 2 greedy centers & rOPT = 

radius of largest cluster in optimal clustering 

– Let r > 2rOPT. Take ball of radius r around every greedy 
center. Exactly one optimal center in each ball (?);  

– Pair optimal and greedy centers (ci,ci*). 

– Let s be any site and ci* be its nearest optimal center 

– d(s, C)  d(s, ci)  d(s, ci*) + d(ci*, ci)  2r(C*). 

– Thus r(C)  2r(C*), i.e., r < 2rOPT 

1/12/10 COT 6936 42 
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Observation

• Analysis compared r with rOPT without 
knowing what the optimal clustering looked 
like!  

1/12/10 COT 6936 43 

Bin Packing

• Given an infinite number of unit capacity bins 

• Given finite set of items with rational sizes 

• Place items into minimum number of bins such 
that each bin is never filled beyond capacity 

• BIN-PACKING is NP-Complete 
– Reduction from 3-PARTITION 

1/12/10 COT 6936 44 

Bin Packing: Approx Algorithm

• First-Fit:  
– place item in lowest numbered bin that can 

accommodate item 
• FF(I) < 2 OPT(I) 

• FF(I)  17/10 OPT(I) + 2 

• First-Fit Decreasing: 
– Sort items in decreasing size and then do first-

fit placement 
• FFD(I) = 11/9 OPT(I) + 4 

1/12/10 COT 6936 45 
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Bin Packing: Approx Algorithm

• Connection to Partition 
– Hard even when you have only 2 bins 

– Cannot approximate to within (3/2)-  unless  
P = NP 

– Can get (1+ )approximation if OPT > 2/  

1/12/10 COT 6936 46 

• Greedy Algorithm 
– While there are uncovered items 

• Find set with most uncovered items and add to cover 

• Analysis  
– Approximation Ratio = log n 

– It is tight. In example below, it will pick 5 sets 
instead of 2.  

Set Cover

1/12/10 COT 6936 47 

Approximability of NP-Hard Problems
Approximation Factor Problem/Algorithm 

1+  Euclidean TSP (Arora) 

1.5 Euclidean TSP (Christofides) 

2 Vertex Cover 

c Coloring 

log n Set Cover 

log2n 

n 

n  Independent Set, Clique 

n General TSP 

1/12/10 COT 6936 48 
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Randomization

• Randomized Algorithms: Uses values 
generated by random number generator to 
decide next step 

• Often easier to implement and/or more 
efficient 

• Applications 
– Used in protocol in “Ethernet Cards” to decide 

when it next tries to access the shared medium 

– Primality testing & cryptography 

– Monte Carlo simulations 

1/12/10 COT 6936 2 

QuickSort vs Randomized QuickSort

QuickSort 

• Pick a fixed pivot 

• Partition input based on pivot into two sets 

• Recursively sort the two partitions 

Randomized QuickSort 

• Pick a random pivot 

• Partition input based on pivot into two sets 

• Recursively sort the two partitions 
1/12/10 COT 6936 3 
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QuickSort: Probabilistic Analysis

• Expected rank of pivot = n/2 (Why?) 

• Thus expected size of sublists after 
partition = n/2 

• Hence the recurrence T(n) = 2T(n/2) + O(n) 

• Average time complexity = T(n) = O(n log n)  

1/12/10 COT 6936 4 

New Quicksort: Randomized Analysis

• Let Xij be a random variable representing the 
number of times items i and j are compared 
by the algorithm.  

• Expected time complexity = expected value 
of sum of all random variables Xij. 

• Pr(Xij = 1) = 2/(j – i + 1)    (Why?) 

• T(n) = ? 

1/12/10 COT 6936 5 

Analysis

• i j 2/(j-i+1) = i k=2..n-i+1 2/k 

1/12/10 COT 6936 6 
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Cut-Sets & 
Min-Cuts
• Example 1: ({a,b,c,d}, {e,f,g})   

• Weight = 19 

• Example 2: ({a,b,g}, {c,d,e,f})  
• Weight = 30 

• Example 3: ({a}, {b,c,d,e,f,g})  
• Weight = 5 

1/12/10 COT 6936 7 

Edge Contraction

1/12/10 COT 6936 8 

http://en.wikipedia.org/wiki/Edge_contraction 

Edge Contractions and Min-Cuts

• Lemma: If you are not contracting an edge 
from the cut-set, edge contractions do not 
affect the size of min-cuts.  

• Observation: Most edges are not part of the 
min-cut.  

• Idea: Use randomization 

1/12/10 COT 6936 9 
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Randomized Algorithms: Min-Cut

• Assume that the Min-cut is of size k 

• Pick a random edge 

• Prob {edge is not in Min-cut}  1 – 2/n (why?) 

• Prob {Min-cut is output}  2/n(n – 1) (why?) 

1/12/10 COT 6936 10 

Monte Carlo vs Las Vegas

• Monte Carlo algorithms: sometimes 
incorrect, but with bounded probability 
– One-sided versus two-sided errors 

• Las Vegas algorithms: always correct, but 
with variable run times 

1/12/10 COT 6936 11 

Chain Hashing

• Balls and Bins Model 
– Throw m balls into n bins 

– Location of each ball chosen independently and 
uniformly at random 

• Interesting questions to ask 
– How many balls in a bin on the average? 

– How many bins are empty? 

– How many balls in the fullest bin? 

– If m=n, how many bins are expected to have > 1 
ball in it? 

1/12/10 COT 6936 12 
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Power of Two Choices

• Hashing with two hash functions 
– Dramatically reduces the expected size of the 

largest bin while doubling the average search 
cost.  

• Dynamic Resource Allocation 
– Multiple identical resources to choose from 

• Find load of each one and pick least loaded 

• Pick random resource 

• Sample 2 random resources and pick less loaded one 

1/12/10 COT 6936 13 

Bloom Filters

• Used to test set membership by using bit 
arrays to indicate which positions have been 
hashed to. 

• Use k hash functions instead of 1.  

• How large should k be for given error bound? 

1/12/10 COT 6936 14 

0 0 1 1 0 1 0 0 1 

Breaking symmetry

• Many users want to share a resource 
– Want to pick a permutation quickly 

– Hash to 2b bits and sort them 

– If b = 3log2n then two users will have distinct 
hash values with probability 1-1/n 

1/12/10 COT 6936 15 
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Amortized Analysis
• In  amortized  analysis,  we  are  looking  for  the  time 

complexity of a sequence of n operations, instead of 

the cost of a single operation. 

• Cost of a sequence of n operations = n S(n), where  

S(n) = worst case cost of each of the n operations 

• Amortized Cost  =  T(n)/n,  where T(n)  = worst  case 

total cost of the n operations in the sequence.  

• Amortized  cost  can  be  small  even  when  some 

operations in that sequence are expensive.  Often, the 

worst case may not occur in every operation.  The cost 

of expensive operations may be ‘paid for’ by charging 

to other less expensive operations. 

2 2/2/10 COT 6936 

Problem 1: Stack Operations 

• Data Structure:  Stack  

• Operations:  
– Push(s,x) : Push object x into stack s. 

• Cost: T(push)= O(1). 

– Pop(s) : Pop the top object in stack s. 
• Cost: T(pop)=O(1). 

– MultiPop(s,k) ; Pop the top k objects in stack s. 
• Cost: T(mp) = O(size(s)) worst case 

• Assumption: Start with an empty stack 

• Approach 1: Simple analysis: For N operations, maximum 
size of stack = N. Cost of MultiPop  = O(N). Total cost of N 
operations  N x T(mp) = O(N2). Amortized cost = O(N). 

3 2/2/10 COT 6936 
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Amortized analysis: Stack Operations 

• Intuition: Worst case cannot happen all the time!  

• Idea: Push operations “pay” for every Pop and MultiPop operation. 

• Approach 2:  

– Pay 2 dollars for each Push operation 

• one to pay for operation itself, and  

• another for “future use” (we pin it to the object on the stack). 

– When  we  do  Pop  or  MultiPop  operations,  instead  of  paying  from our 

pocket, we pay for operations with extra dollar pinned to objects being 

popped. 

• So total cost of N operations  2 x N 

• Amortized cost = T(N)/N = 2 = O(1).   

4 2/2/10 COT 6936 

NOT O(N) 

Amortized Analysis: Approach 3

• Potential Function Approach 
   D0  0 

   D1  1 

   D2  2 

   … 

   Dn  n 

2/2/10 COT 6936 5 

Operation 1 

Operation 2 

Operation n 

Amortized Cost =  
Real Cost +  

Change in Potential 

Approach 3: Stack Operations

• Potential Function  
 = # of items in stack 

• Analysis 

• Amortized Cost of any operation  2 

• Total Amortized Cost of N operations = O(N) 

2/2/10 COT 6936 6 

Operation Real Cost Change in  Amortized Cost 

Push 1 1 2 

Pop 1 -1 0 

MultiPop k -k 0 
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Problem 2: Binary Counter 

• Data Structure:  binary counter b. 

• Operations:  Inc(b).    

– Cost of Inc(b) = number of bits flipped in the operation. 

• What’s the total  cost of N operations when this counter 

counts up to integer N? 

• Approach 1:  simple analysis 

– The size of the counter is log(N).  The worst case will be that 

every bit is flipped in an operation, so for N operations, the total 

cost under the worst case is O(Nlog(N)) 

7 2/2/10 COT 6936 

Approach 2: Binary Counter 

• Intuition: Worst case cannot happen all the time!  

  000000 

  000001 

  000010 

  000011 

  000100 

  000101 

  000110 

  000111 

Bit 0 flips every time, bit 1 flips every other 

time, bit 2 flips every fourth time, etc.   We 

can conclude that for bit k, it flips every 2k 

time.  

So the total bits flipped in  N operations, when 

the counter counts from 1 to N, will be = ? 

NN
N

NT

k

k

N

k

k
2

2

1

2
)(

0

log

0

=<=
==

So the amortized cost will be T(N)/N = 2 = O(1). 

8 2/2/10 COT 6936 

NOT O(log N) 

Approach 3: Binary Counter 

• Use recurrence relations 

– For k bit counters, the total cost is  

   t(k) = 2 x t(k-1) + 1   
– So for N operations, T(N) = t(log(N)). 

   t(k) = ? 
– T(N) can be proved to be bounded by 2N. 

9 2/2/10 COT 6936 



4 

Amortized Analysis: Approach 4

• Potential Function 
–  = # of 1’s in binary counter 

• Analysis 
– Real Cost = k 

– Change in Potential Function  = -(k-1) + 1  

        = -k + 2 

– Amortized Cost = 2 

– Total Amortized Cost of n increments = O(n) 

2/2/10 COT 6936 10 

Amortized Analysis: Potential Method 

• For n operations, data structure goes through states: 

D
0
, D

1
, D

2
, …, D

n 
with costs c

1
, c

2
, …, c

n 
 

• Define  potential  function  (D
i
):  represents  potential 

energy of data structure after ith operation.
 
  

• The amortized cost of ith operation is defined by: 

• The total amortized cost is 
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Recipe for Amortized Analysis

• Design a potential function 

• Estimate Real Cost 

• Estimate Amortized Cost 

12 2/2/10 COT 6936 

Hardest 
Part 
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Network Flow: Example

2/4/10 COT 6936 2 

Source Sink 

Capacity 

Network Flow: Example of a flow

2/4/10 COT 6936 3 

Flow value along 
edge 

Capacity of edge 

Total Flow in 
Network   

= 11 + 8 = 19 
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Network Flow
• Directed graph G(V,E) with capacity function on edges 

given by non-negative function c: E(G)  R +. 

– Capacity of each edge, e, is given by c(e) 

– Source vertex s 

– Sink vertex t 

• Flow function f is a non-negative function of the edges 

– f: E(G)  R + 

– Capacity constraints: f(e)  c(e) 

– Flow conservation constraints: For all vertices except source 

and sink, sum of flow values along edges entering a vertex 

equals sum of flow values along edges leaving that vertex 

• Flow value: sum of flow values from source vertex (or 

sum of flow into sink vertex) 

4 2/4/10 COT 6936 

Flow Conservation

• For any legal flow function: 
– Flow out of source = Flow into sink (Why?) 

2/4/10 COT 6936 5 

Network Flow: How to increase flow

2/4/10 COT 6936 6 

Find path with residual capacity and increase flow along path. 
• Path s to v1 to v3 to t has no residual capacity 

• edge v1 to v3 is saturated 
• Path s to v2 to v3 to t has residual capacity 
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Residual Flows and Augmenting Paths

2/4/10 COT 6936 7 

Flow = 19 

Flow = 23 

Augmenting 
Path 

Capacity of 
augmenting 
path  = 4 

Residual Flow Network: Definition

• Directed Graph G(V,E) with capacity function 
c and flow function f 

• Residual flow network Gf(V,E’) 
– For every edge e = (u,v) in E with f(e) < c(e), 

there are two edges in E’: (u,v) and (v,u) with 
capacities c(e) = f(e) and f(e), respectively 

– For every edge e = (u,v) in E with f(e) = c(e), 
there is one edge in E’: (v,u) with capacity f(e) 

– For every edge e = (u,v) in E with f(e) = 0, there 
is one edge in E’: (u,v) with capacity f(e) 

2/4/10 COT 6936 8 

Ford Fulkerson Algorithm

• Initialize flow f to 0. 

• While (there exists augmenting path p from 
s to t) do 
– Augment flow along augmenting path p 

• Return flow f as maximum flow from s to t 

2/4/10 COT 6936 9 
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Ford Fulkerson Algorithm

• Initialize flow f to 0. 

• While (there exists directed path p from s 
to t in residual flow network Gf) do 
– Augment flow along augmenting path p 

• Return flow f as maximum flow from s to t 

2/4/10 COT 6936 10 

Ford-Fulkerson Method: Example

2/4/10 COT 6936 11 

Ford-Fulkerson Method: Example

2/4/10 COT 6936 12 

A 

B 



5 

Ford-Fulkerson Method: Example

2/4/10 COT 6936 13 

C 

D 

Ford-Fulkerson Method: Example

2/4/10 COT 6936 14 

• Max-Flow has been reached. Why? 
• Cut with zero capacity has been found. Which Cut? 

• ({s,v1,v2,v4},{v3,t}) 

C 

Correctness of Ford-Fulkerson Method

• Augmentation is possible if 
– Every cut-set is NOT saturated 

• Theorem: Min-Cut = Max-Flow 
2/4/10 COT 6936 15 

Cut (S,T): 

• Capacity = 26 

• Flow across cut = 19 

Cut (S’,T’): 

• Capacity = 23 

• Flow across cut = 19 
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Time Complexity

• It can be arbitrarily large. 

• Solution: When finding augmenting path, find 
the shortest path  

• In that case, time complexity = O(mn) 
2/4/10 COT 6936 16 



1 

2/11/10 COT 6936 1 

COT 6936: Topics in Algorithms

Giri Narasimhan 
ECS 254A / EC 2443; Phone: x3748 

giri@cs.fiu.edu 
http://www.cs.fiu.edu/~giri/teach/COT6936_S10.html 

https://online.cis.fiu.edu/portal/course/view.php?id=427 

Gaussian Elimination

• Solving a system of simultaneous equations 
x1         -2x3        = 2 

       x2 + x3          = 3 

x1 + x2          - x4  = 4 

       x2 + 3x3 + x4  = 5 

x1         -2x3         = 2 

        x2 + x3          = 3 

        x2 + 2x3 - x4  = 2 

        x2 + 3x3 + x4  = 5 
2/11/10 COT 6936 2 

O(n3) algorithm 

Linear Programming

• Want more than solving simultaneous 
equations 

• We have an objective function to optimize 

2/11/10 COT 6936 3 
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Chocolate Shop [DPV book]

• 2 kinds of chocolate  
– milk [Profit: $1 per box] [Demand: 200] 

– Deluxe [Profit: $6 per box] [Demand: 300] 

• Production capacity: 400 boxes 

• Goal: maximize profit 
– Maximize x1 + 6x2 subject to constraints: 

• x1  200 

• x2  300 

• x1 + x2  400 

• x1, x2  0 

2/11/10 COT 6936 4 

Diet Problem

• Food type:   F1,…,Fm 

• Nutrients:   N1,…,Nn 

• Min daily requirement of nutrients: c1,…,cn 

• Price per unit of food:  b1,…,bm 

• Nutrient Nj in food Fi:  aij 

• Problem: Supply daily nutrients at minimum 
cost 

• Min i bixi 

• i aijxi  cj  for 1  j  n 

• xi  0 
2/11/10 COT 6936 5 

Transportation Problem

• Ports (Production Units):   P1,…,Pm 

• Port/production capacity:   s1,…,sm 

• Markets (Consumption Units):  M1,…,Mn 

• Min daily market need:   r1,…,rn 

• Cost of transporting to Mk from port Pi:  aik 

• Problem: Meet market need at minimum 
transportation cost 

2/11/10 COT 6936 6 

Multicommodity versions 
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Assignment Problem

• Workers: b1,…,bn 

• Jobs: g1,…,gm 

• Value of assigning person bi to job gk: aik 

• Problem: Choose job assignment with 
maximum value 

2/11/10 COT 6936 7 

The General Assignment Problem generalizes 
the Bipartite Matching Problem 

Bandwidth Allocation Problem

2/11/10 COT 6936 8 

• Revenue:  
A  B pays $3 per unit  

B  C pays $2 per unit  

C  A pays $4 per unit 

• Need:  
A  B  2 units  

B  C  2 units   

C  A  2 units 

• Connections:  

Short route 

Long route  

Bandwidth Allocation Problem

• Maximize revenue by allocating bandwidth to 
connections along two routes without 
exceeding bandwidth capacities 

• Max 3(xAB+xAB’) + 2(xBC+xBC’) + 4(xAC+xAC’) s.t. 
xAB + xAB’ + xBC + xBC’  10 

xAB + xAB’ + xAC + xAC’  12 

xBC + xBC’ + xAC + xAC’  8     

xAB + xBC’ + xAC’  6;    xAB + xAB’  2;     xBC + xBC’  2 

xAB’ + xBC + xAC’  13;       xAC + xAC’  2 

xAB’ + xBC’ + xAC  11;  & all nonneg constraints 
2/11/10 COT 6936 9 
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Standard LP

• Maximize ckxk     [Objective Function] 

 Subject to aikxk  bi  [Constraints]  

    and xk  0  [Nonnegativity Constraints]  

• Matrix formulation of LP 

 Maximize   cTx 

 Subject to        Ax  b 

 and         x  0 

2/11/10 COT 6936 10 

Converting to standard form

• Min -2x1 + 3x2 Subject to  
x1 + x2 = 7 

x1 – 2x2  4 

x1  0 

• Max 2x1 - 3x2 Subject to  
x1 + x2  7 

-x1 - x2  -7 

– x1 – 2x2  4 

– x1  0 

2/11/10 COT 6936 11 

Converting to standard form

• Max 2x1 - 3x2 Subject to  
x1 + x2  7 

-x1 - x2  -7 

x1 – 2x2  4 

x1  0 

• Max 2x1 – 3(x3 - x4) Subject to  
x1 + x3 - x4  7 

-x1 – (x3 - x4)  -7 

x1 – 2(x3 - x4)  4 

x1, x3, x4  0 
2/11/10 COT 6936 12 
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Converting to Standard form

• Max 2x1 – 3x2 + 3x3 Subject to  
x1 + x2 – x3  7 

-x1 – x2 + x3  -7 

x1 – 2x2 – 2x3  4 

x1, x2, x3  0 

2/11/10 COT 6936 13 

Slack Form

• Max 2x1 – 3x2 + 3x3 Subject to  
x1 + x2 – x3  7 

-x1 – x2 + x3  -7 

x1 – 2x2 – 2x3  4 

x1, x2, x3  0 

• Max 2x1 – 3x2 + 3x3 Subject to  
x1 + x2 – x3 + x4 = 7 

-x1 – x2 + x3 + x5 = -7 

x1 – 2x2 – 2x3 + x6 = 4 

x1, x2, x3, x4, x5, x6  0 
2/11/10 COT 6936 14 

Duality

• Max cTx     [Primal] 

 Subject to Ax  b 

 and x  0 

• Min yTb     [Dual] 

 Subject to yTA  c 

 and y  0 

2/11/10 COT 6936 15 
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Understanding Duality

• Maximize x1 + 6x2 subject to constraints: 
• x1  200   (1) 

• x2  300   (2) 

• x1 + x2  400  (3) 

• x1, x2  0 

• (100,300) is feasible; value = 1900. Optimum? 

• Adding 1 times (1) + 6 times (2) gives us 
• x1 + 6x2  2000 

• Adding 1 times (3) + 5 times (2) gives us 
• x1 + 6x2  1900 

• “Certificate of Optimality” for solution (100,300) 
2/11/10 COT 6936 16 

How were 
mutipliers 

determined? 

Understanding Duality

• Maximize x1 + 6x2 subject to: 
• x1         200   (y1) 

•       x2  300   (y2)   [(100,300)] 

• x1 + x2  400   (y3) 

• x1, x2  0 

• Different choice of multipliers gives us 
different bounds. We want smallest bound.  

• Minimize 200y1 + 300y2 + 400y3  subject to: 
• y1       + y3   1   (x1) 

•       y2 + y3  6   (x2)   [(0,5,1)] 

• y1, y2  0 
2/11/10 COT 6936 17 

Duality Principle

• Primal feasible values  dual feasible values 

• Max primal value = min dual value 

• Duality Theorem: If a linear program has a 
bounded optimal value then so does its dual 
and the two optimal values are equal.  

2/11/10 COT 6936 18 
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Visualizing Duality

• Shortest Path Problem 
– Build a physical model and between each pair of 

vertices attach a string of appropriate length 

– To find shortest path from s to t, hold the two 
vertices and pull them apart as much as possible 
without breaking the strings 

– This is exactly what a dual LP solves! 
• Max xs-xt 

• subject to |xu-xv|  wuv for every edge (u.v) 

– The taut strings correspond to the shortest 
path, i.e., they have no slack 

2/11/10 COT 6936 19 

Simplex Algorithm

• Start at v, any vertex of feasible region 

• while (there is neighbor v’ of v with better 
objective value) do 
  set v = v’ 

• Report v as optimal point and its value as 
optimal value 

• What is a 
– Vertex?, neighbor? 

• Start vertex? How to pick next neighbor? 
2/11/10 COT 6936 20 

Simplex Algorithm: Example

2/11/10 COT 6936 21 

Vertex: point where n hyperplanes meet; 

Neighbor: vertices sharing n-1 hyperplanes   

i.e., some inequalities 
satisfied as equalities 

2,3,7 

1,3,7 
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Steps of Simplex Algorithm

• In order to find next neighbor from 
arbitrary vertex, we do a change of origin 
(pivot) 

2/11/10 COT 6936 22 

Simplex Algorithm Example

2/11/10 COT 6936 23 

Simplex Algorithm Example

2/11/10 COT 6936 24 
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Simplex Algorithm Example

2/11/10 COT 6936 25 

Simplex Algorithm: Degenerate vertices

2/11/10 COT 6936 26 

Vertex: point where n hyperplanes meet; 

Neighbor: vertices sharing n-1 hyperplanes   

i.e., some inequalities 
satisfied as equalities 

2,3,7 

1,3,7 

2,3,4,5 

Polynomial-time algorithms for LP

• Simplex is not poly-time in the worst-case 

• Khachiyan’s ellipsoid algorithm is a 
polynomial-time algorithm 
– “LP is in P” 

• Karmarkar’s interior-point algorithm 

• Good implementations for LP exist 
– Works very well in practice 

– More competitive than the poly-time methods 
for LP 

2/11/10 COT 6936 27 
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Network Flow Problem

• Max v f(s,v) Subject to  
f(e)   c(e)   for each edge e 

f(u,v) = -f(v,u)  for each u,v in set of vertices 

v f(u,v) = 0   for each u in V – {s,t} 

f(e)  0    for each edge e 

2/11/10 COT 6936 28 

Min-Cost Network Flow Problem

• Min e a(e)f(e) Subject to  
f(e)   c(e)   for each edge e 

f(u,v) = -f(v,u)  for each u,v in set of vertices 

v f(u,v) = 0   for each u in V – {s,t} 

v f(s,v) = F 

f(e)  0    for each edge e 

2/11/10 COT 6936 29 

Vertex Cover as an LP?

• For vertex v, create variable xv 

– Takes value 0 if it is not in vertex cover 

– Takes value 1 if it is in vertex cover 

• For edge (u,v), create constraint xu + xv  1 

• Objective function: xv 

• Additional constraints: xv  1 

• DOES THIS WORK? 

• Doesn’t work because xv needs to be from 
{0,1} 

2/11/10 COT 6936 30 
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Integer Linear Programming

• LP with integral solutions 

• NP-hard 

• If A is a totally unimodular matrix (TUM), 
then the LP solution is always integral.  
– A TUM is a matrix for which every nonsingular 

submatrix has determinant 0, +1 or -1. 

– A TUM is a matrix for which every nonsingular 
submatrix has integral inverse. 

2/11/10 COT 6936 31 
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Birthday Paradox

2/11/10 COT 6936 2 

Birthday Paradox

• To achieve probability  , we need: 
m2/2n  ln 2 

m  sqrt{2n ln 2} 

• In a room with at least 23 people, the 
probability that at least two people have the 
same birthday is more than . 

2/11/10 COT 6936 3 
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Balls and Bins Model

• Throw m balls into n bins 

• Location of each ball chosen independently 
and uniformly at random 

• Interesting questions to ask 
How many balls in a bin on the average? 

How many bins are empty? 

How many balls in the fullest bin? 

How many bins are expected to have > 1 ball in it? 

• Applications: Hashing with Chaining 

1/12/10 COT 6936 4 

Birthday 
Paradox 

Average Size of a Chain in Hash Table

• Let N = # of possible hash values 

• Let k = # items stored in the hash table 

• Probability that exactly i out of k items hash 
to the same value is 

2/11/10 COT 6936 5 

Average Search Time

2/11/10 COT 6936 6 

Successful Search:  

Unsuccessful 

Search:  
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Maximum Load

• Prob that a bin has at least j balls is 

2/11/10 COT 6936 7 

Maximum Load: most balls in any bin

• Prob that one of n bins has at least j = (3 ln 
n / ln ln n) balls is 

2/11/10 COT 6936 8 

Power of Two Choices

• Each ball comes with d = 2 possible bins, each 
chosen independently at random 

• Ball is placed in the least full bin among the d 
choices  

ties broken arbitrarily 

• MAGICALLY, with high prob: 
MAX LOAD = ln ln n / ln 2 + O(1) 

Down from (ln n / ln ln n) (when d = 1) 

In general, when d  2,  
• MAX LOAD = ln ln n / ln d + (1) 

2/11/10 COT 6936 9 
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Applications

• Hashing with 2-way chaining 
2 hash function applied to each data item 

Item inserted in shorter of two chains 

• Dynamic Resource Allocation 
Choosing a server among servers in a network 

Choosing a disk to store an entity 

Choosing a printer to serve a print job 

2/11/10 COT 6936 10 
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Online Problems

• Should I buy a car/skis/camping gear or rent 
them when needed? 

• Should I buy Google stocks today or sell 
them or hold on to them? 

• Should I work on my homework in Algorithms 
or my homework in OS or on my research? 

• Decisions have to be made based on past and 
current request/task 

2/11/10 COT 6936 2 

Paging Problem

• Given 2-level storage system 
Limited Faster Memory (k pages) “CACHE” 

Unlimited Slower Memory 

• Input: Sequence of page requests 

• Assumption: “Lazy” response (Demand Paging) 
If page is in CACHE, no changes to contents 

If page is not in CACHE, make place for it in 
CACHE by replacing an existing page 

• Need: A “page replacement” algorithm 

2/11/10 COT 6936 3 

Infinite, 
Online 
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Well-known Page Replacement Algorithms

• LRU: evict page whose most recent access 
was earliest among all pages 

• FIFO: evict page brought in earliest 

• LIFO: evict page brought in most recently 

• LFU: evict page least frequently used 

2/11/10 COT 6936 4 

Comparing online algorithms?

• Analyze: time? performance? 
Input length?  

Performance depends on request sequence 
• Probabilistic models? Markov Decision process 

• Competitive analysis [Sleator and Tarjan] 
Compare with optimal offline algorithm (OPT) 
• OPT is clairvoyant; no prob assumptions; “worst-case” 

• Algorithm A is -competitive if there exists 
constants b such that for every : 

costA( )  costOPT( ) + b 

2/11/10 COT 6936 5 

Game between Cruel 
Adversary and your 

algorithm 

Optimal Algorithm for Paging

• MIN (Longest Forward Distance): Evict the 
page whose next access is latest. 

• Cost: # of page faults 

• Competitive Analysis: Compare  
# of page faults of algorithm A with 

# of page faults of algorithm MIN 

• We want to compute the competitiveness of 
LRU, LIFO, FIFO, LFU, etc.  

2/11/10 COT 6936 6 
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Lower Bound for any algorithm

• Cannot achieve better than k-competitive! 
No algorithm is -competitive for < k 
• Fix algorithm A, 

• Construct a request sequence , and 

• Show that: costA( )  k costOPT( ) 

• Sequence  will only have k+1 possible pages 
make 1..k+1 the first k+1 requests 

make next request as the page evicted by 
algorithm A 
• A will fault on every request 

• OPT? Will fault every k requests 
2/11/10 COT 6936 7 

Adversary Model 

Upper Bound: LRU is k-Competitive

• Observation: if any subseq has k+1 distinct 
pages, MIN (any alg) faults at least once 

Let p be 1st request; p is in CACHE (LRU & MIN) 

Let  be any subsequence of  with exactly k 
faults for LRU & with p accessed just before . 

LRU cannot fault on same page twice within  
• Otherwise it will have faults on k+1 different pages 

LRU cannot fault on p within  
• Otherwise it will have faults on k+1 different pages 

Thus, p followed by  requests k+1 distinct 
pages and MIN must fault at least once in  

2/11/10 COT 6936 8 

LRU is k-competitive

• Partition  into subsequences as follows:  
Let s0 include the first request, p, and the first 
k faults for LRU 

Let si include subsequence after si-1 with the 
next k faults for LRU 

Argument applies for  = si, for every i > 0 

If both algorithms start with empty CACHE or 
identical CACHE, then it applies to i = 0 also 

Otherwise, LRU incurs k extra faults 

• Thus, costA( )  k costOPT( ) + k 

2/11/10 COT 6936 9 
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Other Page Replacement Algorithms

• FIFO is k-competitive (Homework!) 

• MFU and LIFO?  

2/11/10 COT 6936 10 
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The String Matching Problem

2/25/10 COT 6936 2 

Pattern P 

Text T 

Set  of Locations L 

Approximate String Matching

Input: Text T, Pattern P 

Questions:    

     Does P occur in T?  

     Find one/all occurrence of P in T. 

    Count # of occurrences of P in T. 

     Find longest substring of P in T. 

     Find closest substring of P in T. 

       Locate direct repeats of P in T. 
2/25/10 COT 6936 3 

Many more variants 
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String Matching Algorithms

• Find all occurrences of P in T. 
Naïve Method 

Rabin-Karp Method 

FSA-based method 

Knuth-Morris-Pratt algorithm 

Boyer-Moore 

Suffix Tree method 

Shift-And method 

Suffix Arrays 

Methods based on Burrows-Wheeler transform  

2/25/10 COT 6936 4 

Naïve Strategy

2/25/10 COT 6936 5 
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State Transition Diagram

2/25/10 COT 6936 7 

A N S * 

- 0 1 0 0 0 

A 1 1 2 0 0 

AN 2 3 0 0 0 

ANA 3 1 4 0 0 

ANAN 4 5 0 0 0 

ANANA 5 1 4 6 0 

ANANAS 6 1 0 0 0 

Sliding Window Strategies

2/25/10 COT 6936 8 

Initialize window on T;

While (window within T) do 

endwhile;

Shift: shift window to right 

Scan: if (window = P) then report it;

(by ?? positions)

1/20/05 CAP5510/CGS5166 (Lec 4) 9 

Tries

Storing: 

BIG 

BIGGER 

BILL 

GOOD 

GOSH 
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Suffix Tries & Compact Suffix Tries

2/25/10 COT 6936 10 

Store all suffixes of  

GOOGOL$ 

Suffix Trie 

Compact Suffix Trie 

Suffix Tries to Suffix Trees

2/25/10 COT 6936 11 

Compact Suffix Trie 

Suffix Tree 

1/20/05 CAP5510/CGS5166 (Lec 4) 12 

Suffix Trees

• Linear-time construction! 

• String Matching, Substring matching, 
substring common to k of n strings 

• All-pairs prefix-suffix problem 

• Repeats & Tandem repeats 

• Approximate string matching 
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123456789012

abracadabra$

12 $

11 a$

 8 abra$

 1 abracadabra$

 4 acadabra$

 6 adabra$

 9 bra$

 2 bracadabra$

 5 cadabra$

 7 dabra$

10 ra$

 3 racadabra$

Search abr (len = m) 

• Binary Search in suffix 
array 

• O(log n) string comparisons 

• Each comparison may 
involve comparing    O(m) 
characters 

• O(m + logn) search 

• O(n log n) space 
2/25/10 COT 6936 13 
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Suffix Array & BWT Coding
12345678901

abracadabra

12 $

11 a$

 8 abra$

 1 abracadabra$

 4 acadabra$

 6 adabra$

 9 bra$

 2 bracadabra$

 5 cadabra$

 7 dabra$

10 ra$

 3 racadabra$

12345678901

abracadabra

              L

12 $abracadabra

11 a$abracadabr

 8 abra$abracad

 1 abracadabra$

 4 acadabra$abr

 6 adabra$abrac

 9 bra$abracada

 2 bracadabra$a

 5 cadabra$abra

 7 dabra$abraca

10 ra$abracadab

 3 racadabra$ab 

Space:  n + O(A) + o(n) 

Search: O(m) 

• L is the BWT Code 

• L is more 

compressible than the 

original input T 

Space:  n log n + O(n) 

Search: O(m + log n) 

15 

BWT Decoding: Step 1
Step 1: Compute F from L

   F          L
12 $abracadabra

11 a$abracadabr
 8 abra$abracad

 1 abracadabra$
 4 acadabra$abr
 6 adabra$abrac

 9 bra$abracada
 2 bracadabra$a

 5 cadabra$abra
 7 dabra$abraca
10 ra$abracadab

 3 racadabra$ab 
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BWT Decoding: Step 2
Step 2: Compute the LF Mapping, i.e., F[LF[i]] = L[i]

   F          L
12 $abracadabra

11 a$abracadabr
 8 abra$abracad

 1 abracadabra$
 4 acadabra$abr
 6 adabra$abrac

 9 bra$abracada
 2 bracadabra$a

 5 cadabra$abra
 7 dabra$abraca
10 ra$abracadab

 3 racadabra$ab 

17 

BWT Decoding: Step 3
Step 3: Reconstruct original input

   F          L

12 $abracadabra

11 a$abracadabr
 8 abra$abracad

 1 abracadabra$

 4 acadabra$abr

 6 adabra$abrac

 9 bra$abracada
 2 bracadabra$a

 5 cadabra$abra

 7 dabra$abraca

10 ra$abracadab
 3 racadabra$ab 

LF mapping gives you previous 

character for L[i] 

18 

Backward Search
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19 

Backward Search

20 

Backward Search

Need 2 mappings: 

• C:  [1,n]                     EASY 

• Occ:   [1,n]  [1,n]     NON-TRIVIAL 

21 

Rank Query

Need to answer rank queries: 

Occ(c, L, i): # of occurrences of c in L[1..i] 

• Compute a bit sequence B
c 
 

1, if corresponding character is c 

0, otherwise 

• Computing Occ is reduced to computing 

number of 1’s in B
c
 until position i  
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22 

Rank Query

Need to answer rank queries: 

Occ(1, B, i) in O(1) time with the minimal amount 

of space.  

This is sufficient because: 

• Occ(1, B, i) = i - Occ(0, B, i) 

• Can be easily generalized to non-binary case 

using Wavelet Trees  

23 

Wavelet Trees

Huffman-based Wavelet Trees

• Binary tree in the wavelet tree can be replaced 

with a Huffman-based tree, i.e.,  more frequent 

characters are placed at shallower leaves.  

2/25/10 COT 6936 24 
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Rank query: binary sequences

Use a 2-level dictionary 

• Chop into short sequences (of length    k = (log 

n)/2) and store solutions of ranks at regular 

intervals 

• Store global table with answers for every 

possible short sequence. This table is of size 

sqrt(n)  k 

2/25/10 COT 6936 25 
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How to Analyze Online Algorithms?
• Competitive analysis 

Compare with optimal offline algorithm (OPT) 

• Algorithm A is -competitive if there exists 
constants b such that for every sequence of 
inputs : 

costA( )  costOPT( ) + b 

2/11/10 COT 6936 2 

Ski Rental Problem

• Should Dr. Raju buy skis or rent them? 
Rental is $A per trip 

Purchase costs $B  

• Idea: 
Rent for m trips, where 
• m = B/A 

Then purchase skis 

• Analysis: 
Competitiveness ratio = 2. Why? 

2/11/10 COT 6936 3 
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How to Analyze Rand Online Algorithms?
• Algorithm A is -competitive if there exists 

constants b such that for every sequence of 
inputs : 

costA( )  costOPT( ) + b 

• Randomized Algorithm R is -competitive if 
there exists constants b such that for every 
sequence of inputs : 

E[costR( )]  costOPT( ) + b 

2/11/10 COT 6936 4 

Adversary provides 
request sequence at 

start 

Randomized Online algorithms

• Lower bound does not apply to randomized 
algorithms 

Lower bound on randomized algorithms = Hk 

• Proof uses 2 main principles 
Cover time of a random walk on Kk+1 is kHk 

Lower bound on competitiveness of randomized 
algorithms equals competitiveness of best 
deterministic algorithm A on “worst-case” 
distribution on request sequence 

• Hk is k-th Harmonic number and < ln(k) + 1 

2/11/10 COT 6936 5 

Randomized Algorithm: RANDOM

• On a miss:  
Evict an item chosen uniformly at random from 
all k items 

• RANDOM is k-competitive 

2/11/10 COT 6936 6 
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Randomized Marker Algorithm

• Algorithm proceeds in rounds 

• Each of k pages has a marker bit 
Start of round: each marker bit = 0 (unmarked) 

If request is a hit: marker bit = 1 (marked) 

If request is a miss: replace unmarked location 
chosen uniformly at random and mark it 

If all pages are marked: start next round by 
unmarking all locations  

• Marker algorithm is 2Hk-competitive 

2/11/10 COT 6936 7 

k-Server Problem

• Problem: to efficiently “move” around k 
servers in a metric space (weighted graph) to 
service requests that appear online at the 
points of metric space 

2/11/10 COT 6936 8 

General Paradigm: k-Server Problem

• Given:  
metric space (i.e., weighted graph),   

k servers with initial location, and 

(online) request sequence with location 
• Request to be served by server at given location 

• Goal: minimize distance travelled by servers 

• Variants: symmetric or asymmetric 

2/11/10 COT 6936 9 

Mobile 
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k-Server Problem: Applications

• Paging  
node  page of address space 

All distances = 1 

• Weighted Caching 
Fonts in a printer or a bitmap display 

• Two-headed Disk Drives 

2/11/10 COT 6936 10 

What we know: k-Server Problem

• Lower Bound on competitiveness (k) applies 
from before 

• Conjecture: Upper bound for competitiveness 
is k [MMS, 1990]  

2/11/10 COT 6936 11 

Greedy Algorithm

• Let the nearest server serve the request 
It minimizes the cost of each individual request  

How competitive is this algorithm? 

2/11/10 COT 6936 12 

A B C 
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Balance Algorithm

• Choose a server that would have moved the 
minimum total distance of any server 

Takes care of previous bad example since 
eventually the second server would be employed 

Can be shown to be k-competitive if k = n-1 

Can do poorly in other situations 

2/11/10 COT 6936 13 

Follow-OPT

• On ith request compute final configuration X 
achieved by OPT 

• Use the server that would result in the same 
configuration X 

2/11/10 COT 6936 14 

A B C D 

RES Algorithm for k = 2

• Define Residues 
Rc( ,S) = c . COPT( ,S) – CA( ) 

• v1 = location of last request 

• v2 = location of other server 

• Figures out which server would result in 
smaller residues. 

• RES is 2-competitive  

2/11/10 COT 6936 15 
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HARMONIC Algorithm

• Natural, memoryless, randomized algorithm 
Choose a server with probability inversely 
proportional to its distance to request location 

• Expected to be -competitive  
 = 317000 for k = 3 

 = O(k2k) for general k 

2/11/10 COT 6936 16 

Related Problems and Results

• Points on a Line 

• Points on a circle 

• Points on a tree 

• (2n-1)-competitive algorithms exist 

2/11/10 COT 6936 17 

Work Function (WF) Algorithm

• Compute the configuration Xi achieved by 
OPT and closest to previous configuration 
Xi-1 

Very expensive computationally 

• WF is (2k-1)-competitive 

• WF is 2-competitive for k = 2 

2/11/10 COT 6936 18 



7 

Notation

• Metric Space M with distances d(a,b) 

• Configuration S = subset of k vertices from 
M (location of the k servers) 

• Requests:  = {r1,r2,…} 

• Solution: Sequence of configurations S0,S1,… 

• Algorithm A: DA(S0, ) = t d(St-1,St) 
d(Sa,Sb) = min weight matching between Sa & Sb 

• Analysis: DA(S0, )  DOPT(S0, ) + f(S0) 

2/11/10 COT 6936 19 

Performance 
Ratio 

OPT: Offline Algorithm

• Argue that you only need to consider lazy 
moves (no unnecessary moves) 

• Use dynamic programming 
Recurrence? 

Subproblems? 

2/11/10 COT 6936 20 

Function of states & 
request seq 

Important Open Problems

• Minimize , where 
DA(S0, )  DOPT(S0, ) + f(S0) 

• Competitive ratio of Algorithm/Problem 

• k-Server Conjecture: For every metric 
space, the competitive ratio of the k-server 
problem is exactly k 

• Randomized k-Server Conjecture: For every 
metric space, there exists a randomized 
algorithm with competitive ratio O(log k) 

2/11/10 COT 6936 21 
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Massive Data Sets

Examples of large persistent data sets 
WalMart Transaction data (1 PB?) 

Sloan Digital Sky Survey (100 TB) 

Web (over a Trillion pages; over 1 PB of text) 

CERN (expected to produce ~40 TB/sec) 

Large data sets with time-sensitive data 
Financial tickers data 

Credit Card usage traffic 

Network Traffic: Telecom & ISP traffic 

Sensor data  
3/23/10 COT 6936 2 

Important Issues for Stream Algorithms

Key parameters 
Amount of memory available; window size  

Per-item processing time; # of Passes on data 

Tolerance to error 

What is needed? 
Summarizations, synposes, sketches 

Randomization and sampling 

Pattern Discovery 

Anomaly Detection 

Clustering and Classifications 
3/23/10 COT 6936 3 
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Streaming Model of Computation

N = # of items seen so far, window size  
amount of memory available 

= error tolerance 

Memory usage = poly(1/ , log N) 

Query Time = poly(1/ , log N) 

3/23/10 COT 6936 4 

Network Monitoring System

3/23/10 COT 6936 5 

DSMS 
Streaming 

Data 

Anomaly 
Warnings 

Monitoring 
Queries 

Scratch 
Store 

Lookup 
Tables 

Archive 

Performance 
Metrics 

Based on slide by R. Motwani, 2005 

3/23/10 COT 6936 6 

1  2  3  4  5  6  7  8  9 10 11 12 13 14 15 16 17 18 19 20 

Find all elements 
 with frequency > 0.1% 

Top-k most frequent elements 

What is the frequency 
 of element 3? What is the total frequency 

 of elements between 8 and 14? 

Find elements that 
 occupy 0.1% of the tail. 

Mean + Variance? 

Median? 

How many elements have non-zero frequency? 

Based on slide by R. Motwani, 2005 
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Warm up Problems

Given stream of values, find mean. 
Easy.  

Maintain sum of all values and number of items 

Given stream, find standard deviation. 
Not so hard 

Given stream of bits and window size N, 
count number of 1s in window 

Space and time?  
• Naïve: Store the window: requires N bits 

• Can you do better? 

3/23/10 COT 6936 7 

Problem: Finding Missing Labels

Packets arrive in random order, each is 
labeled from set {1,…,n}.  

Assume that one packet is missing.  

Find the label of the missing packet.  

Bit vector of length n 
Space O(n) 

Maintain sum of labels and subtract from N 
Space O(log n) 

3/23/10 COT 6936 8 

Problem: Finding Missing Numbers

Same as problem 1, but there may be up to k 
missing numbers.  

Instead of sum of numbers, we maintain k 
different functions of the numbers seen. 

Decoding is not so easy 
• Needs factoring polynomials 

Randomized algorithms 
• O(k2log n) 

• O(k log k log n) 

3/23/10 COT 6936 9 
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Problem: Find number of unique items

Simple hashing scheme to do counting 
Space = O(m) 

Time = O(1) per item in stream 

3/23/10 COT 6936 10 

Problem: Find fraction of rare items 

Rarity r[t] = |{j| ct[j] = 1}| / u 
Number of items in stream that are rare (i.e., 
appear only once) 

3/23/10 COT 6936 11 

Problem: Counting

Given a stream of bits, at every time instant, 
maintain count of number of 1s in last N 
elements 

Deterministic algorithms  
• (N) bits of memory to answer in O(1) time [Why?] 

3/23/10 COT 6936 12 



5 

Problem: Counting

How well can you approximate with o(N) 
memory? [Datar et al. SIAM J C 2002] 

Use histogram techniques 
• Build time-based histograms in which every bucket 

represents a contiguous time interval 
• Idea: Use uniform buckets 

• Problem: 1s may not be distributed uniformly 

• Solution: Use non-uniform buckets 

Results 
• O((1/ )log2N) bits 

• (1+ )-approximate count in O(1) time 

3/23/10 COT 6936 13 

((1/ )log2(N )) 

Other problems

COUNTING: Given a stream of bits, at every 
time instant, maintain count of number of 1s 
in last N elements 

SUM: Given a stream of positive integers in 
range [0..R], at every time instant, maintain 
sum of last N elements 

3/23/10 COT 6936 14 

Clustering

K-Means 
Constant-factor approximation, O(nk log k) time, 
O(k) space, single pass [Charikar et al. 1997] 

K-Medians 
Constant-factor approximation, O(nk log k) time, 
O(n ) space, single pass [Guha et al. 2002] 

3/23/10 COT 6936 15 
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Nash Equilibria: Multicast Routing

Multicast routing: Given directed graph G = 
(V, E) with edge costs ce  0, source node s, k 
agents located at terminal nodes t1, ..., tk.  

Agent j must construct path Pj  

 from node s to its terminal tj.  

Fair share.  If x agents use 

 edge e, they each pay  ce / x.  

3/25/10 COT 6936 2 

Example

Best response dynamics: Each agent is 
continually prepared to improve its solution 
in response to changes made by other agents 

Nash Equilibrium: When no  

 agent has incentive to switch 

3/25/10 COT 6936 3 

1 2 1 pays 2 pays 

Outer Outer 4 8 

Outer Middle 4 5+1 

Middle Outer 5+1 8 

Middle Middle 5/2 + 1 5/2 + 1 
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Multiple Nash Equilibria

3/25/10 COT 6936 4 

Comparing Nash Equilibria: Price of Stability

Social Optimum: Solution that optimizes 
total cost to all agents 

Is it always a Nash Equilibrium? 

3/25/10 COT 6936 5 

Local Search Algorithm

Best response dynamics: Each agent is 
continually prepared to improve its solution 
in response to changes made by other agents 

• Best-Response-Dynamics(G, c) {  

    Pick a path for each agent  

    while (not a Nash equilibrium) {  

        Pick an agent i who can improve by   
   switching paths  

        Switch path of agent i  

    }  

  }  

3/25/10 COT 6936 6 
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Local Search

Best response dynamics: Each agent is 
continually prepared to improve its solution 
in response to changes made by other agents 

How do we know a Nash Equilibrium exists?  

Is there a strategy that will lead to Nash 
Equilibrium?  

Does the best response dynamics strategy always 
result in a Nash Equilibrium? 

3/25/10 COT 6936 7 

Another example

3/25/10 COT 6936 8 

Results

Nash Equilibrium always exists 

Best-response dynamics always leads to a set 
of paths that form a Nash Equilibrium 
solution 

For every instance, there is a Nash 
Equilibrium solution for which total cost to 
all agents exceeds that of social optimum by 
at most a factor of H(k) 

3/25/10 COT 6936 9 
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Random Walks

Let G = (V,E) be an undirected graph with n 
vertices and m edges. Let N(v) be the 
neighbors of v in G. 

Random walk on G: 
Starts at vertex v0 

At each step it proceeds to a randomly chosen 
neighbor, i.e., from vertex v proceeds to one of 
the vertices in N(v) with prob 1/|N(v)| 

3/23/10 COT 6936 10 

Typical questions

Hitting time (First Passage time): Huv = the 
expected number of steps to get from 
vertex u to vertex v 

Commute time: Cuv = Huv + Hvu 

Cu = expected number of steps in a walk that 
starts at u and ends upon visiting every 
vertex at least once 

Cover time: C(G) = maxu Cu 

3/23/10 COT 6936 11 

Chain graphs

Huv = ?? 

C(Ln) = ?? 

3/23/10 COT 6936 12 

u v 
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Cliques

Kn = clique on n vertices 

Huv = ?? 

C(Kn) = ?? 

3/23/10 COT 6936 13 

K
5 

Lollipop graphs

Ln = clique on n/2 vertices with a chain of 
length n/2 

Huv  Hvu 

3/23/10 COT 6936 14 

u v 

Cuv = 2 m Ruv 

Connection to Resistive Networks

3/23/10 COT 6936 15 
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Convex Polygons

Convex region: A region in space is called 
convex if line joining any two points in the 
region is completely contained in the region.  

Convex hull of a set of points,  

 S, is the smallest convex  

 region containing S.  

3/30/10 COT 6936 2 

Rubber Band Analogy

3/30/10 COT 6936 3 
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Convex vs Non-convex 

Non-convex polygons

3/30/10 COT 6936 4 

3D convex hulls

3/30/10 COT 6936 5 

Convex Hull: Graham Scan applet

http://www.personal.kent.edu/~rmuhamma/
Compgeometry/MyCG/ConvexHull/
GrahamScan/grahamScan.htm  

Main cost: sorting  
• O(n log n) 

3/30/10 COT 6936 6 
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Package Wrapping: Jarvis March

3/30/10 COT 6936 7 

Package Wrapping: Jarvis March

Time complexity  
(Cost of iteration) X (# iterations) 

Each iteration: O(n) 

Number of iterations = O(n) 

Cost = O(nh) 
h = # of points on convex hull 

3/30/10 COT 6936 8 

Complexity of Convex Hull

Graham Scan: O(n log n) 

Jarvis March: O(nh)   [output sensitive] 

Lower Bound = (n log h) 

3/30/10 COT 6936 9 
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Chan s Algorithm

Combines the benefits of both algorithms 

Partition points into n/m groups of size m 

Use Graham scan on each one 
O((m log m) (n/m)) = O(n log m) 

Merge the n/m convex hulls using a Jarvis 
march algorithm by treating each group as a 
“big point” 

Tangent between a point and a convex polygon 
with m points can be computed in O(log m) time 

O((n/m)(log m)(h)) = O((n/m)h log m) 
3/30/10 COT 6936 10 

Chan s Algorithm

Time Complexity = O(n log m + (n/m) h log m) 

If m = h, then time = O(n log h) 

How to guess h? 
Linear Search 
• Time complexity = O(nh log h) 

Binary Search 
• Time complexity = O(n log2 h) 

Doubling Search (m = 1, 2, 4, 8, …) 
• Time Complexity = O(n log2 h) 

??? 

3/30/10 COT 6936 11 

Chan s Algorithm: More tricks

What if m = h2? 
Then O(n log m) = O(n log h) 

So try: m = 2, 4, 16, 256, … 
Analysis 

3/30/10 COT 6936 12 
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Closest Pair Problem
Input: Set of points S in the plane 
Output: The closest pair of points in S 
Naïve Solution: O(n2) time 
Divide-&-Conquer:  

T(n) = 2T(n/2) + M(n) 
M(n) = time to merge solutions to the two subproblems 
Only need to merge two strips on either side of vertical 
split 
Naïve Solutions: M(n) = O(n2) 
Sort the points by y-coordinate: M(n) = O(nlogn) 
Global sorting at the start: M(n) = O(n) 

Lower Bound: O(nlogn) time 
Randomized Algorithm: O(n) time [Rabin] 

4/1/10 
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Post Office Problem

Preprocess: Given set S of points in the plane 
representing post offices. 

Input: Query point p. 

Output: Report the closest post office to p. 

4/1/10 
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1-d Post Office Problem

Preprocessing: Build balanced BST on S.  
O(nlogn) 

Alternatively, build a sorted array on S. 

Query Algorithm: Given a value p, identify 
the smallest value larger than p and the 
largest value smaller than p and among the 
two pick the one that is closest to p.  

O(log n) 

4/1/10 

COT 6936 5 

2-d L  Post Office Problem

Lp = ((|ax-bx|)p + (|ay-by|)p)1/p 

L2 = Euclidean distance 

L  = max {|ax-bx|, |ay-by|} 

Preprocessing: Build Range Tree on S.  
O(nlogn) 

Query Algorithm: Given a value p, identify 
the closest point to the right of p and the 
closest point to the left of p and among the 
two pick the one that is closest to p.  

O(log n) 
4/1/10 
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2-D Range Tree

Build the X-Tree, a balanced binary search tree on 
set S using the x-coordinates of the points.  

For each node in the X-Tree, build a Y-Tree, a 
balanced binary search tree on the set of points in 
the subtree of that node using the y-coordinates of 
the points.  

Application: Output all points with x-coordinates in 
range [A,B] and y-coordinates in range [C,D]. 

Application: Post office problem 

4/1/10 
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Definitions

Examples:  

4/1/10 

Good Network Design

Small size 

Small weight 

Small degree 

Small diameter 

Highly connected, highly fault-tolerant 

Planar, low genus 

Small load factor 

SMALL DILATION 

4/1/10 COT 6936 8 

MST on 13,509 cities of US

4/1/10 COT 6936 9 
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Definitions

 Dilation or Stretch Factor (t(N)) of a network N is the 
maximum amount by which the distance between some pair of 
vertices in the network is increased. 

 t-Spanner is a network with dilation at most t. 

4/1/10 

t = 10 

t = 1.25 t = 1.5 

t = 3 t = 5 

t = 2 

t-Spanner Networks: Examples 

4/1/10 11 COT 6936 
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Application of Geometric Spanners

Network Design – Transportation, 
Communication 

Distributed Algorithms – Synchronizers 

Graphics – Model Simplification 

Pattern Recognition – Approx. Nearest 
Neighbors 

Robotics – Approximate Shortest Path 
Problems 

Approximation Algorithm design [Rao and 
Smith] 

4/1/10 
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Design of t-Spanners

Theta graphs 

[Clarkson 87, Keil 88, Althofer et al. 93]  

Greedy algorithms 

[Bern 89, Althofer et al. 93] 

Well-separated pair decomposition 

[Callahan & Kosaraju 95] 

4/1/10 
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Theta Graphs

t = 1/(cos  - sin ) 

4/1/10 
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Algorithm GREEDY(G=(V, E),t)

 Sort E by non-decreasing weights 

 Initialize G’(V,E’) to be empty 

 for each edge e = (u, v)  E do 

  if (dG’(u, v) > t * wt(e)) then 

    Add edge e to E’ 

 output G’ 

4/1/10 
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Well-Separated Pair Decomposition
Definition: [Callahan and Kosaraju, 95] 
Given a set, S, of n points in Rd, and s > 0, a WSPD is sequence 

of pairs of subsets of S, 
{A1, B1}, …, {Am, Bm}, s.t. 

1. Every pair of vertices {p, q} is in exactly one pair of the 
decomposition. 

2. Ai and Bi are well-separated for each i = 1, …, m 
3. m = O(n) 
4. The decomposition can be computed in O(nlogn) time. 

4/1/10 
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t-Spanner Construction Using WSPD
[Arya, Das, Mount, Salowe, Smid, 95] 
1. Compute a WSPD with s = (4t + 4)/(t-1) 

2. For each well-separated pair (Ai, Bi)  
 add an arbitrary edge between Ai and Bi. 

3. Pruning Step: Remove unnecessary edges. 
Analysis 

Stretch factor = t 

Max degree = O(1) 

 Total weight = O(1) wt(MST) 

4/1/10 
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Theorem
Given a set S of n sites in Rd, and a real number t > 1, there 
exists an efficient algorithm to construct a network G such 
that: 
 t(G)  t,  

wt(G) = O(1) . wt(MST), and 

maximum degree of G is O(1) 

[Gudmundsson, Levcopoulos, Narasimhan 00] 

4/1/10 
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Comparison of Spanner Construction Methods

Theta Graphs: O(nlogn) time, O(n) space  

 [Arya, Das, Mount, Salowe, Smid 95] 

WSPD Spanners: O(nlogn) time, O(n) space 

 [Callahan & Kosaraju 95] 
Greedy Algorithms: Low weight guarantees 

 O(nlogn) time, O(n) space, O(1) wt(MST) weight 

 [Das, Heffernan, Narasimhan, Salowe 93, 94, 95,  

 Gudmundsson, Levcopoulos, Narasimhan ’00] 

4/1/10 
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Algorithm NewGREEDY(G=(V, E),t)

 Sort E by non-decreasing weights 

 Initialize G’(V,E’) to be empty 

 for each edge e = (u, v)  E do 

  if (dG’(u, v) > t(1+ ) * wt(e)) then 

    Add edge e to E’ 

 output G’ 

4/1/10 
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Computing Stretch Factors

Input: A geometric graph N on a set S of n sites 

Output: Compute the stretch factor of N. 

4/1/10 
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Approximate Stretch Factors
Input: A geometric graph N on a set S of n sites 

Output: Compute (approx) stretch factor of N. 

      

Reduction to O(n)  

shortest path queries. 

[Narasimhan, Smid ’01] 

4/1/10 

COT 6936 23 

-APPROXIMATION ALGORITHM
Step 1: Using separation constant s = 4(2+ )/
 Compute a WSPD: (A1, B1), …, (Am, Bm) 
Step 2: For every well-separated pair (Ai, Bi) pick an 
 arbitrary pair of vertices (ai, bi) such that  
 ai  Ai, bi  Bi.  
Step 3: Return  
  maxi {dN(ai,bi)/|aibi|} 

[Narasimhan & Smid ’00] 
[Trivial Exact Algorithm using APSP] 

4/1/10 
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PATH NETWORKS 
  O(nlogn) 

CYCLE NETWORKS 
  O(nlogn) 

TREE NETWORK 
  O(nlogn) 

PLANAR NETWORKS 
  O(nlogn) 

ARBITRARY NETWORKS 
  O(m + nlogn)                   [(1+ )-approx] 

Approximate Stretch Factors 

4/1/10 
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GEOMETRIC ANALYSIS
 Input: Set S of n sites; Set E of edges joining sites; 

         Property P Satisfied by E 

 Output: wt(E)  ?? 

Theta Graph Property [Clarkson, Keil] 

Diamond Property [Das] 

Gap Property [Das, Narasimhan] 

Leapfrog Property [Das, Narasimhan] 

Isolation Property [Das, Narasimhan] 

4/1/10 
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Spanner Networks with other Properties
Fault-Tolerance [Narasimhan, Smid] 

Small Degree  

 [Soares, Salowe, Das, Heffernan, Arya et al.] 

Small Diameter [Arya et al.]  
Bottleneck Spanners [Narasimhan, Smid]  

Steiner Spanners – “Banyans” [Rao, Smith] 

Tree Spanners & Planar Spanners [Arikati et al.] 

Probabilistic Embeddings [Bartal] 

4/1/10 
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Experiments with Spanners
WSPD-based spanners followed by (approximate) greedy algorithm 
performs well.  

  [Narasimhan & Zachariasen ’00] 

4/1/10 
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Problem

 Preprocess a geometric spanner network so 
that  approximate shortest path lengths 
between two query vertices can be reported 
efficiently (using subquadratic space). 

4/1/10 
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Applications

Shortest path queries in polygonal domains 
with obstacles.  

Approximate closest pair. 

Computing approximate stretch factors of 
geometric graphs. 

4/1/10 
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Spectral Methods

Graph Connectivity problems 
Google Page Rank 

Graph Partitioning problems 
Clustering (even linearly non-separable case) 

Markov Chain Mixing problems 
Random walks in graphs 

4/6/10 COT 6936 2 

Matrices and Eigenvalues

Array of values 

Linear Transformation 

Eigenvalues and Eigenvectors 
Ax = x 

Under transformation A, eigenvectors only 
experience change in magnitude, not direction 

A = Q  Q-1 
4/6/10 COT 6936 3 
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Graph Bisection

Construct adjacency matrix A 

Construct Laplacian L = D – A 

L is positive semi-definite (PSD); has non-neg 
eigenvalues; has smallest eigenvalue = 0 

Second eigenvector provides information 
about bisection.  

Signs of 2nd eigenvector give a good bisection 

Extreme case: Connected components have 
constant values in 2nd eigenvector 

4/6/10 COT 6936 4 

Graph Bisection (Continued)

Eigenvalues indicate strength of bisection 

How to get bisections with n/2 vertices?  
Use median value in second eigenvector 

How to get k partitions? 
Perform bisections recursively 

Use more eigenvectors 

4/6/10 COT 6936 5 

Spectral Clustering: Strategy

Given data points and a distance function, 
construct a weighted graph 

Let A be its adjacency matrix; let D be 
diagonal matrix with degrees along diagonal 

Construct Laplacian L (PSD, non-neg eigenv.) 
Unnormalized: L = D – A 

Normalized symmetric: L = D-1/2LD1/2 

Random Walk: L = D-1L 

Matrix Lk has cols = first k eigenvectors of L 

Cluster rows of Lk. 
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3 

Spectral Clustering

Need distance measure (need not be a 
metric), i.e., triangle inequality not needed 

Not Model-based 

Global method 

Turns discrete problem into continuous 
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SPRING 2010: COT 6936 Topics in Algorithms

Notes on Probability

Giri Narasimhan

These notes are (mostly) compiled from (a) Probability and Computing by
Mitzenmacher and Upfal, (b) Randomized Algorithms by Motwani and Ragha-
van, and (c) Introduction to Algorithms by Cormen, Leiserson, Rivest and
Stein. This is an evolving document.

1 Useful Terms and Concepts

Sample Space It is a set of elementary events to be thought of as possible
outcomes of an experiment. Probabilities are defined in terms of sample
spaces.

Probability Distribution on a sample space is a mapping from events in
the sample space to probabilities (i.e., real numbers from [0, 1] satisfying
probability axioms).

(Discrete) Random Variable (Abbreviated as r.v.) is a function from
the sample space (assumed to be finite or countably infinite) to real
numbers associated with outcomes of an experiment.

Bernoulli or indicator random variable Associated with events and has
a value of 1 (or 0) if the event occurs (does not occur).

Probability Density Function of the random variable X is the function:
f(x) = Pr{X = x}.

Expectation E[X] =
∑

i iPr(X = i).

Alternative formulation If X only takes on non-negtaive integer
values, then E[X] =

∑∞
i=1 Pr(X ≥ i).

Binomial random variable B(n, p) is the r.v. representing the number
of successes in n independent experiments, each with probability p of
success. Pr(X = j) =

(
n
j

)
pj(1− p)n−j. Expected value is np.

1



Geometric random variable is the r.v. representing the number of ex-
periments before success is attained when the probability of success is
p on each experiment. Pr(X = n) = (1 − p)n−1p. Expected value is
1/p. Variance is 1−p

p2 .

k-th moment of a r.v. X = E[Xk].

Variance and Covariance V ar[X] = E[(X −E[X])2] = E[X2]− (E[X])2

and Cov(X, Y ) = E[(X − E[X])(Y − E[Y ])].

Standard Deviation σ[X] =
√

V ar[X].

Monte Carlo Algorithms are randomized algorithms that might fail. They
are often referred to as “always fast, not always correct”.

Las Vegas Algorithms are randomized algorithms that are always correct.
They are often referred to as “always correct, not always fast”. A Monte
Carlo algorithm can be turned into a Las Vegas algorithm by repeating
it until it succeeds.

Bernoulli trials Sum of independent 0-1 iid r.v.s. Thus they are a special
case of Poisson trials.

Poisson Trials Sum of independent 0-1 r.v.s. The r.v.s don’t have to be
iids.

Poisson distribution is often thought of as the distribution of rare events,
e.g., the number of accidents or lotteries per person. It is different from
the Poisson trials defined above. When we throw m balls randomly
into n bins, the probability that a bin has r balls is approximately the
Poisson distribution with mean m/n. It is also thought of as the limit
of the Binomial distribution. A discrete Poisson r.v. X with parameter
µ is given by: Pr(X = j) = e−uµj

j!
. Expected value = µ.

2 Important Theorems

Union of Events The probability of the union of events is no more than
the sum of their probabilities. The events need not be independent.

2



Linearity of Expectation Expectation of sum (of finite number of discrete
r.v.s) is the sum of the expectations. (Note that the independence is
not required.)

Linearity of Variances Variance of sum (of finite number of independent
discrete r.v.s) is the sum of the variances. (Note that independence is
required.)

Jensen’s Inequality If f is convex (U-shaped), then E[f(X)] ≥ f(E[X])

Markov’s Inequality Pr(X ≥ a) ≤ E[X]/a, for all a > 0 and for all r.v.s
that only assume non-negative values. A corollary: Pr(X ≥ kE[X]) ≤
1/k, for positive integer k.

Chebyshev’s Inequality uses the variance to bound the deviation from
the expected value. Pr(|X − E[X]| ≥ a) ≤ V ar[X]/a2. Variants:

1. Pr(|X − E[X]| ≥ t · σ[X]) ≤ 1/t2

2. Pr(|X − E[X]| ≥ t · E[X]) ≤ V ar[X]
t2(E[X])2

3. (Using higher moments) Pr(|X − E[X]| > t k

√
E[(X − E[X])k] ≤

1/tk.

Chernoff’s Bounds for a r.v. is obtained by applying Markov’s inequality
to etX for some well chosen t. For a given δ > 0, these bounds give
the probability that X deviates from its expectation µ by δµ or more.
Often, Chernoff’s bounds give stronger bounds than Chebyshev’s in-
equality.

Weak Law of Large Numbers states that as a sample becomes larger
and larger, the sample mean tends closer and closer to the population
mean.

Balls-in-Bins Given m balls thrown into n bins (independently and uni-
formly at random), the probability that the maximum load is more
than 3 ln n/ ln ln n is at most 1/n for n sufficiently large.

Sum of Poissons The sume of a finite number of independent Poisson r.v.s
is a Poisson r.v.
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3 Some useful equalities and inequalities

1. If n is a positive integer, then
n∑

k=1

1

k
= H(n) = ln n + O(1)

2.
(

n
i

)
≤ (ne

i
)i

3. k! > (k
e
)k

4 Summation from the QuickSort analysis

E[X] =
n−1∑
i=1

n∑
j=i+1

2

j − i + 1

=
n−1∑
i=1

n−i+1∑
k=2

2

k

=
n∑

k=2

n+1−k∑
i=1

2

k

=
n∑

k=2

(n + 1− k)
2

k

= (n + 1)2H(k)− 2(n− 1)

= 2n ln n + Θ(n)

5 Summation from the Min-Cut analysis

Let Ei be the event that the edge contracted in iteration i is not in C. Let
Fi be the event that no edge of C was contracted in the first i iterations.

Pr(E1) = Pr(F1) ≥ 1− k

kn/2
= 1− 2

n
.

Similarly,

Pr(Ei|Fi−1) ≥ 1− k

k(n− i + 1)/2
= 1− 2

n− i + 1
.
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We need to compute Pr(Fn−2). Thus,

Pr(Fn−2) = Pr(En−2 ∩ Fn−3) = Pr(En−2|Fn−3)Pr(Fn−3)

= Pr(En−2|Fn−3) · Pr(En−3|Fn−4) . . . P r(E2|F1)Pr(F1)

≥ Πn−2
i=1

(
1− 2

n− i + 1

)
= Πn−2

i=1

n− i− 1

n− I + 1

=
(

n− 2

n

)(
n− 3

n− 1

)
. . .

4

6

3

5

2

4

1

3

=
2

n(n− 1)
.

Repeating the algorithm n(n− 1) ln n times, the probability that the output
is not a min-cut set is bounded by(

1− 2

n(n− 1)

)n(n−1) ln n

≤ e−2 ln n =
1

n2

First inequality arises from the fact that 1− x ≤ e−x.

6 Analysis of the Greedy Set Cover Algo-

rithm

In each iteration, the algorithm adds the set containing the greatest number
of uncovered elements. We want to show that the above algorithm (ALG) is
a ln n

OPT
–approximate algorithm. Here’s the proof.

Let K = OPT be the size of optimal set cover. Let Et be the set of
elements uncovered after step t, with E0 = E. The optimal set cover covers
every Et with no more than K sets. ALG always picks the largest set over Et

in step t+1. The size of this set is at least |Et|/K, which is the average size of
a set in the set cover. Thus |Et+1| ≤ |Et| − |Et|/K, and, |Et| ≤ n(1− 1/K)t.
We stop when Et| < 1, which happens when (1− 1

K
)t < 1

n
. This is when

n <
(

K

K − 1

)t

ln n ≤ t ln
(
1 +

1

K − 1

)
t ≤ K ln n.
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Simple Linear Work SuÆx Array Constrution?Juha K�arkk�ainen, Peter SandersMax-Plank-Institut f�ur InformatikStuhlsatzenhausweg 85, 66123 Saarbr�uken, Germany[juha,sanders℄�mpi-sb.mpg.de.Abstrat. A suÆx array represents the suÆxes of a string in sorted order. Being a simplerand more ompat alternative to suÆx trees, it is an important tool for full text indexing andother string proessing tasks. We introdue the skew algorithm for suÆx array onstrutionover integer alphabets that an be implemented to run in linear time using integer sortingas its only nontrivial subroutine:1. reursively sort suÆxes beginning at positions i mod 3 6= 0.2. sort the remaining suÆxes using the information obtained in step one.3. merge the two sorted sequenes obtained in steps one and two.The algorithm is muh simpler than previous linear time algorithms that are all based onthe more ompliated suÆx tree data struture. Sine sorting is a well studied problem, weobtain optimal algorithms for several other models of omputation, e.g. external memory withparallel disks, ahe oblivious, and parallel. The adaptations for BSP and EREW-PRAMare asymptotially faster than the best previously known algorithms.1 IntrodutionThe suÆx tree [39℄ of a string is a ompat trie of all the suÆxes of the string. It is a powerful datastruture with numerous appliations in omputational biology [21℄ and elsewhere [20℄. One of theimportant properties of the suÆx tree is that it an be onstruted in linear time in the lengthof the string. The lassial linear time algorithms [32, 36, 39℄ require a onstant alphabet size, butFarah's algorithm [11, 14℄ works also for integer alphabets, i.e., when haraters are polynomiallybounded integers. There are also eÆient onstrution algorithms for many advaned models ofomputation (see Table 1).The suÆx array [18, 31℄ is a lexiographially sorted array of the suÆxes of a string. For severalappliations, the suÆx array is a simpler and more ompat alternative to the suÆx tree [2, 6, 18,31℄. The suÆx array an be onstruted in linear time by a lexiographi traversal of the suÆx tree,but suh a onstrution loses some of the advantage that the suÆx array has over the suÆx tree. Thefastest diret suÆx array onstrution algorithms that do not use suÆx trees require O(n logn)time [5, 30, 31℄. Also under other models of omputation, diret algorithms annot math suÆxtree based algorithms [9, 16℄. The existene of an I/O-optimal diret algorithm is mentioned as animportant open problem in [9℄.We introdue the skew algorithm, the �rst linear-time diret suÆx array onstrution algorithmfor integer alphabets. The skew algorithm is simpler than any suÆx tree onstrution algorithm.(In the appendix, we give a 50 line C++ implementation.) In partiular, it is muh simpler thanlinear time suÆx tree onstrution for integer alphabets.Independently of and in parallel with the present work, two other diret linear time suÆx arrayonstrution algorithms have been introdued by Kim et al. [28℄, and Ko and Aluru [29℄. The twoalgorithms are quite di�erent from ours (and eah other).? Partially supported by the Future and Emerging Tehnologies programme of the EU under ontratnumber IST-1999-14186 (ALCOM-FT).



The skew algorithm. Farah's linear-time suÆx tree onstrution algorithm [11℄ as well as someparallel and external algorithms [12{14℄ are based on the following divide-and-onquer approah:1. Construt the suÆx tree of the suÆxes starting at odd positions. This is done by redution tothe suÆx tree onstrution of a string of half the length, whih is solved reursively.2. Construt the suÆx tree of the remaining suÆxes using the result of the �rst step.3. Merge the two suÆx trees into one.The rux of the algorithm is the last step, merging, whih is a ompliated proedure and relieson strutural properties of suÆx trees that are not available in suÆx arrays. In their reent diretlinear time suÆx array onstrution algorithm, Kim et al. [28℄ managed to perform the mergingusing suÆx arrays, but the proedure is still very ompliated.The skew algorithm has a similar struture:1. Construt the suÆx array of the suÆxes starting at positions i mod 3 6= 0. This is done byredution to the suÆx array onstrution of a string of two thirds the length, whih is solvedreursively.2. Construt the suÆx array of the remaining suÆxes using the result of the �rst step.3. Merge the two suÆx arrays into one.Surprisingly, the use of two thirds instead of half of the suÆxes in the �rst step makes the last stepalmost trivial: a simple omparison-based merging is suÆient. For example, to ompare suÆxesstarting at i and j with i mod 3 = 0 and j mod 3 = 1, we �rst ompare the initial haraters, andif they are the same, we ompare the suÆxes starting at i + 1 and j + 1 whose relative order isalready known from the �rst step.Results. The simpliity of the skew algorithm makes it easy to adapt to other models of om-putation. Table 1 summarizes our results together with the best previously known algorithms fora number of important models of omputation. The olumn \alphabet" in Table 1 identi�es themodel for the alphabet �. In a onstant alphabet, we have j�j = O(1), an integer alphabetmeans that haraters are integers in a range of size nO(1), and general alphabet only assumes thatharaters an be ompared in onstant time.The skew algorithm for RAM, external memory and ahe oblivious models is the �rst optimaldiret algorithm. For BSP and EREW-PRAM models, we obtain an improvement over all previousresults, inluding the �rst linear work BSP algorithm. On all the models, the skew algorithm ismuh simpler than the best previous algorithm.In many appliations, the suÆx array needs to be augmented with additional data, the mostimportant being the longest ommon pre�x (lp) array [1, 2, 26, 27, 31℄. In partiular, the suÆx treean be onstruted easily from the suÆx and lp arrays [11, 13, 14℄. There is a linear time algorithmfor omputing the lp array from the suÆx array [27℄, but it does not appear to be suitable forparallel or external omputation. We extend our algorithm to ompute also the lp array whileretaining the omplexities of Table 1. Hene, we also obtain improved suÆx tree onstrutionalgorithms for the BSP and EREW-PRAM models.The paper is organized as follows. In Setion 2, we desribe the basi skew algorithm, whihis then adapted to di�erent models of omputation in Setion 3. The algorithm is extended toompute the longest ommon pre�xes in Setion 4.2 The Skew AlgorithmFor ompatibility with C and beause we use many modulo operations we start arrays at position0. We use the abbreviations [a; b℄ = fa; : : : ; bg and s[a; b℄ = [s[a℄; : : : ; s[b℄℄ for a string or array s.



Table 1. SuÆx array onstrution algorithms. The algorithms in [11{14℄ are indiret, i.e., they atuallyonstrut a suÆx tree, whih an be then be transformed into a suÆx arraymodel of omputation omplexity alphabet soureRAM O(n log n) time general [31, 30, 5℄O(n) time integer [11, 28, 29℄,skewExternal Memory [38℄D disks, blok size B,fast memory of size M O� nDB logMB nB log2 n� I/OsO�n logMB nB log2 n� internal work integer [9℄O� nDB logMB nB� I/OsO�n logMB nB� internal work integer [14℄,skewCahe Oblivious [15℄M=B ahe bloks of size B O� nB logMB nB log2 n� ahe faults general [9℄O� nB logMB nB� ahe faults general [14℄,skewBSP [37℄P proessorsh-relation in time L+ gh O�n log nP + (L+ gnP ) log3 n logPlog(n=P ) � time general [12℄O�n lognP + L log2 P + gn log nP log(n=P )� time general skewP = O�n1��� proessors O�n=P + L log2 P + gn=P � time integer skewEREW-PRAM [25℄ O�log4 n� time, O(n log n) work general [12℄O�log2 n� time, O(n log n) work general skewarbitrary-CRCW-PRAM [25℄ O(log n) time, O(n) work (rand.) onstant [13℄priority-CRCW-PRAM [25℄ O�log2 n� time, O(n) work (rand.) onstant skewSimilarly, [a; b) = [a; b � 1℄ and s[a; b) = s[a; b � 1℄. The operator Æ is used for the onatenationof strings. Consider a string s = s[0; n) over the alphabet � = [1; n℄. The suÆx array SA ontainsthe suÆxes Si = s[i; n) in sorted order, i.e., if SA[i℄ = j then suÆx Sj has rank i + 1 among theset of strings fS0; : : : ; Sn�1g. To avoid tedious speial ase treatments, we desribe the algorithmfor the ase that n is a multiple of 3 and adopt the onvention that all strings � onsidered have�[j�j℄ = �[j�j+1℄ = 0. The implementation in the Appendix �lls in the remaining details. Figure 1gives an example.The �rst and most time onsuming step of the skew algorithm sorts the suÆxes Si with i mod3 6= 0 among themselves. To this end, it �rst �nds lexiographi names s0i 2 [1; 2n=3℄ for thetriples s[i; i + 2℄ with i mod 3 6= 0, i.e., numbers with the property that s0i � s0j if and only ifs[i; i + 2℄ � s[j; j + 2℄. This an be done in linear time by radix sort and sanning the sortedsequene of triples | if triple s[i; i+2℄ is the k-th di�erent triple appearing in the sorted sequene,we set s0i = k.If all triples get di�erent lexiographi names, we are done with step one. Otherwise, the suÆxarray SA12 of the string s12 = [s0i : i mod 3 = 1℄ Æ [s0i : i mod 3 = 2℄is omputed reursively. Note that there an be no more lexiographi names than haraters ins12 so that the alphabet size in a reursive all never exeeds the size of the string. The reursivelyomputed suÆx array SA12 represents the desired order of the suÆxes Si with i mod 3 6= 0. To seethis, note that s12[ i�13 ; n3 ) for i mod 3 = 1 represents the suÆx Si = s[i; n) Æ [0℄ via lexiographinaming. The 0 haraters at the end of s make sure that s12[n=3�1℄ is unique in s12 so that it does
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Fig. 1. The skew algorithm applied to s = mississippi.not matter that s12 has additional haraters. Similarly, s12[n+i�23 ; 2n3 ) for i mod 3 = 2 representsthe suÆx Si = s[i; n) Æ [0; 0℄.The seond step is easy. The suÆxes Si with i mod 3 = 0 are sorted by sorting the pairs(s[i℄; Si+1). Sine the order of the suÆxes Si+1 is already impliit in SA12, it suÆes to stably sortthose entries SA12[j℄ that represent suÆxes Si+1, i mod 3 = 0, with respet to s[i℄. This is possiblein linear time by a single pass of radix sort.The skew algorithm is so simple beause also the third step is quite easy. We have to merge thetwo suÆx arrays to obtain the omplete suÆx array SA. To ompare a suÆx Sj with j mod 3 = 0with a suÆx Si with i mod 3 6= 0, we distinguish two ases:If i mod 3 = 1, we write Si as (s[i℄; Si+1) and Sj as (s[j℄; Sj+1). Sine i + 1 mod 3 = 2 andj + 1 mod 3 = 1, the relative order of Sj+1 and Si+1 an be determinded from their positionin SA12. This position an be determined in onstant time by preomputing an array SA12 withSA12[i℄ = j + 1 if SA12[j℄ = i. This is nothing but a speial ase of lexiographi naming.1Similarly, if i mod 3 = 2, we ompare the triples (s[i℄; s[i + 1℄; Si+2) and (s[j℄; s[j + 1℄; Sj+2)replaing Si+2 and Sj+2 by their lexiographi names in SA12.The running time of the skew algorithm is easy to establish.Theorem 1. The skew algorithm an be implemented to run in time O(n).Proof. The exeution time obeys the reurrene T (n) = O(n)+T (d2n=3e), T (n) = O(1) for n < 3.This reurrene has the solution T (n) = O(n). ut1 SA12 � 1 is also known as the inverse suÆx array of SA12.



3 Other Models of ComputationTheorem 2. The skew algorithm an be implemented to ahieve the following performane guar-antees on advaned models of omputation:model of omputation omplexity alphabetExternal Memory [38℄D disks, blok size B,fast memory of size M O� nDB logMB nB� I/OsO�n logMB nB� internal work integerCahe Oblivious [15℄ O� nB logMB nB� ahe faults generalBSP [37℄P proessorsh-relation in time L+ gh O�n lognP + L log2 P + gn lognP log(n=P )� time generalP = O�n1��� proessors O�n=P + L log2 P + gn=P � time integerEREW-PRAM [25℄ O�log2 n� time and O(n logn) work generalpriority-CRCW-PRAM [25℄ O�log2 n� time and O(n) work (rand.) onstantProof. External Memory: Sorting tuples and lexiographi naming is easily redued to externalmemory integer sorting. I/O optimal deterministi2 parallel disk sorting algorithms are well known[34, 33℄. We have to make a few remarks regarding internal work however. To ahieve optimalinternal work for all values of n, M , and B, we an use radix sort where the most signi�antdigit has blogM � 1 bits and the remaining digits have blogM=B bits. Sorting then starts withO�logM=B n=M� data distribution phases that need linear work eah and an be implementedusing O(n=DB) I/Os using the same I/O strategy as in [33℄. It remains to stably sort the elementsby their blogM � 1 most signi�ant bits. For this we an use the distribution based algorithmfrom [33℄ diretly. In the distribution phases, elements an be put into a buket using a full lookuptable mapping keys to bukets. Sorting bukets of size M an be done in linear time using a lineartime internal algorithm.Cahe Oblivious: We use the omparison based model here sine it is not known how to doahe oblivious integer sorting with O( nB logM=B nB ) ahe faults and o(n logn) work. The result isan immediate orollary of the optimal omparison based sorting algorithm [15℄.EREW PRAM: We an use Cole's merge sort [8℄ for sorting and merging. Lexiographi namingan be implemented using linear work and O(logP ) time using pre�x sums. After �(logP ) levelsof reursion, the problem size has redued so far that the remaining subproblem an be solved ona single proessor. We get an overall exeution time of O�n logn=P + log2 P �.BSP: For the ase of many proessors, we proeed as for the EREW-PRAM algorithm using theoptimal omparison based sorting algorithm [19℄ that takes time O(n logn=P+(gn=P+L) lognlog(n=P ) ).For the ase of few proessors, we an use a linear work sorting algorithm based on radix sort[7℄ and a linear work merging algorithm [17℄. The integer sorting algorithm remains appliable atleast during the �rst �(log logn) levels of reursion of the skew algorithm. Then we an a�ord toswith to a omparison based algorithm without inreasing the overall amount of internal work.CRCW PRAM: We employ the stable integer sorting algorithm [35℄ that works in O(logn)time using linear work for keys with O(log logn) bits. This algorithm an be used for the �rst2 Simpler randomized algorithms with favorable onstant fators are also available [10℄.



�(log log logn) iterations. Then we an a�ord to swith to the algorithm [22℄ that works for poly-nomial size keys at the prie of being ineÆient by a fator O(log logn). Lexiographi naming anbe implemented by omputing pre�x sums using linear work and logarithmi time. Comparisonbased merging an be implemented with linear work and O(logn) time using [23℄. utThe resulting algorithms are simple exept that they may use ompliated subroutines forsorting to obtain theoretially optimal results. There are usually muh simpler implementationsof sorting that work well in pratie although they may sari�e determinism or optimality forertain ombinations of parameters.4 Longest Common Pre�xesLet lp(i; j) denote the length of the longest ommon pre�x (lp) of the suÆxes Si and Sj . Thelongest ommon pre�x array LCP ontains the lengths of the longest ommon pre�xes of suÆxesthat are adjaent in the suÆx array, i.e., LCP[i℄ = lp(SA[i℄; SA[i+1℄). A well-known property oflps is that for any 0 � i < j < n, lp(i; j) = mini�k<j LCP[k℄ :Thus, if we preproess LCP in linear time to answer range minimum queries in onstant time [3,4, 24℄, we an �nd the longest ommon pre�x of any two suÆxes in onstant time.We will show how the LCP array an be omputed from the LCP12 array orresponding toSA12 in linear time. Let j = SA[i℄ and k = SA[i+1℄. We explain two ases; the others are similar.First, assume that j mod 3 = 1 and k mod 3 = 2, and let j0 = (j � 1)=3 and k0 = (n+ k� 2)=3be the orresponding positions in s12. Sine j and k are adjaent in SA, so are j0 and k0 in SA12,and thus ` = lp12(j0; k0) = LCP12[SA12[j0℄� 1℄. Then LCP[i℄ = lp(j; k) = 3`+ lp(j+3`; k+3`),where the last term is at most 2 and an be omputed in onstant time by harater omparisons.As the seond ase, assume j mod 3 = 0 and k mod 3 = 1. If s[j℄ 6= s[k℄, LCP[i℄ = 0 and we aredone. Otherwise, LCP[i℄ = 1 + lp(j + 1; k + 1), and we an ompute lp(j + 1; k + 1) as above as3`+lp(j+1+3`; k+1+3`), where ` = lp12(j0; k0) with j0 = ((j+1)�1)=3, k0 = (n+(k+1)�2)=3.An additional ompliation is that, unlike in the �rst ase, j + 1 and k + 1 may not be adjaentin SA, and onsequently, j0 and k0 may not be adjaent in SA12. Thus we have to ompute `by performing a range minimum query in LCP12 instead of a diret lookup. However, this is stillonstant time.Theorem 3. The extended skew algorithm omputing both SA and LCP an be implemented torun in linear time.To obtain the same extension for other models of omputation, we need to show how to answerO(n) range minimum queries on LCP12. We an take advantage of the balaned distribution ofthe range minimum queries shown by the following property.Lemma 1. No suÆx is involved in more than two lp queries at the top level of the extended skewalgorithm.Proof. Let Si and Sj be two suÆxes whose lp lp(i; j) is omputed to �nd the lp of the suÆxesSi�1 and Sj�1. (The other ase that lp(i; j) is needed for the lp of Si�2 and Sj�2 is similar.)Then Si�1 and Sj�1 are lexiographially adjaent suÆxes and s[i � 1℄ = s[j � 1℄. Thus, thereannot be another suÆx Sk, Si < Sk < Sj , with s[k � 1℄ = s[i� 1℄. This shows that a suÆx anbe involved in lp queries only with its two lexiographially nearest neighbors that have the samepreeding harater. ut



We desribe a simple algorithm for answering the range minimum queries that an be easilyadapted to the models of Theorem 2. It is based on the ideas in [3, 4℄ (whih are themselves basedon earlier results).The LCP12 array is divided into bloks of size logn. For eah blok [a; b℄, preompute and storethe following data:{ For all i 2 [a; b℄, a logn-bit vetor Qi that identi�es all j 2 [a; i℄ suh that LCP12[j℄ <mink2[j+1;i℄ LCP12[k℄.{ For all i 2 [a; b℄, the minimum values over the ranges [a; i℄ and [i; b℄.{ The minimum for all ranges that end just before or begin just after [a; b℄ and ontain exatlya power of two full bloks.If a range [i; j℄ is ompletely inside a blok, its minimum an be found with the help of Qj inonstant time (see [3℄ for details). Otherwise, [i; j℄ an be overed with at most four of the rangeswhose minimum is stored, and its minimum is the smallest of those minima.Theorem 4. The extended skew algorithm omputing both SA and LCP an be implemented toahieve the omplexities of Theorem 2.Proof. (Outline) External Memory and Cahe Oblivious: The range minimum algorithm anbe implemented with sorting and sanning.Parallel models: The bloks in the range minima data struture are distributed over the proes-sors in the obvious way. Preproessing range minima data strutures redues to loal operationsand a straightforward omputation proeeding from shorter to longer ranges. Lemma 1 ensuresthat queries are evenly balaned over the data struture. ut5 DisussionThe skew algorithm is a simple and asymptotially eÆient diret algorithm for suÆx array on-strution that is easy to adapt to various models of omputation. We expet that it is a good startingpoint for atual implementations, in partiular on parallel mahines and for external memory.The key to the algorithm is the use of suÆxes Si with i mod 3 2 f1; 2g in the �rst, reursivestep, whih enables simple merging in the third step. There are other hoies of suÆxes that wouldwork. An interesting possibility, for example, is to take suÆxes Si with i mod 7 2 f3; 5; 6g. Someadjustments to the algorithm are required (sorting the remaining suÆxes in multiple groups andperforming a multiway merge in the third step) but the main ideas still work. In general, a suitablehoie is a periodi set of positions aording to a di�erene over. A di�erene over D modulov is a set of integers in the range [0; v) suh that, for all i 2 [0; v), there exist j; k 2 D suh thati � k � j (mod v). For example f1; 2g is a di�erene over modulo 3 and f3; 5; 6g is a di�ereneover modulo 7, but f1g is not a di�erene over modulo 2. Any nontrivial di�erene over moduloa onstant ould be used to obtain a linear time algorithm. Di�erene overs and their propertiesplay a more entral role in the suÆx array onstrution algorithm in [5℄, whih runs in O(n logn)time using sublinear extra spae in addition to the string and the suÆx array.An interesting theoretial question is whether there are faster CRCW-PRAM algorithms fordiret suÆx array onstrution. For example, there are very fast algorithms for padded sorting, listsorting and approximate pre�x sums [22℄ that ould be used for sorting and lexiographi namingin the reursive alls. The result would be some kind of suÆx list or padded suÆx array that ouldbe onverted into a suÆx array in logarithmi time.
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A Soure CodeThe following C++ �le ontains a omplete linear time implementation of suÆx array onstrution.This ode strives for oniseness rather than for speed | it has only 50 lines not ounting omments,empty lines, and lines with a braket only. A driver program an be found at http://www.mpi-sb.mpg.de/~sanders/programs/suffix/.inline bool leq(int a1, int a2, int b1, int b2) // lexiographi order{ return(a1 < b1 || a1 == b1 && a2 <= b2); } // for pairsinline bool leq(int a1, int a2, int a3, int b1, int b2, int b3){ return(a1 < b1 || a1 == b1 && leq(a2,a3, b2,b3)); } // and triples// stably sort a[0..n-1℄ to b[0..n-1℄ with keys in 0..K from rstati void radixPass(int* a, int* b, int* r, int n, int K){ // ount ourrenesint*  = new int[K + 1℄; // ounter arrayfor (int i = 0; i <= K; i++) [i℄ = 0; // reset ountersfor (int i = 0; i < n; i++) [r[a[i℄℄℄++; // ount ourrenesfor (int i = 0, sum = 0; i <= K; i++) // exlusive prefix sums{ int t = [i℄; [i℄ = sum; sum += t; }for (int i = 0; i < n; i++) b[[r[a[i℄℄℄++℄ = a[i℄; // sortdelete [℄ ;}// find the suffix array SA of s[0..n-1℄ in {1..K}^n// require s[n℄=s[n+1℄=s[n+2℄=0, n>=2void suffixArray(int* s, int* SA, int n, int K) {int n0=(n+2)/3, n1=(n+1)/3, n2=n/3, n02=n0+n2;int* s12 = new int[n02 + 3℄; s12[n02℄= s12[n02+1℄= s12[n02+2℄=0;int* SA12 = new int[n02 + 3℄; SA12[n02℄=SA12[n02+1℄=SA12[n02+2℄=0;int* s0 = new int[n0℄;int* SA0 = new int[n0℄;// generate positions of mod 1 and mod 2 suffixes// the "+(n0-n1)" adds a dummy mod 1 suffix if n%3 == 1for (int i=0, j=0; i < n+(n0-n1); i++) if (i%3 != 0) s12[j++℄ = i;// lsb radix sort the mod 1 and mod 2 triplesradixPass(s12 , SA12, s+2, n02, K);radixPass(SA12, s12 , s+1, n02, K);radixPass(s12 , SA12, s , n02, K);



// find lexiographi names of triplesint name = 0, 0 = -1, 1 = -1, 2 = -1;for (int i = 0; i < n02; i++) {if (s[SA12[i℄℄ != 0 || s[SA12[i℄+1℄ != 1 || s[SA12[i℄+2℄ != 2){ name++; 0 = s[SA12[i℄℄; 1 = s[SA12[i℄+1℄; 2 = s[SA12[i℄+2℄; }if (SA12[i℄ % 3 == 1) { s12[SA12[i℄/3℄ = name; } // left halfelse { s12[SA12[i℄/3 + n0℄ = name; } // right half}// reurse if names are not yet uniqueif (name < n02) {suffixArray(s12, SA12, n02, name);// store unique names in s12 using the suffix arrayfor (int i = 0; i < n02; i++) s12[SA12[i℄℄ = i + 1;} else // generate the suffix array of s12 diretlyfor (int i = 0; i < n02; i++) SA12[s12[i℄ - 1℄ = i;// stably sort the mod 0 suffixes from SA12 by their first haraterfor (int i=0, j=0; i < n02; i++) if (SA12[i℄ < n0) s0[j++℄ = 3*SA12[i℄;radixPass(s0, SA0, s, n0, K);// merge sorted SA0 suffixes and sorted SA12 suffixesfor (int p=0, t=n0-n1, k=0; k < n; k++) {#define GetI() (SA12[t℄ < n0 ? SA12[t℄ * 3 + 1 : (SA12[t℄ - n0) * 3 + 2)int i = GetI(); // pos of urrent offset 12 suffixint j = SA0[p℄; // pos of urrent offset 0 suffixif (SA12[t℄ < n0 ? // different ompares for mod 1 and mod 2 suffixesleq(s[i℄, s12[SA12[t℄ + n0℄, s[j℄, s12[j/3℄) :leq(s[i℄,s[i+1℄,s12[SA12[t℄-n0+1℄, s[j℄,s[j+1℄,s12[j/3+n0℄)){ // suffix from SA12 is smallerSA[k℄ = i; t++;if (t == n02) // done --- only SA0 suffixes leftfor (k++; p < n0; p++, k++) SA[k℄ = SA0[p℄;} else { // suffix from SA0 is smallerSA[k℄ = j; p++;if (p == n0) // done --- only SA12 suffixes leftfor (k++; t < n02; t++, k++) SA[k℄ = GetI();}}delete [℄ s12; delete [℄ SA12; delete [℄ SA0; delete [℄ s0;}
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These notes are compiled from a variety of sources. See the following refer-
ences: [Manasse et al., 1990]. As with the previous notes, this is an evolving
document. So, please revisit and download this document every so often so
that you see the most updated version.

1 An optimal offline algorithm

Let COPT (σ, S) be a function whose value is the cost of a minimum-cost
algorithm that handles request sequence σ and ends up in state S. Note
that the state of the system is simply the location of the servers, i.e., the
set of vertices in which the servers are located. Assuming that the servers
are initially in set S0, we can write a recursive description of COPT (σ, S) as
follows:

COPT (ε, S) =

{
0, if S = S0

undefined, otherwise.

COPT (σv, S) =

{
minT COPT (σ, T ) + d(T, S), if v is covered in S
undefined, otherwise.

Note that d(T, S) is the cost of a transition from state T to state S. Also,
note that the state T that causes the minimum to be reached is the state
after request i − 1.

The above recurrence can be computed using a dynamic programming
(DP) algorithm. As with all DP algorithms, you will need a table – in this

case one with |σ| + 1 rows (one for each prefix of σ) and
(

n
k

)
columns (one

for each possible state). The minimum value entry in the last row is the cost
of a minimum-cost algorithm for the request sequence σ. As with most DP
algorithms, this algorithm can be modified to store the state in the previous
row that caused any given entry to be determined. The time required to
determine any given entry is proportional to the number of entries in the
previous row, i.e., the number of columns in the matrix. I will leave it to you
to figure out the time complexity of the entire algorithm.
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1 Introduction
I will discuss the emerging area of algorithms for processing data streams and associated applications, as an
applied algorithms research agenda. That has its benefits: we can be inspired by any application to study
novel problems, and yet be not discouraged by the confines of a particular one. The discussion will be
idiosyncratic. My personal agenda is to be a scientist, mathematician and engineer, all in one. That will
be reflected, some times one more than the others. Art, Nature, Homeland Security and other elements will
make a cameo. The tagline is IMAGINE, THINK and DO: one imagines possibilities and asks questions,
one seeks provable solutions and finally, one builds solutions. This writeup will present a little of each
in data streaming. (See Barry Mazur’s book for the imaginary and Math [65].) The area has many open
problems.

Let me begin with two puzzles.

1.1 Puzzle 1: Finding Missing Numbers

Let ! be a permutation of {1, . . . , n}. Further, let !!1 be ! with one element missing. Paul shows Carole
elements from set !!1[i] in increasing order i, one after other. Carole’s task is to determine the missing
integer. This is trivial to do if Carole can memorize all the numbers she has seen thus far (formally, she has
an n-bit vector), but if n is large, this is impractical. Let us assume she has only a few—say O(log n)—bits
of memory. Nevertheless, Carole must determine the missing integer. This starter has a simple solution:
Carole stores

s =
n(n + 1)

2
"

!

j"i

!!1[j],

which is the missing integer in the end. Each input integer entails one subtraction. The total number of bits
stored is no more than 2 log n. On the other hand, Carole needs at least log n bits in the worst case. (In fact,
Carole has an optimal algorithm. Say n is a power of 2 for convenience. For each i, store the parity sum
of the ith bits of all numbers seen thus far. The final parity sum bits are the bits of the missing number.)
Similar solution will work even if n is unknown, for example by letting n = maxj"i !!1[j] each time.
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Paul and Carole have a history. It started with the “twenty questions” problem solved in [25]. Paul,
which stood for Paul Erdos, was the one who asked questions. Carole is an anagram for Oracle. Aptly, she
was the one who answered questions. Joel Spencer and Peter Winkler used Paul and Carole to coincide with
Pusher and Chooser respectively in studying certain chip games in which Carole chose which groups the
chips falls into and Paul determined which group of chips to push. Joel introduced them to me during my
thesis work. I used them in a game in which Paul put coins on weighing pans (panned them!) [6]. In the
puzzle above, Paul permutes and Carole cumulates. In a little while, they will play other P/C roles.

Generalizing the puzzle a little further, let !!2 be ! with two elements missing. Most of the students
in my graduate Algorithms class suggested Carole now store s = n(n+1)

2 "
"

j"i !!2[j] and p = n! "#
j"i !!2[j], giving two equations with two unknown numbers, but Carole can use far fewer bits tracking

s =
n(n + 1)

2
"

!

j"i

!!2[j] & ss =
n(n + 1)(2n + 1)

6
"

!

j"i

(!!2[j])2

In general, what is the smallest number of bits needed to identify the k missing numbers in !!k? Fol-
lowing the approach above, the problem may be thought of as having power sums

sp(x1, . . . , xk) =
!

i=1···k
(xi)p,

for p = 1, . . . , k and solving for xi’s. A different but provably equivalent method uses elementary symmetric
polynomials. The ith such polynomial "i(x1, . . . , xk) is the sum of all possible i term products of the
parameters, i.e.,

"i(x1, . . . , xk) =
!

j1<...<ji

xj1 · · · xji .

Carole continuously maintain "i’s for the missing k items in field Fq for prime q # n (and $ 2n suffices),
as Paul presents the numbers one after the other (the details are omitted). Since

$

i=1,...,k

(z " xi) =
k!

i=0

("1)i"i(x1, . . . , xk)zk!i,

Carole needs to factor this polynomial in Fq to determine the missing numbers. No deterministic algorithms
are known for this problem, but randomized algorithms take roughly O(k2 log n) bits and time [23]. The
power sum method is what colleagues typically propose over dinner. The elementary symmetric polynomial
approach comes from [24] where the authors solve the set reconciliation problem in the communication
complexity model. The subset reconciliation problem is related to our puzzle.

Readers may have guessed that they may be a different efficient solution for this puzzle using in-
sights from error correcting codes or combinatorial group testing. Indeed true. We will later reference
an O(k log k log n) bits and time solution; in contrast, no algorithm can use o(k log(n/k)) bits in the worst
case.

It is no coincidence that this puzzle contains elements of data stream algorithms. Generalize it: Paul
presents a multiset of elements 1, · · · , nwith a single missing integer, i.e., he is allowed to re-present integers
he showed before; Paul presents updates showing which integers to insert and which to delete, and Carole’s
task is to find the integers that are no longer present; etc. All of these problems are no longer (mere) puzzles;
they are derived from motivating data stream applications.

1.2 Puzzle 2: Fishing

Doubtless it will be a more inspiring introduction to data streams if the puzzle was derived from nature. So,
say Paul goes fishing. There are many different fish species U = {1, · · · , u}. Paul catches one fish at a time,
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at % U being the fish species he catches at time t. ct[j] = |{ai|ai = j, i $ t}| is the number of times he
catches the species j up to time t. Species j is rare at time t if it appears precisely once in his catch up to
time t. The rarity #[t] of his catch at time t is the ratio of the number of rare j’s to u:

#[t] =
|{ j | ct[j] = 1 }|

u
.

Paul can calculate #[t] precisely with a 2U -bit vector and a counter for the current number of rare species,
updating the data structure in O(1) operations per fish caught. However, Paul wants to store only as many
bits as will fit his tiny suitcase, i.e., o(U), preferably O(1) bits.

Suppose Paul has a deterministic algorithm to compute #[t] precisely. Feed Paul any set S & U of fish
species, and say Paul’s algorithm stores only o(|S|) bits in his suitcase. Now we can check if any i % S
by simply feeding Paul i and checking #[t + 1]: the number of rare items decreases by one if and only if
i % S. This way we can recover entire S from his suitcase by feeding different i’s one at a time, which is
impossible in general if Paul had only stored o(|S|) bits. Therefore, if Paul wishes to work out of his one
suitcase, he can not compute #[t] exactly. This argument has elements of lower bound proofs found in the
area of data streams.

However, proceeding to the task at hand, Paul can approximate #[t]. Paul picks k random fish species
each independently, randomly with probability 1/u at the beginning and maintains the number of times each
of these fish types appear in his bounty, as he catches fish one after another. Say X1[t], . . . ,Xk[t] are these
counts after time t. Paul outputs #̂[t] = |{ Xi[t] | Xi[t]=1 }

k as an estimator for #. Since

Pr(Xi[t] = 1) =
|{j | ct[j] = 1}

u
= #[t]

, we have

Pr(#̂[t] % [#[t] " $, #[t] + $]) =
!

i#[k(![t]!"),k(![t]+")]

%
k

i

&

(#[t])i(1 " #[t])k!i.

If #[t] is large, say at least 1/k, #̂[t] is a good estimator for #[t] with arbitrarily small $ and significant
probability.

As an exercise in doing mathematics while fishing, this misses an ingredient: # is unlikely to be large
because presumably u is much larger than the species found at any spot Paul fishes. Choosing a random
species from 1..u and waiting for it to be caught seems an exercise in, well, fishing. We can make it more
realistic by redefining rarity wrt the species Paul in fact sees in his catch. Let

%[t] =
|{ j | ct[j] = 1 }|
|{ j | ct[j] '= 0 }|

.

As before, Paul would have to approximate %[t] because he can not compute it exactly using small number
of bits. Following [88], define a family of hash functions H & [n] ( [n] (where [n] = {1, . . . , n}) to be
min-wise independent if for any X & [n] and x % X, we have

Pr
h#H

[h(x) = min h(X)] =
1
|X|

Paul chooses k min-wise independent hash functions h1, h2, . . . , hk for some parameter k to be determined
later and maintains h$i (t) = minaj , j"t hi(aj) at each time t, that is, min hash value of the multi-set
{. . . , at!2, at!1, at}. He also maintain k counters C1(t), C2(t), . . . , Ck(t); Ci(t) counts the number of
times the item with hash value h$i (t) appears in {. . . , at!2, at!1, at}. It is trivial to maintain both h$i (t) and
Ci(t) as t progresses and new items are seen. Let

%̂[t] =
|{ i | 1 $ i $ k, Ci(t) = 1 }|

k
.
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Notice that Pr(Ci(t) = 1) is the probability that hi(t) is the hash value of one of the items that appeared
precisely once in a1, ..., at which equals |{ j | c[j]=1 }|

|{ j | c[j] %=0 }| = %[t]. Hence, %̂[t] is a good estimator for %[t]
provided %[t] is large, say at least 1/k. That completes the sketch of Paul’s algorithm.

It is ironic that Paul has adapted the cumulating task in the solution above, which is traditionally Carole’s
shtick. But we are not done. Paul needs to pick hi’s. If Paul resorts to his tendency to permute, i.e., picks
a randomly chosen permutation ! over [u] = {1, . . . , u}, then hi’s will be min-wise hash functions. And
he will be done. However, it requires !(u log u) bits to represent a random permutation from the set of all
permutations over [u]. Thus the number of bits needed to store the hash function will not fit his suitcase!

To overcome this problem, Paul has to do some math. He picks a family of approximate min-hash
functions. A family of hash functions, H & [n] ( [n] is called $-min-wise independent if for any X & [n]
and x % X, we have

Pr
h#H

[h(x) = min h(X)] =
1
|X|

(1 ± $).

Indyk [18] presents a family—set of polynomials over GF (u) of degree O(log(1/$))—of $-min-wise inde-
pendent hash functions such that any function from this family can be represented using O(log u log(1/$))
bits only and each hash function can be computed efficiently in O(log(1/$)) time. Plugging this into the
solution above, Paul uses O(k log u log(1/$)) bits and estimates %̂[t] % (1 ± $)%[t], provided %[t] is large,
that is, at least 1/k. It will turn out that in applications of streaming interest, we need to only determine if
%[t] is large, so this solution will do.

(As an aside, the problem of estimating the rarity is related to a different problem. Consider fishing
again and think of it as a random sampling process. There is an unknown probability distribution P on the
countable set of fish types with pt being the probability associated with fish type t. A catch is a sample S
of f fishes drawn independently from fish types according to the distribution P . Let c[t] be the number of
times t appears in S and s[k] be the number of fish types that appear k times in S. Consider estimating the
probability of fish type t being the next catch. Elementary reasoning would indicate that this probability
is c[t]s[c[t]]/f . However, it is unlikely that all (of the large number of) fish types in the ocean are seen in
Paul’s catch, or even impossible if fish types is infinite. Hence, there are fish types t that do not appear
in the sample (i.e., c[t] = 0) and they would have probability 0 of being caught next, a conundrum in the
elementary reasoning if t is present in the ocean. Letm =

"
t%#S pt. The problem of estimating m is called

the missing mass problem. In a classical work by Good (attributed to Turing too) [35], it is shown that m
is estimated by s[1]/f , provably with small bias; recall that our rarity % is closely related to s[1]/f . Hence,
our result here on estimating rarity in data streams is of independent interest in the context of estimating the
missing mass. Those interested in convergence properties of the Good-Turing estimator should see David
McAllester’s work.)

Once you generalize the fishing—letting the numerator be more generally |{ j | ct[j] $ & }| for some
&, letting Carole go fishing too, or letting Paul and Carole throw fish back into the sea as needed—there are
some real data streaming applications [19].

Honestly, the fishing motif is silly: the total number of fish species in the sea is estimated to be roughly
22000 and anyone can afford an array of as many bits. In the reality of data streams which I will describe
next, one is confronted with fishing in a far more numerous domain.

1.3 Lessons

I have noticed that once something is called a puzzle, people look upon the discussion less than seriously.
The puzzle in Section 1.1 shows the case of a data stream problem that can be deterministically solved pre-
cisely with O(log n) bits (when k = 1, 2 etc.). Such algoritms—deterministic and exact—are uncommon
in data stream processing. In contrast, the puzzle in Section 1.2 is solved only up to an approximation using
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a randomized algorithm in polylog bits. This—randomized and approximate solutions—is more represen-
tative of currently known data stream algorithms. Further, the estimation of % in Section 1.2 is accurate
only when it is large; for small %, the estimate %̂ is arbitrarily bad. This points to a feature that generally
underlies data stream algorithmics. Such features which applied algorithmicists need to keep in mind while
formulating problems to address data stream issues will be discussed in more detail later.

2 Map
Section 3 will describe the data stream phenomenon. I have deliberately avoided specific models here
because the phenomenon is real, models are the means and may change over time. Section 4 will present
currently popular data stream models, motivating scenarios and other applications for algorithms in these
models beyond dealing with data streams.

Section 5 abstracts mathematical ideas, algorithmic techniques as well as lower bound approaches for
data stream models; together they comprise the foundation of the theory of data streams that is emerging.
This section is right now skimpy, and I will add to it over time. Section 6 discusses applied work on data
streams. It is drawn from different systems areas, and I have grouped them into three categories which may
be useful for a perspective.

Section 7 contains new directions and open problems that arise in several research areas when the data
streaming perspective is applied. Some traditional areas get enriched, new ones emerge. Finally, in my
concluding remarks in Section 8, I will invoke Proust, show you streaming Art, history, and some notes on
the future of streaming. The most important part of this writeup is Section 9.

3 Data Stream Phenomenon
The web site http://www.its.bldrdoc.gov/projects/devglossary/ data stream.html defines a data stream to be
a “sequence of digitally encoded signals used to represent information in transmission”. We will be a little
more specific. Data stream to me represents input data that comes at a very high rate. High rate means it
stresses communication and computing infrastructure, so it may be hard to

• transmit (T) the entire input to the program,

• compute (C) sophisticated functions on large pieces of the input at the rate it is presented, and

• store (S), capture temporarily or archive all of it long term.

Most people typically do not think of this level of stress in TCS capacity. They view data as being stored in
files. When transmitted, if links are slow or communication is erroneous, we may have delays but correct
data eventually gets to where it should go. If computing power is limited or the program has high complexity,
it takes long (long longs!) time to get the desired response, but in principle, we would get it. Also, we save
almost all the data we need. This simplified picture of TCS requirements is reasonable because need has
balanced resources: we have produced the amount of data that technology could ship, process, store, or we
have the patience to manipulate.

There are two recent developments that have confluenced to produce new challenges to the TCS infras-
tructure.

• Ability to generate automatic, highly detailed data feeds comprising continuous updates.
This ability has been built up over the past few decades beginning with networks that spanned bank-
ing and credit transactions. Other dedicated network systems now provide massive data streams:
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satellite based, high resolution measurement of earth geodetics [118, 113], radar derived meteoro-
logical data [119]1, continuous large scale astronomical surveys in optical, infrared and radio wave-
lengths [117], atmospheric radiation measurements [108] etc. The Internet is a general purpose net-
work system that has distributed both the data sources as well as the data consumers over millions
of users. It has scaled up the rate of transactions tremendously generating multiple streams: browser
clicks, user queries, IP traffic logs, email data and traffic logs, web server and peer-to-peer downloads
etc. Internet also makes it to easier to deploy special purpose, continuous observation points that
get aggregated into vast data streams: for example, financial data comprising individual stock, bond,
securities and currency trades can now get accumulated from multiple sources over the internet into
massive streams. Wireless access networks are now in the threshold of scaling this phenomenon even
more. In particular, the emerging vision of sensor networks combines orders of more observation
points (sensors) than are now available with wireless and networking technology and is posited to
challenge TCS needs even more. Oceanographic, bio, seismic and security sensors are such emerging
examples.

• Need to do sophisticated analyses of update streams in near-real time manner.
With traditional datafeeds, one modifies the underlying data to reflect the updates, and real time
queries are fairly simple such as looking up a value. This is true for the banking and credit transac-
tions. More complex analyses such as trend analysis, forecasting, etc. are typically performed offline
in warehouses. However, the automatic data feeds that generate modern data streams arise out of
monitoring applications, be they atmospheric, astronomical, networking, financial or sensor-related.
They need to detect outliers, extreme events, fraud, intrusion, unusual or anomalous activity, etc.,
monitor complex correlations, track trends, support exploratory analyses and perform complex tasks
such as classification, harmonic analysis etc. These are time critical tasks in each of these applica-
tions, more so in emerging applications for homeland security, and they need to be done in near-real
time to accurately keep pace with the rate of stream updates and accurately reflect rapidly changing
trends in the data.

These two factors uniquely challenge the TCS needs. We in Computer Science community have tradi-
tionally focused on scaling wrt to size: how to efficiently manipulate large disk-bound data via suitable data
structures [15], how to scale to databases of petabytes [106], synthesize massive datasets [7], etc. However,
far less attention has been given to benchmarking, studying performance of systems under rapid updates
with near-real time analyses. Even benchmarks of database transactions [115] are inadequate.

There are ways to build workable systems around these TCS challenges. TCS systems are sophisticated
and have developed high-level principles that still apply. Make things parallel. A lot of data stream process-
ing is highly parallelizable in computing (C) and storage (S) capacity; it is somewhat harder to parallelize
transmission (T) capacity on demand. Control data rate by sampling or shedding updates. High energy par-
ticle physics experiments at Fermilab and CERN [120] will soon produce 40TBytes/s which will be reduced
by real time hardware into 800Gb/s data stream: is it careful sampling or carefree shedding? Statisticians
have the sampling theory: it is now getting applied to IP network streams [12, 3, 13]. Round data struc-
tures to certain block boundaries. For example, the “Community of Interest” approach to finding fraud in
telephone calls uses a graph data structure up to and including the previous day to perform the current day’s
analysis, thereby rounding the freshness of the analysis to period of a day [14]. This is an effective way to
control the rate of real-time data processing and use pipelining. Use hierarchically detailed analysis. Use
fast but simple filtering or aggregation at the lowest level and slower but more sophisticated computation at

1John Bates, the Chief of Remote Sensing Applications Division of USNOAANDCC, gives a nice exposition at
http://www7.nationalacademies.org/bms/BatesPowerPoint.ppt and http://www7.nationalacademies.org/bms/AbstractBATES.html.
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higher levels with smaller data. This hierarchical thinking stacks up against memory hierarchy nicely. Fi-
nally, often asking imaginative questions can lead to effective solutions within any given resource constraint,
as applied algorithms researchers well know.

Nevertheless, these natural approaches are ultimately limiting. They may meet ones’ myopic expecta-
tions. But we need to understand the full potential of data streams for the future. Given a certain amount of
resources, a data stream rate and a particular analysis task, what can (not) we do? Most natural approaches
to dealing with data streams discussed above involves approximations: what are algorithmic principles for
data stream approximation? One needs a systematic theory of data streams. To get novel algorithms. To
build data stream applications with ease, and proven performance.

What follows is an introduction to the emerging theory of data streams.
Before that, here is a note. The previous few paragraphs presented a case for data stream research. I

could have done it

• Using anecdotics.
Paul, now a network service Provider, has to convince Carole, his Customer, that IP hosts connecting
to her website get high quality real time media service. He needs to monitor IP traffic to her web site
and understand per-packet performance for each host. Plotting such statistics in real time is a good
way to convince Carole.

• Or using numerics.
A single OC48 link may transmit few hundred GBytes per hour of packet header information, which
is more than 200Mbps. It takes an OC3 link to transfer this streaming log and it is a challenge to write
it into tapes or process it by the new 3GHz P4 Intel processor at that rate.

Or I could have used a limerick, haiku or a Socratic dialog. But I chose to describe data stream as a
phenomenon in words. Sometimes I think words have become less meaningful to us than greek symbols or
numerals. Nevertheless, I hope you would use your imagination and intuit the implications of data streaming.
Imagine we can (and intend to) collect so much data that we may be forced to drop a large portion of it, or
even if we could store it all, we may not have the time to scan it before making judgements. That is a new
kind of uncertainty in computing beyond randomization and approximation: it should jar us, one way or the
other.

4 Data Streaming: Formal Aspects
This section will be more formal: define various models for dealing with data streams and present a moti-
vating application to internalize.

4.1 Data Stream Models

Input stream a1, a2, . . . arrives sequentially, item by item, and describes an underlying signal A, a one-
dimensional function A : [1 . . . N ] ( R.2 Models differ on how ai’s describe A.

• Time Series Model. Each ai equals A[i] and they appear in increasing order of i. This is a suitable
model for time series data where, for example, you are observing the traffic at an IP link each 5
minutes, or NASDAQ volume of trades each minute, etc.

2Input may comprise of multiple streams or multidimensional signals, but we do not consider those variations here.
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• Cash Register Model. Here ai’s are increments to A[j]’s. Think of ai = (j, Ii), Ii # 0, to mean
Ai[j] = Ai!1[j] + Ii where Ai is the state of the signal after seeing the ith item in the stream.
Much as in a cash register, multiple ai’s could increment a given A[j] over time. This is perhaps the
most popular data stream model. It fits applications such as monitoring IP addresses that access a
web server, source IP addresses that send packets over a link etc. because the same IP addresses may
access the web server multiple times or send multiple packets on the link over time. This model has
appeared in literature before, but was formally christened in [27] with this name.

• Turnstile Model.3 Here ai’s are updates toA[j]’s. Think of ai = (j, Ui), to meanAi[j] = Ai!1[j] +
Ui where Ai is the signal after seeing the ith item in the stream, and Ui may be positive or negative.
This is the most general model. It is mildly inspired by a busy NY subway train station where the
turnstile keeps track of people arriving and departing continuously. At any time, a large number of
people are in the subway. This is the appropriate model to study fully dynamic situations where there
are inserts as well deletes, but it is often hard to get interesting bounds in this model. This model too
has appeared before under different guises, but it gets christened here with its name.
There is a small detail: in some cases,Ai[j] # 0 for all i. We refer to this as the strict Turnstile model.
Intuitively this corresponds to letting people only exit via the turnstile they entered the system in: it
is a unrealistic intuition, but it fits many applications. For example, in a database, you can only delete
a record you inserted. On the other hand, there are instances when streams may be non-strict, that
is, Ai[j] < 0 for some i. For example, when one considers a signal over the difference between two
cash register streams, one obtains a non-strict Turnstile model. We will avoid making a distinction
between the two Turnstile models unless necessary.

The models in decreasing order of generality are as follows: Turnstile, Cash Register, Time Series. (A
more conventional description of models appears in [27].) From a theoretical point of view, of course one
wishes to design algorithms in the Turnstile model, but from a practical point of view, one of the other
models, though weaker, may be more suitable for an application. Furthermore, it may be (provably) hard to
design algorithms in a general model, and one may have to settle for algorithms in a weaker model.

We wish to compute various functions on the signal A at different times during the stream. There are
different performance measures.

• Processing time per item ai in the stream. (Proc. Time)

• Space used to store the data structure on At at time t. (Storage)

• Time needed to compute functions on A. (Compute time)4

Here is a rephrasing of our solutions to the two puzzles at the start in terms of data stream models and
performance measures.

Puzzle Model Function Proc. Time Storage Compute Time
Section 1.1 cash register k = 1, {j|A[j] = 0} O(log n) O(log n) O(1)
Section 1.2 cash register %[t] O(k log(1/$)) O(k log u log(1/$)) O(k)

We can now state the ultimate desiderata that is generally accepted:
3I remember the exhilaration we felt when Martin Farach-Colton and I coined the name Disk Access Machine model or the

DAM model during a drive from New York city to Bell labs. The DAM model is catching on.
4There is also the work space needed to compute the function. We do not explicitly discuss this because typically this is of the

same order as the storage.
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At any time t in the data stream, we would like the per-item processing time, storage as well as the
computing time to be simultaneously o(N, t), preferably, polylog(N, t).

Readers can get a sense for the technical challenge this desiderata sets forth by contrasting it with a
traditional dynamic data structure like say a balanced search tree which processes each update in O(log N)
time and supports query in O(log N) time, but uses linear space to store the input data. Data stream algo-
rithms can be similarly thought of as maintaining a dynamic data structure, but restricted to use sublinear
storage space and the implications that come with it. Sometimes, the desiderata is weakened so that:

At any time t in the data stream, per-item processing time and storage need to be simultaneously
o(N, t) (preferably, polylog(N, t)), but the computing time may be larger.

This was proposed in [10], used in few papers, and applies in cases where computing is done less
frequently than the update rate. Still, the domain N and input t being so large that they warrant using only
polylog(N, t) storage may in fact mean that computing time even linear in the domain or input may be
prohibitive in applications for a particular query.

A comment or two about the desiderata.
First, why do we restrict ourselves to only a small (sublinear) amount of space? Typically, one says

this is because the data stream is so massive that we may not be able to store all of what we see. That
argument is facetious. Even if the data stream is massive, if it describes a compact signal (i.e., N is small),
we can afford space linear in N , and solve problems within our conventional computing framework. For
example, if we see a massive stream of peoples’ IDs and their age in years, and all we wish to calculate
were functions on peoples’ age distribution, the signal is over N less than 150, which is trivial to manage.
What makes data streams unique is that there are applications where data streams describe signals over a
very large universe. For example, N may be the number of source, destination IP address pairs (which is
potentially 264 now), or may be the number of time intervals where certain observations were made (which
increases rapidly over time), or may be the http addresses on the web (which is potentially infinite since web
queries get sometimes written into http headers). More generally, and this is significantly more convincing,
data streams are observations over multiple attributes and any subset of attributes may comprise the domain
of the signal in an application and that leads to potentially large domain spaces even if individual attribute
domains are small.

Second, why do we use the polylog function? Well, log in the input size is the lower bound on the
number of bits needed to index and represent the signal, and poly gives us a familiar room to play.

Finally, there is a cognitive analogy that explains the desiderata qualitatively, and may appeal to some
of the readers (it did, to Mikkel Thorup). As human beings, we perceive each instant of our life through an
array of sensory observations (visual, aural, nervous, etc). However, over the course of our life, we manage
to abstract and store only part of the observations, and function adequately even if we can not recall every
detail of each instant of our lives. We are data stream processing machines.

4.2 A Motivating Scenario

Let me present a popular scenario for data streaming. The Internet comprises routers connected to each other
that forward IP packets. Managing such networks needs real time understanding of faults, usage patterns,
and unusual activities in progress. This needs analysis of traffic and fault data in real time. Consider traffic
data. Traffic at the routers may be seen at many levels.

1. At the finest level, we have the packet log: each IP packet has a header that contains source and
destination IP addresses, ports, etc.
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2. At a higher level of aggregation, we have the flow log: each flow is a collection of packets with same
values for certain key attributes such as the source and destination IP addresses and the log contains
cumulative information about number of bytes and packets sent, start time, end time, protocol type,
etc. per flow.

3. At the highest level, we have the SNMP log, which is the aggregate data of the number of bytes sent
over each link every few minutes.

Many other logs can be generated from IP networks (fault alarms, CPU usage at routers, etc), but the
examples above suffice for our discussion. You can collect and store SNMP data. (I store 6months worth of
this data of a large ISP in my laptop for the IPSOFACTO tool I will reference later. I could store data up to a
year or two without stressing my laptop.) The arguments we presented for data streaming apply to flow and
packet logs which are far more voluminous than the SNMP log. A more detailed description and defense of
streaming data analysis in IP network traffic data is presented in [26], in particular, in Section 2.

Here are some queries one may want to ask on IP traffic logs.

1. How much HTTP traffic went on a link today from a given range of IP addresses? This is an example
of a slice and dice query on the multidimensional time series of the flow traffic log.

2. How many distinct IP addresses used a given link to send their traffic from the beginning of the day,
or how many distinct IP addresses are currently using a given link on ongoing flow?

3. What are the top k heaviest flows during the day, or currently in progress? Solution to this problem in
flow logs indirectly provides a solution to the puzzle in Section 1.1.

4. How many flows comprised one packet only (i.e., rare flows)? Closely related to this is the ques-
tion: Find TCP/IP SYN packets without matching SYNACK packets. This query is motivated by the
need to detect denial-of-service attacks on networks as early as possible. This problem is one of the
motivations for the fishing exercise in Section 1.2.

5. How much of the traffic yesterday in two routers was common or similar? This is a distributed query
that helps track the routing and usage in the network. A number of notions of “common” or “similar”
apply. The IPSOFACTO system supports such similarity queries on the SNMP logs for an operational
network provider [57].

6. What are the top k correlated link pairs in a day, for a given correlation measure. In general a number
of correlation measures may be suitable. Those that rely on signal analysis—wavelet, fourier etc.—of
the traffic pattern prove effective. We will later describe algorithms for computing wavelet or fourier
representation for data streams.

7. For each source IP address and each five minute interval, count the number of bytes and number of
packets related to HTTP transfers. This is an interesting query: how do we represent the output which
is also a stream and what is a suitable approximation in this case?

The questions above are simple slice-and-dice or aggregate or group by queries. This is but a sparse
sample of interesting questions. Imagine the setup, and you will discover many more relevant questions.
Some of the more complex queries will involve joins between multiple data stream sources. For example,
how to correlate

Let me formalize one of the examples above in more detail, say example two.
First, how many distinct IP addresses used a given link to send their traffic since the beginning of the

day? Say we monitor the packet log. Then the input stream a1, a2, . . . is a sequence of IP packets on the
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given link, with packet ai having the source IP address si. LetA[0 . . . N " 1] be the number of packets sent
by source IP address i, for 0 $ i $ N " 1, initialized to all zero at the beginning of the day. (This signal is
more general for reasons that will be clear in the next paragraph.) Each packet ai adds one to A[si]; hence,
the model is Cash Register. Counting the number of distinct IP addresses that used the link during the day
thus far can be solved by determining the number of nonzero A[i]’s at any time.

Second, now, consider how many distinct IP addresses are currently using a given link? More formally,
at any time t, we are focused on IP addresses si such that some flow fj began at time before t and will end
after t, and it originates at si. In the packet log, there is information to identify the first as well as the last
packets of a flow. (This is an idealism; in reality, it is sometimes to hard to tell when a flow has ended.) Now,
letA[0 . . . N"1] be the number of flows that source IP address i is currently involved in, for 0 $ i $ N"1,
initialized to all zero at the beginning of the day. If packet ai is the beginning of a flow, add one to A[sj ]
if sj is the source of packet ai; if it is the end of the flow, subtract one from A[sj] if sj is the source of
packet ai; else, do nothing. Thus the model is Turnstile. Counting the number of distinct IP addresses that
are currently using a link can be solved by determining the number of nonzero A[i]’s at any time.

Similarly other examples above can be formalized in terms of the data stream models and suitable
functions to be computed.

A note: There has been some frenzy lately about collecting and analyzing IP traffic data in the data
stream context. Analyzing traffic data is not new. In telephone and cellular networks, call detail records
(CDRs) are routinely collected for billing purposes, and they are analyzed for sizing, forecasting, trou-
bleshooting, and network operations. My own experience is with cellular CDRs and there is a lot you can
do to discover engineering problems in a network in near-real time with the live feed of CDRs from the
cellular network. The angst with IP traffic is that the data is far more voluminous, and billing is not usage
based. The reason to invest in measurement and analysis infrastructure is mainly for network maintenance
and value-added services. So, the case for making this investment has to be strong, and it is now being made
across the communities and service providers. Both Sprint [109] and AT&T [30] seem to be engaged on this
topic. That presents the possibility of getting suitable data stream sources in the future, at least within these
companies.

At this point, I am going to continue the theme of being imaginative, and suggest a mental exercise.
Consider a data streaming scenario from Section 3 that is different from the IP traffic log case. For example,

Exercise 1 Consider multiple satellites continuously gathering multiple terrestial, atmospheric and ocean-
surface observations of the entire earth. What data analysis questions arise with these spatial data streams?

This is a good homework exercise if you are teaching a course. The queries that arise are likely to be
substantially different from the ones listed above for the IP traffic logs case. In particular, problems naturally
arise in the area of Computational Geometry. Wealth of (useful, fundamental) research remains to be done.

Those who want a mental exercise more related to the Computer Science concepts can consider the
streaming text scenario [110].

Exercise 2 We have distributed servers each of which processes a stream of text files (instant messages,
emails, faxes, say) sent between users. What are interesting data analysis queries on such text data streams?

For example, one may now look for currently popular topics of conversation in a subpopulation. This
involves text processing on data streams which is quite different from the IP traffic logs or the satellite-based
terrestial or stellar observation scenarios.

We need to develop the two examples above in great detail, much as we have done with the IP traffic
analysis scenario earlier. We are far from converging on the basic characteristics of data streams or a building
block of queries that span different application scenarios. As Martin Strauss quips, hope this is not a case of
“insurmountable opportunities”.
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4.3 Other Applications for Data Stream Models

The data stream models are suitable for other applications besides managing rapid, automatic data feeds.
In particular, they find applications in the following two scenarios (one each for cash register and Turnstile
models).

One pass, Sequential I/O. Besides the explicit data stream feeds we have discussed thus far, there are
implicit streams that arise as an artifact of dealing with massive data. It is expensive to organize and access
sophisticated data structures on massive data. Programs prefer to process them in one (or few) scans. This
naturally maps to the (Time Series or Cash Register) data stream model of seeing data incrementally as a
sequence of updates. Disk, bus and tape transfer rates are fast, so one sees rapid updates (inserts) when
making a pass over the data. Thus the data stream model applies.

Focus on one (or few) pass computing is not new. Automata theory studied the power of one versus
two way heads. Sorting tape-bound data relied on making few passes. Now we are seeking to do more
sophisticated computations, with far faster updates.5

This application differs from the data streaming phenomenon we saw earlier in a number of ways. First,
in data streaming, the analysis is driven by monitoring applications and that determines what functions you
want to compute on the stream. Here, you may have in mind to compute any common function (transitive
closure, eigenvalues, etc) and want to do it on massive data in one or more passes. Second, programming
systems that support scans often have other supporting infrastructure such as a significant amount of fast
memory etc. which may not exist in IP routers or satellites that generate data streams. Hence the one pass
algorithms may have more flexibility. Finally, the rate at which data is consumed can be controlled and
smoothed, data can be processed in chunks etc. In contrast, some of the data streams are more phenomena-
driven, and can potentially have higher and more variable update rates. So, the data stream model applies to
one pass algorithms, but some of the specific concerns are different.

Monitoring database contents. Consider a large database undergoing transactions: inserts/deletes and
queries. In many cases, we would like to monitor the database contents. As an example, consider selectivity
estimation. Databases need fast estimates of result sizes for simple queries in order to determine an efficient
query plan for complex queries. The estimates for simple queries have to be generated fast, without running
the queries on the entire database which will be expensive. This is the selectivity estimation problem. Here
is how it maps into the data stream scenario. The inserts or deletes in the database are the updates in the
(Turnstile model of a data) stream, and the signal is the database. The selectivity estimation query is the
function to be computed on the signal. Data sream algorithms therefore have the desirable property that
they represent the signal (i.e., the database) in small space and the results are obtained without looking at
the database, in time and space significantly smaller than the database size and scanning time. Thus, data
stream algorithms in the Turnstile model naturally find use as algorithms for selectivity estimation.

Other reasons to monitor database contents are approximate query answering and data quality monitor-
ing, two rich areas in their own right with extensive literature and work. They will not be discussed further,
mea culpa. Again data stream algorithms find direct applications in these areas.

Readers should not dismiss the application of monitoring database content as thinly disguised data
streaming. This application is motivated even if updates proceed at a slow rate; it relies only on small

5Anecdotics. John Bates of US National Oceanographic and Atmospheric Administration (http://www.etl.noaa.gov/ jbates/)
faces the task of copying two decades worth of data from legacy tapes into current tapes, which will take a couple of years of
continuous work on multiple tape readers. His question: during this intensive copying process, blocks of data reside on disk for
a period of time. In the interim, can we perform much-needed statistical analyses of historic data? This is apt for data stream
algorithms.
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space and fast compute time aspect of data stream algorithms to avoid rescanning the database for quick
monitoring.

5 Foundations
The main mathematical and algorithmic techniques used in data stream models are collected here, so the
discussion below is technique-driven rather than problem-driven. It is sketchy at this point with pointers to
papers.

5.1 Basic Mathematical Ideas

5.1.1 Sampling

Many different sampling methods have been proposed: domain sampling, universe sampling, reservoir sam-
pling, distinct sampling etc. Sampling algorithms are known for:

• Find the number of distinct items in a Cash Register data stream. See [85].

• Finding the quantiles on a Cash Register data stream. See [83] for most recent results.

• Finding frequent items in a Cash Register data stream. See [84].

Each of these problems has nice applications (and many other results besides the ones we have cited
above). Further, it is quite practical to implement sampling even on high speed streams. (In fact, some of the
systems that monitor data streams—specially IP packet sniffers—end up sampling the stream just to slow
the rate down to a reasonable level, but this should be done in a principled manner, else, valuable signals
may be lost.) Also, keeping a sample helps one estimate many different statistics, and additionally, actually
helps one return certain sample answers to non-aggregate queries. Consider:

Problem 3 Say we have data streams over two observed variables (xt, yt). An example correlated aggregate
is {g(yt) | xt $ f(x1 · · · xt)}, that is, computing some aggregate function g—SUM, MAX, MIN—on those
yt’s when the corresponding xt’s satisfy certain relationship f . For what f ’s and g’s (by sampling or
otherwise) can such queries be approximated on data streams? See [87] for the motivation.

There are two main difficulties with sampling for data stream problems. First, sampling is not a pow-
erful primitive for many problems. One needs far too many samples for performing sophisticated analyses.
See [86] for some lower bounds. Second, sampling method typically does not work in the Turnstile data
stream model: as stream unfolds, if the samples maintained by the algorithm get deleted, one may be forced
to resample from the past, which is in general, expensive or impossible in practice and in any case, not
allowed in data stream models.

5.1.2 Random Projections

This approach relies on dimensionality reduction, using projection along random vectors. The random
vectors are generated by space-efficient computation of random variables. These projections are called the
sketches. This approach typically works in the Turnstile model and is therefore quite general.

Building on the influential work [1], Indyk [89] proposed using stable distributions to generate the
random variables. Sketches with different stable distributions are useful for estimating various Lp norms on
the data stream. In particular, sketches using Gaussian random variables get a good estimate of the L2 norm
of data streams, using Cauchy distributions one gets a good estimate for the L1 norm etc. I have not found a
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lot of motivation for computing the L1 or L2 norm of a data stream by itself, although these methods prove
useful for computing other functions. For example,

• Using Lp sketches for p ( 0, we can estimate the number of distinct elements at any time in the
Turnstile data stream model [90].

• Using variants of L1 sketches, we can estimate the quantiles at any time in the Turnstile data stream
model [91].

• Using variants of L1 sketches and other algorithmic techniques, we can dynamically track most fre-
quent items [92], wavelets and histograms [93], etc. in the Turnstile data stream model.

• Using L2 sketches, one can estimate the self-join size of database relations [97]. This is related to
estimating inner product of vectors, which is provably hard to do in general, but can be estimated to
high precision if the inner product is large.

There are many variations of random projections which are of simpler ilk. For example, Random subset
sums [27], counting sketches [28] and also Bloom filters [29]. A detailed discussion of the connection
between them is needed.

Problem 4 Design random projections using complex random variables or other generalizations, and find
suitable streaming applications.

There are instances where considering random projections with complex numbers or their generalization
have been useful. For example, let A be a 0, 1 matrix and B be obtained from A by replacing each 1
uniformly randomly with ±1. Then E[(det(B))2] = per(A) where det(A) is the determinant of matrix A
and per(A) is the permanent of matrix A. While det(A) can be calculated in polynomial time, per(A) is
difficult to compute or estimate. The observation above presents a method to estimate per(A) in polynomial
time using det(A), but this procedure has high variance. However, if C is obtained from A by replacing
each 1 uniformly randomly by ±1,±i, then E[(det(C))2] = per(A) still, and additionally, the variance
falls significantly. By extending this approach using quaternion and clifford algebras, a lot of progress
has been made on decreasing the variance further, and deriving an effective estimation procedure for the
permanent [58].

A powerful concept in generating a sequence of random variables each drawn from a stable distribution is
doing so with the property that any given range of them can be summed fast, on demand. Such constructions
exist, and in fact, they can be generated fast and using small space. Number of constructions are now known:
preliminary ones in [94], Reed-Muller construction in [27], general construction in [93] with L1 and L2

sketches, and approach in [95] for stable distributions with p ( 0. They work in the Turnstile model and
find many applications including histogram computation and graph algorithms on data streams.

5.2 Basic Algorithmic Techniques

There are a number of basic algorithmic techniques: binary search, greedy technique, dynamic program-
ming, divide and conquer etc. that directly apply in the data stream context, mostly in conjunction with
samples or random projections. Here are a few other algorithmic techniques that have proved powerful.

5.2.1 Group Testing

This goes back to an earlier Paul and Carole game. Paul has an integer I between 1 and n in mind. Carole
has to determine the number by asking “Is I $ x?”. Carole determines various x’s, and Paul answers them
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truthfully. Howmany questions does Carole need, in the worst case? There is an entire area of Combinatorial
Group Testing that produces solutions for such problems. In the data stream case, each question is a group
of items and the algorithm plays the role of Carole. This set up applies to a number of problems in data
streams. (It may also be thought of as coding and decoding in small space.) Examples are found in:

• Finding B most frequent items in Turnstile data streams [92].

• Determining the highest B Haar wavelet coefficients in Turnstile data streams [93].

• Estimating top B fourier coefficients by sampling [96].

Problem 5 Paul sees data stream representing AP and Carole sees data stream representing AC , both
on domain 1, . . . , N . Design a streaming algorithm to determine certain number of i’s with the largest

AP [i]
max 1,AC [i] .

Monika Henzinger and Jennifer Rexford posed this problem to me at various times. It has a strong
intuitive appeal: compare today’s data with yesterday’s and find the ones that changed the most. Certain
relative norms similar to this problem are provably hard [95].

5.2.2 Tree Method

This method applies nicely to the Time Series model. Here, we have a (typically balanced) tree atop the data
stream. As the updates come in, the leaves of the tree are revealed in the left to right order. In particular,
the path from the root to the most currently seen item is the right boundary of the tree we have seen. We
maintain small space data structure on the portion of the tree seen thus far, typically, some storage per level;
this can be updated as the leaves get revealed by updating along the right boundary. This overall algorithmic
scheme finds many applications:

• Computing the B largest Haar wavelet coefficients of a Time Series data stream [97].

• Building a histogram on the Time Series data stream [98]. This also has applications to finding certain
outliers called the deviants [105].

• Building a parse tree atop the Time Series data stream seen as a string [81]. This has applications
to estimating string edit distances as well as estimating size of the smallest grammar to encode the
string.

Here is a problem of similar ilk, but it needs new ideas.

Problem 6 Given a signal of size N as a Time Series data stream and parameters B and k, the goal is
to find k points (deviants) to remove so that finding the B largest coefficients for the remaining signal has
smallest sum squared error. This is the wavelet version of the problem studied in [99].

There are other applications, where the tree hierarchy is imposed as an artifact of the problem solving
approach. The k-means algorithm on the data stream [100] can be seen as a tree method: building clusters
on points, building higher level clusters on their representatives, and so on up the tree.

Finally, I will speculate that Yair Bartal’s fundamental result of embedding arbitrary metrics into tree
metrics will find applications in data streams context, by reducing difficult problems to ones where the tree
method can be applied effectively.
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5.2.3 Robust Approximation

This concept is a variation on the local minima/maxima, but suited for approximations. Consider construct-
ing a near-optimal B bucket histogram for the signal. An approximation H to the optimal histogram H$

is called robust if it has the property that when refined further with a few buckets, the resulting histogram
is only a little better than H itself as an approximation to H$. This is a powerful concept for constructing
histograms: to get a B bucket optimal histogram, we first pull out a poly(B, log N) bucket histogram that is
robust and then cull a B bucket histogram from it appropriately which is provably 1 + $ approximate. The
details are in [93]. We suspect that robust approximations will find many applications.

In a recent result [101] on an improved algorithm for the k-median problem on data streams, in the first
phase, a O(k polylog(n)) facility solution is obtain from which the algorithm culls the k facilities which is
provably 1+ $ accurate. This is reminiscent of robust approximation, but there is a technical distinction: the
O(k polylog(n)) facility solution does not seem to have the robustness property.

5.2.4 Exponential Histograms

To algorithms designers, it is natural to think of exponential histograms—dividing a line into regions with
boundaries at distance 2i from one end or keep dividers after points of rank 2i—when one is restricted to use
a polylog space data structure. This technique has been used in one dimensional nearest neighbor problems
and facility location [46], maintaining statistics within a window [36], and from a certain perspective, for
estimating the number of distinct items [34]. It is a simple and natural strategy which is likely to get used
seamlessly in data stream algorithms.

5.3 Lower Bounds

A powerful theory of lower bounds is emerging for data stream models.

• Compressibility argument.
In Section 1.2 there is an example. One argues that if we have already seen a portion S of the data
stream and have stored a data structure D on S for solving a problem P , then we can design the
subsequent portion of the stream such that solving P on the whole stream will help us recover S
precisely from D. Since not every S can be compressed into small space D, the lower bound on size
of D will follow.

• Communication Complexity.
Communication complexity models have been used to establish lower bounds for data stream prob-
lems. In particular, see [1]. Estimating set disjointness is a classical, hard problem in Communication
Complexity that underlies the difficulty in estimating some of the basic statistics on data streams.
See [102] for a few different communication models in distributed stream settings.

• Reduction.
One reduces problems to known hard ones. Several such results are known. See [95] for some
examples.

An information-based approach to data stream lower bounds is in [103].

5.4 Summary and Data Stream Principles

The algorithmic ideas above have proved powerful for solving a variety of problems in data streams. On
the other hand, using the lower bound technology, it follows that many of these problems—finding most
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Figure 1: Decay of SSE of top wavelet coefficients on IP data.

frequent items, finding small error histograms, clustering, etc.—have versions that are provably hard to
solve exactly or even to approximate on data streams. However, what makes us successful in solving these
problems is that in real life, there are two main principles that seem to hold in data stream applications.

• Signals in real life have “few good terms” property.
Real life signals A[0 · · ·N " 1] have a small number B of coefficients that capture most of the trends
in A even if N is large. For example, Figure 1 shows the sum squared error in reconstructing a
distribution with B highest coefficients for various values of B, and two different distributions: the
number of bytes of traffic involving an IP address as the source and as the destination. So, here
N = 232, total number of IP addresses possible. Still, with B = 800 or so, we get the error to drop by
more than 50%. For capturing major trends in the IP traffic, few hundred coefficients prove adequate.
In IP traffic, few flows send large fraction of the traffic [3]. That is, of the 264 possible (src, dest) IP
flows, if one is interested in heavy hitters, one is usually focused on a small number (few hundreds?)
of flows. This means that one is typically interested in tracking k most frequent items, for small k,
even if N is large in A.
This phenomenon arises in other problems as well: one is typically interested in small number k of
facilities or clusters, etc.

• During unusual events in data streams, exceptions are significantly large.
The number of rare flows—flows involving a small number of packets—and the number of distinct
flows is significantly large during network attacks.
When there are data quality problems in data streams—say an interface is polled more often than
expected—the problem is abundant, eg., the number of polls may be far more than expected.

These two principles are used implicitly in designing many of the useful data stream algorithms. Applied
algorithmicists need to keep these principles in mind while abstracting the appropriate problems to study.
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6 Streaming Systems
There are systems that (will) process data streams. I think of them in three categories.

First, is the hands-on systems approach to data streams. One uses operating system support to capture
streams, and perhaps use special hooks in standard programming languages like C to get additional facility
in manipulating streams. The work at AT&T Research on Call Detail Records analysis falls in this category;
Hancock [67] is a special-purpose language. Researchers like Andrew Moore [124] work in this framework,
and quite successfully process large data sets. Ultimately however, I do not know of such work that processes
data at the stream rate generated by IP network routers.

Second, there are systems that let a high performance database process updates using standard technol-
ogy like bulk loading, or fast transaction support. Then one builds applications atop the database. IPSO-
FACTO [57] is such a system that lets Daytona database handle SNMP log updates and provides application
level support for visualizing and correlating traffic patterns on links between IP routers. This works well
for SNMP logs and is used on production quality datafeed, but will be highly stressed for packet or flow
logs. Bellman [66] which monitors data quality problems in databases takes this approach as well, capturing
transactions from a generic database and performing statistical analysis on relationships between attributes
in various database tables. It needs further work to scale to large transaction rates.

Finally, there are database systems where the internals are directly modified to deal with data streams.
This is an active research area that involves new stream operators, SQL extensions, novel optimization tech-
niques, scheduling methods, the continuous query paradigm, etc., the entire suite of developments needed
for a data stream management system (DSMS). Projects at various universities of this type include Nia-
garaCQ [70], Aurora [72], Telegraph [73], Stanford Stream [71] etc. They seem to be under development,
and demos are being made at conferences (see SIGMOD 2003). Another system I know of in this category
is Gigascope [74] which is operationally deployed in an IP network. It does deal with stream rates generated
in IP networks, but at this point, it provides only features geared towards IP network data analysis. It is not
yet suitable for general purpose data stream management for a variety of data streams.

One of the outstanding questions with designing and building DSMSs is whether there is a need. One
needs multiple applications, a well-defined notion of stream common to these applications, and powerful
operators useful across applications in order to justify the effort needed to actualize DSMSs. At this fledgling
point, the IP network traffic monitoring is a somewhat well developed application. But more work needs to
be done—in applications like text and spatial data stream scenarios—to bolster the need for DSMSs.

To what extent have the algorithmic ideas been incorporated into the emerging streaming systems?
Both Bellman and IPSOFACTO use some of the approximation algorithms including sampling and random
projections. Most of the systems in the third category have hooks for sampling. There is discussion of
testing random projection based estimations using Gigascope, and reason to believe that simple, random
projections technique will be useful in other systems too.

7 New Directions
This section presents some results and areas that did not get included above. The discussion will reveal
open directions and problems: these are not polished gems, they are uncut ideas. Sampath Kannan has an
interesting talk on open problems in streaming [17].

7.1 Related Areas

In spirit and techniques, data streaming area seems related to the following areas.
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• PAC learning: In [47] authors studied sampling algorithms for clustering in the context of PAC learn-
ing. More detailed comparison needs to be done for other problems such as learning fourier or wavelet
spectrum of distributions between streaming solutions and PAC learning methods.

• Online algorithms: Data stream algorithms have an online component where input is revealed in steps,
but they have resource constraints that are not typically incorporated in competitive analysis of online
algorithms.

• Property testing: This area focuses typically on sublinear time algorithms for testing objects and
separating them based on whether they are far from having a desired property, or not. Check out
Ronitt Rubinfeld’s talk on what can be done in sublinear time [123]. Typically these results focus on
sampling and processing only sublinear amount of data. As mentioned earlier, sampling algorithms
can be simulated by streaming algorithms, and one can do more in streaming models.

• Markov methods. Some data streams may be thought of as intermixed states of multiple markov
chains. Thus we have to reason about maximum likelihood separation of the markov chains [49],
reasoning about individual chains [48], etc. under resource constraints of data streams. This outlook
needs to be developed a lot further.

7.2 Functional Approximation Theory

One of the central problems of modern mathematical approximation theory is to approximate functions
concisely, with elements from a large candidate set D called a dictionary; D = {'i}i#I of unit vectors that
span RN . Our input is a signal A % RN . A representation R of B terms for input A % RN is a linear
combination of dictionary elements,R =

"
i#! &i'i, for 'i % D and some ", |"| $ B. Typically, B ) N ,

so that R is a concise approximation to signal A. The error of the representation indicates by how well it
approximates A, and is given by *A" R*2 =

'"
t |A[t] " R[t]|2. The problem is to find the best B-term

representation, i.e., find aR that minimizes *A" R*2. I will only focus on the L2 error here. A signal has
aR with error zero if B = N since D spans RN .

Many of us are familiar with a special case of this problem if the dictionary is a Fourier basis, i.e., 'i’s
are appropriate trigonometric functions. Haar wavelets comprise another special case. Both these special
cases are examples of orthonormal dictionaries: ||'i|| = 1 and 'i + 'j . In this case, |D| = N . For
orthonormal dictionaries when B = N , Parseval’s theorem holds:

!

i

A[i]2 =
!

i

&2
i .

For B < N , Parseval’s theorem implies that the best B term representation comprises the B largest inner
product | ,A,'- | over ' % D.

In functional approximation theory, we are interested in larger—redundant—dictionaries, so called be-
cause when D > N , input signals have two or more distinct zero-error representation using D. Different
applications have different natural dictionaries that best represent the class of input signals they generate.
There is a tradeoff between the dictionary size and the quality of representation when dictionary is properly
chosen. Choosing appropriate dictionary for an application is an art. So, the problem of determining an
approximate representation for signals needs to be studied with different redundant dictionaries.

There are two directions: studying specific dictionaries derived from applications or studying the prob-
lem for an arbitrary dictionary so as to be completely general.
Studying specific dictionaries. One specific dictionary of interest is Wavelet Packets. Let W0(x) = 1 for
0 $ x < 1. DefineW1,W2, . . . as follows.

W2n(x) = Wn(2x) " Wn(2x " 1)
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W2n+1(x) = Wn(2x) " Wn(2x " 1)

Wavelet packets comprises vectors defined by wj,n,k(x) = 2j/2Wn(2jx " k) for different values of j, n, k.
They are richer than the well known Haar wavelets, and hence potentially give better compression. As
before, the problem is to represent any given function A as a linear combination of B vectors from the
wavelet packets. Two such vectors w and w& are not necessarily orthogonal, hence merely choosing the B
largest | ,A, wj,n,k- |’s.

A gem of a result on this problem is in [80]: the author proves that the best representation ofA using B
terms can be obtained using O(B2 log n) orthogonal terms. (Representing signals using orthogonal wavelet
packet vectors is doable.) Presumably this result can be improved by allowing some approximation to the
best B term representation.

Problem 7 There are a number of other special dictionaries of interest—beamlets, curvelets, ridgelets,
segmentlets, etc.—each suitable for classes of applications. Design efficient algorithms to approximate the
best representation of a given function using these dictionaries.

Studying general dictionaries. A paper that seems to have escaped the attention of approximation theory
researchers is [63] which proves the general problem to be NP-Hard. This was reproved in [60]. In addi-
tion, [63] contained the following very nice result. Say to obtain a representation with error $ one needs
B($) terms. LetD be the N . |D|matrix obtained by having 'i as the ith column for each i. LetD+ be the
pseudoinverse of D. (The pseudoinverse is a generalization of the inverse and exists for any (m,n) matrix.
If m > n and A has full rank n, then A+ = (AT A)!1AT .) The author in [63] presents a greedy algorithm
that finds a representation with error no more than $ but using

O(B($/2)||D+||22 log(||A||2))

terms. [63] deserves to be revived: many open problems remain.

Problem 8 Improve [63] to use fewer terms, perhaps by relaxing the error achieved. Is there a nontrivial
non-greedy algorithm for this problem?

Problem 9 A technical problem is as follows: The algorithm in [63] takes |D| time for each step of the
greedy algorithm. Using dictionary preprocessing, design a faster algorithm for finding an approximate
representation for a given signal using the greedy algorithm. This is likely to be not difficult: instead of
finding the “best”, find the “near-best” in each greedy step and prove that the overall approximation does
not degrade significantly.

Both these questions have been addressed for a fairly general (but not fully general) dictionaries. Dic-
tionary D has coherence µ if *'i* = 1 for all i and for all distinct i and j, | ,'i,'j- | $ µ. (For orthogonal
dictionaries, µ = 0. Thus coherence is a generalization.) Nearly exponentially sized dictionaries can be
generated with small coherence. For dictionaries with small coherence, good approximation algorithms
have been shown:

Theorem 10 [64] Fix a dictionary D with coherence µ. Let A be a signal and suppose it has a B-term
representation over D with error *A" Ropt* = (, where B < 1/(32µ). Then, in iterations polynomial in
B, we can find a representation with error at most

'
(1 + 2064µB2)(.

This line of research is just being developed; see [68] for new developments.
Further in [64], authors used approximate nearest neighbor algorithms to implement the iterations in

Theorem 10 efficiently, and proved that approximate implementation of the iterations does not degrade the
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error estimates significantly. I think this is a powerful framework, and efficient algorithms for other problems
in Functional Approximation Theory will use this framework in the future. Recently, Ingrid Daubechies
spoke some of these results at the AMS-MAA joint meetings [69].

Functional approximation theory has in general focused on characterizing the class of functions for
which error has a certain decay as N ( /. See [62] and [61] for many such problems. But from an
algorithmicists point of view, the nature of problems I discussed above are more clearly more appealing.
This is a wonderful area for new algorithmic research; a starting recipe is to study [62] and [61], formulate
algorithmic problems, and to solve them.

Let me propose two further, out-there directions: Can we design new wavelets based on general two
dimensional tiling (current wavelet definitions rely on rather restricted set of two dimensional tiling)? Can
we design new wavelets based on the 2 " 3 tree decomposition a la ESP in [81]? In both cases, this gives
vectors in the dictionary defined over intervals that are not just dyadic as in Haar wavelets. Exploring
the directions means finding if there are classes of functions that are represented compactly using these
dictionaries, and how to efficiently find such representations.

7.3 Data Structures

Many of us have heard of the puzzle that leaves Paul at some position in a singly linked list, and he needs
to determine if the list has a loop. He can only remember O(log n) bits, where n is the number of items
in the list. The puzzle is a small space exploration of a list, and has been generalized to arbitrary graphs
even [22]. One of the solutions relies on leaving a “finger” behind, doing 2i step exploration from the finger
each i, i = 1, . . .; the finger is advanced after each iteration. This puzzle has the flavor of finger search trees
where the goal is to leave certain auxiliary pointers in the data structure so that a search for an item helps
the subsequent search. Finger search trees is a rich area of research. Richard Cole’s work on dynamic finger
conjecture for splay trees is an example of deep problems to be found [21].

Recently, a nice result has appeared [20]. The authors construct O(log n) space finger structure for an
n node balanced search tree which can be maintained under insertions and deletions; searching for item of
rank j after an item of rank i only takes O(log |j " i|) time. (Modulo some exceptions, most finger search
data structures prior to this work needed #(n)) bits.) I think of this as a streaming result. I believe and hope
this result will generate more insights into streaming data structures. In particular, two immediate directions
are to extend these results to external memory or to geometric data structures such as segment trees, with
appropriate formalization, of course.

Let me present a specific data structural traversal problem.

Problem 11 We have a graph G = (V,E) and a memory M , initially empty. Vertices have to be explicitly
loaded into memory M ; at most k vertices may reside in M at any time. We say an edge (vi, vj) % E is
evaluated when both vi and vj are in the memoryM at the same time. What is the minimum number of loads
needed to evaluate all the edges of the graph G?

For k = 2, a caterpillar graph can be loaded optimally easily. For k = 3, Fan Chung pointed out that
the dual of the graph obtained by looking at triangles of G may have certain structure for it to be loaded
optimally. I think this problem arises in query optimization for tertiary databases from Sunita Sarawagi’s
thesis work.

7.4 Computational Geometry

Computational Geometry is a rich area. Problems in computational geometry arise because there are
applications—earth observations for example—that naturally generate spatial data streams and spatial queries.
Also, they arise implicitly in modeling other real life scenarios. For example, flows in IP networks may be
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thought of intervals [state time, end time], text documents get mapped to high dimensional vector spaces,
etc.

Consider the problem of estimating the diameter of points presented on a data stream. Two results are
interesting.

Indyk considers this problem in the cash register model where points in d dimensions arrive over time.
His algorithm uses O(dn1/(c2!1)) space and compute time per item and produces c-approximation to the
diameter, for c >

0
2. The algorithm is natural. Choose l random vectors v1, . . . , vl and for each vi, maintain

the two points with largest and smallest vip over all point p’s. For sufficiently large l, computing diameter
amongst these points will give a c-approximation.

For d = 2, a better algorithm is known. Take any point in the stream as the center and draw sectors
centered on that point of appropriate angular width. Within each sector, we can keep the farthest point from
the center. Then diameter can be estimated from the arcs given by these points. One gets an $-approximation
to the diameter with O(1/$) space and O(log(1/$)) compute time per inserted point [45].

I know of other results in progress, so more computational geometry problems will get solved in the data
stream model in the near future.

Let me add a couple of notes. First, in small dimensional applications like d = 2 or 3, keeping certain
radial histograms, i.e., histograms that emanate in sectors from centers and use bucketing within sectors,
will find many applications. This needs to be explored. Second, I do not know of many nontrivial results for
the computational geometry problems in the Turnstile model. To understand the challenge, consider points
on a line being inserted and deleted, all insertions and deletions coming only at the right end (the minimum
point is fixed). Maintaining the diameter reduces to maintaining the maximum value of the points which
is impossible with o(n) space when points may be arbitrarily scattered. Instead, let me say the points are
in the range 1 · · ·R: then, using O(log R) space, we can approximate the maximum to 1 + $ factor. This
may be an approach we want to adopt in general, i.e., have a bounding box around the objects and using
resources polylog in the area of the bounding box (or in terms of the ratio of min to the max projections of
points along suitable set of lines). Finally:

Problem 12 (Facility location) Say Paul tracks n potential sites on the plane. Carole continuously either
adds new client points or removes an existing client point from the plane. Paul can use space n polylog(n),
but only o(m), preferably polylog(m), wherem is the total number of points at any time. Solve the k-means
or k-medians facility location problem on the set of n sites.

This problem arises in a study of sensors on highways [46].

7.5 Graph Theory

The graph connectivity problem plays an important role in log space complexity. See [41] for some de-
tails. However, hardly any graph problem has been studied in the data stream model where (poly)log space
requirement comes with other constraints.

In [42], authors studied the problem of counting the number of triangles in the cash register model.
Graph G = (V,E) is presented as a series of edges (u, v) % E in no particular order. The problem is to
estimate the number of triples (u, v, w) with an edge between each pair of vertices. Let Ti, = 0, 1, 2, 3,
be the number of triples with i total edges between the pairs of vertices. Consider the signal A over the
triples (u, v, w), u, v, w % V , where A[(u, v, w)] is the number of edges in the triple (u, v, w). Let Fi ="

(u,v,w)(A[(u, v, w)])i . It is simple to observe that
(

)*
F0

F1

F2

+

,- =

(

)*
1 1 1
1 2 3
1 4 9

+

,- .

(

)*
T0

T1

T2

+

,-

23



Solving, T3 = F0 " 1.5F1 + 0.5F2. Now, F1 can be computed precisely. But F0 and F2 can only be
approximated. This needs a trick of considering the domain of the signal in a specific order so that each
item in the data stream, ie., an edge, entails updating a constant number of intervals in the signal. Using
appropriate rangesum variables, this can be done efficiently, so we find a use for the rangesum variables
from Section 5.1. As a result T3 can be approximated. In fact, this method works in the Turnstile model as
well even though the authors in [42] did not explicitly study it.

The general problem that is interesting is to count other subgraphs, say constant sized ones. Certain
small subgraphs appear in web graphs intriguingly [43], and estimating their number may provide insights
into the web graph structure. Web crawlers spew nodes of the web graph in data streams. So, it is a nicely
motivated application.

Many graph problems need to be explored in data stream models. But they appear to be difficult in
general. One has to find novel motivations and nifty variations of the basic graph problems.

Let me propose a direction.

Problem 13 Consider the semi-streaming model, ie., one in which we have space to store vertices, say
O(|V |polylog(|V |) bits, but not enough to store the edges. So we have o(|E|) bits. Solve interesting (in
particular, dense) graph problems in this model.

7.6 Databases

Databases research has considered streaming extensively, far too much to be summarized here. I will high-
light a few interesting directions.

Consider approximate query processing.

Problem 14 Consider a signal A where A[i] is a subset of 1, · · ·U . Each query is a range query [i..j] for
which the response is |

.
i"k"j A[k]|. Build a histogram of B buckets that is “optimal” for this task. First

consider a static A and later streaming signals.

A lot has to be formalized in the problem above (See [79] for some related details). Histograms have
been studied extensively in Statistics and find many applications in commercial databases. In general they
study signals where A[i] is the number of tuples in a database with value i. Instead, if we interpret A[i] as
the set of pages that contain tuples with value i, histogram described in the problem above is relevant. To
those with the background, I can say, this is an attempt at modeling the page selectivity of queries.

A somewhat related problem concerns multidimensional signals.

Problem 15 Consider two dimensional signal At[i][j], i, j % [1..n]. Design algorithms for building (near)
optimal two dimensional histogram with B partitions.

Readers should not think of this as a straightforward generalization of one dimensional problem to
multiple dimensions. The problem is, but the details are quite different. There are many ways to partition two
dimensional arrays. While one dimensional problem is polynomial time solvable, two dimensional problems
are NP-hard for most partitions. Further, as I argued earlier, even if one-dimensional domains are small
enough to fit in to given memory, streaming algorithms may well be appropriate for the multidimensional
version.

In [75], authors proposed efficient approximation algorithms for a variety of two dimensional histograms
for a static signal. Some preliminary results were presented in [76] for the streaming case: specifically, the
authors proposed a polylog space, 1+$ approximation algorithm usingO(B log N) partitions, taking #(N2)
time. Using the ideas in [75] and robustness, I believe that a truly streaming algorithm can be obtained, i.e.,
one that is a B partitions, 1 + $ approximation using both polylog space as well as polylog time, but details
will be published soon.
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Both the questions above are rather technical. From a database point of view, there are many conceptual
questions to be resolved: How to scale continuous queries, how to develop a notion of stream operator that
is composable so complex stream queries can be expressed and managed, etc. Let me propose a direction
that is likely to be interesting.

Problem 16 What is an approximation for a Stream In, Stream Out (SISO) query? Can one develop a
theory of rate of input stream and rate of output stream for various SISO queries? Both probabilistic and
adversial rate theories are of relevance.

7.7 Hardware

An important question in data streaming is how to deal with the rate of updates. Ultimately, the rate of
updates may be so high that it is not feasible to capture them on storage media, or to process them in
software. Hardware solutions may be needed where updates, as they are generated, are fed to hardware
units for per-item processing. This has been explored in the networking context for a variety of per-packet
processing tasks (see eg. [5]) previously, but more needs to be done. There is commercial potential in such
hardware machines. Consider:

Problem 17 Develop hardware implementation of the inner product based algorithms described in Sec-
tion 5 for various data stream analyses.

Here is a related topic. The trend in graphics hardware is to provide a programmable pipeline. Thus,
graphics hardware that will be found in computing systems may be thought of as implementing a stream
processing programming model. Tasks will be accomplished in multiple passes through a highly parallel
stream processing machine with certain limitations on what instructions can be performed on each item at
each pixel in each pass. See [38] for an example, [39] for a suitable model, and [82] for stream-related
results. Generic graphics hardware may not be suitable for processing data streams coming in at a high rate,
but stream algorithms may find applications in using graphics hardware as a computing platform for solving
problems. Lot remains to be explored here; see overview [40].

7.8 Streaming Models

Models make or mar an area of foundational study. We have a thriving set of streaming models already, but
some more are likely, and are needed.

7.8.1 Permutation Streaming

This is a special case of the cash register model in which items do not repeat. That is, the input stream is a
permutation of some set, and items may arrive in a unordered way. (This fits Paul’s avocation of permuting
from Section 1.1.)

A number of problems have already been studied in this model. In [37], authors studied how to estimate
various permutation edit distances. The problem of estimating the number of inversions in a permutation
was studied in [33]. Here is an outline of a simple algorithm to estimate the number of inversions [31]. Let
At is the indicator array of the seen items before seeing the tth item, and It be the number of inversions so
far. Say the tth item is i. Then

It+1 = It + |{j | j > i & At[j] = 1}|.

The authors in [31] show how to estimate |{j | j > i & At[j] = 1}| for any i, up to 1 + $ accuracy
using exponentially separated quantiles. They use randomization, and an elegant idea of oversampling (and
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retaining certain smallest number of them) for identifying the exponentially separated quantiles. An open
problem here is what is the best we can do deterministically, or in the Turnstile model.

A deeper question is whether there is a compelling motivation to study this model, or the specific prob-
lems. There is some theoretical justification: permutations are special cases of sequences and studying
permutation edit distance may well shed light on the notoriously hard problem of estimating the edit dis-
tance between strings. However, I have not been able to find an overwhelming inspiration for these problems
and this model. Yet, here is a related problem that does arise in practice.

Problem 18 Each TCP flow comprises multiple consecutively numbered packets. We see the packets of the
various flows in the Cash Register model. Packets get transmitted out of order because of retransmissions in
presence of errors, ie., packets may repeat in the stream. Estimate the number of flows that have (significant
number of) out of order packets at any time. Space used should be smaller than the number of distinct TCP
flows.

7.8.2 Windowed Streaming

It is natural to imagine that the recent past in a data stream is more significant than distant past. How to
modify the streaming models to reemphasize the data from recent past? There are currently two approaches.

First is combinatorial. Here, one specifies a window size w, and explicitly focuses only on the most
recent stream of size w, i.e., at time t, only consider updates at!w+1, . . . , at. Items outside this window
fall out of consideration for analysis, as the window slides over time. The difficulty of course is that we can
not store the entire window, only o(w), or typically only o(polylog(w)) bits are allowed. This model was
proposed in [36] and is natural, but it is somewhat synthetic to put a hard bound of w on the window size,
for example, irrespective of the rate of arrival of the stream.

The other model is telescopic. Here, one considers the signal as fixed size blocks of size w and )-ages
the signal. Let Ai represent the signal from block i. We (inductively) maintain *i as the meta-signal after
seeing i blocks. When the i + 1th block is seen, we obtain

*i+1 = (1 " )i+1)*i + )i+1"i+1.

If we unravel the inductive definition, we can see that the signal from a block affects the meta-signal expo-
nentially less as new blocks get seen. This model has certain linear algebraic appeal, and it also leverages
the notion of blocks that is inherent in many real life data streams. The original suggestion is in [32] where
the block amounted to a days worth of data, and )i’s were kept mostly fixed. The drawback of this model
is clearly that it is difficult to interpret the results in this model in an intuitive manner. For example, if we
computed the rangesum of the metasignal *i[a · · · b], what does the estimate mean for the data stream at any
given time?

Let me propose another natural model, a hierarchical block model, described by Divesh Srivastava.
Informally, we would like to analyze the signal for the current day at the granularity of a few minutes,
the past week at the granularity of hours, the past month at the granularity of days, the past year at the
granularity of weeks, etc. That is, there is a natural hierarchy in many of the data streams, and we can
study the signals at progressively higher level of aggregation as we look back in to the past. There are very
interesting research issues here, in particular, how to allocate a fixed amount of space one has amongst the
different signal granularities, etc. that is being investigated now.

7.8.3 Synchronized Streaming

A puzzle, due to Howard Bergerson, is as follows. Imagine the first one thousand vigintillion minus one
natural numbers arranged in two lists, one in numerical order and the other in lexicographic order. How
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many (if any) numbers have their positions same in both lists? There is nothing special about vigintillion,
any n will do.

This has a Paul-Carole North American version. Carole counts up 1, . . . , n. Paul counts too, but in
permuted order given by the lexicographic position of numbers when written in English. For example, if
n = 4, Carole goes 1, 2, 3, 4 but Paul goes Four,One,Three,Two. Both count in lock step. When, if
ever, do they say “Jinx!”?

Answer of course depends on n, and not by a formula. See [116] for some answers.
This puzzle contains the elements of what I call the synchronized streaming model. Say we wish to

compute a function on two signals A1 and A2 given by a data stream. All updates to both the signals are
simultaneous and identical except possibly for the update values. That is, if the tth item in the data stream
that specifies A1 is (i, C1(i)), then the tth item in the data stream that specifies A1 is (i, C2(i)), too. Both
these updates are seen one after the other in the data stream. Our goal as before is to compute various
functions of interest on A1 and A2 satisfying the desiderata of streaming algorithms.

In the synchronized streaming model, one can do whatever can be done in the generic streaming model
in which one of the signals is presented before the other, or the tth updates of the two signals are arbitrarily
separated. The interest is if synchronized model can accomplish more. We believe that to be the case. For
example, if the two signals are two strings read left to right in synchronized streaming, one can estimate if
their edit distance if at most k, using O(k) space. In contrast, this is difficult to do in a generic streaming
model. Synchronized streaming is quite natural; more research is needed on this model.

7.9 Data Stream Quality Monitoring.

Any engineer having field experience with data sets will confirm that one of the difficult problems in reality
is dealing with poor quality data. Data sets have missing values, repeated values, default values in place
of legitimate ones, etc. Researchers study ways to detect such problems (data quality detection) and fixing
them (data cleaning). This is a large area of research, see the book [77].

In traditional view of databases, one sets integrity constraints and any violation is considered a data
quality problem and exceptions are raised. Bad quality data (eg., age of a person being more than 200) is
never loaded into the database. This is a suitable paradigm for databases that are manually updated by an
operator.

In emerging data streams, data quality problems are likely to be manifold. For example, in network
databases, data quality problems have to do with missing polls, double polls, irregular polls, disparate traffic
at two ends of a link due to unsynchronized measurements, out of order values, etc. Now it is unrealistic
to set integrity constraints and stop processing a high speed data feed for each such violation; furthermore,
appearance of such problems in the feed might by itself indicate an abnormal network phenomena and
cleaning it off in the database may hide valuable evidence for detecting such phenomena. Developing
algorithms to detect one data quality problem after another is simply not a scalable or graceful approach,
one needs a different principled approach.

I am a believer in data quality monitoring tools. They operate as database applications, monitoring its
state by measuring statistics: strong deviation from expected statistics may be projected as a ping for the
database administrator or the user to react to. To be useful, the tool has to be configured to monitor most
suitable statistics and thresholds need to be set to release suitable number of pings while suppressing false
alarms. This is an engineering challenge. There are many ways the database and users may deal with these
pings: writing their queries in an informed way is my choice. See [78] for related discussions.

Bellman [66] is such a tool for traditional database systems; it monitors the structure in the database
tables using various statistics on the value distribution in the tables. PACMAN [78] is another tool; it uses
probabilistic, approximate constraints (PACs) to monitor SNMP data streams and works operationally for
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a large ISP. PACs are also a principled way to determine what are data quality problems. More needs to be
done.

In general, our communities have approached data quality problems as “details” and dealt with indi-
vidual problems as the need arises. (In Computational Biology for example, one deals with noisy data by
redefining a particular problem.) I think there is a need to develop more principled methods—theory and
systems—for dealing with poor quality data.

Here is a specific technical problem not restricted to streams.

Problem 19 Given a set S of strings s1, . . . , sn and set T of strings t1, . . . , tn, find a matching (ie., one-
to-one mapping) f : S ( T such that

"
i d(si, f(si)) is (approximately) minimized. Let d(x, y) be the

edit distance between strings x and y. This problem can be done by computing d(si, tj) for all pairs i, j
and finding min cost matching, but the goal is to get a substantially subquadratic (say near linear) time
approximate algorithm. The underlying scenario is S and T are identical lists of names of people, but with
some errors; f is our posited (likely) mapping of names of people in one list to the other.

7.10 Fish-eye View

Let me do a fish-eye view of other areas where streaming problems abound. The discussion will be elliptical:
if you mull over these discussions, you can formulate interesting technical open problems.

7.10.1 Linear Algebra

Many matrix functions need to be approximated in data stream model. Let me propose a specific problem.

Problem 20 Given a matrix A[1 · · · n, 1 · · · n] in the Turnstile Model (i.e., via updates to A), find an ap-
proximation to the best k-rank representation to At at any time t. More precisely, find D$ such that

||At " D$|| $ f( min
D, rank(D)"k

||At " D||)

using suitable norm ||.|| and function f .

Similar result has been proved in [51] using appropriate sampling for a fixedA, and recent progress is in [50]
for similar problem using a few passes, but there are no results in the Turnstile Model. A lot of interesting
technical issues lurk behind this problem. One may have to be innovative in seeking appropriate ||.|| and
f . Other linear algebraic functions are similarly of interest: estimating eigenvalues, determinants, inverses,
matrix multiplication, etc.

7.10.2 Statistics

We saw how to estimate simple statistical parameters on data streams. We need vastly more sophisticated
statistical analyses in data stream models, for example, kernel methods, scan statistics, kurtosis parameters,
data squashing, etc., the whole works. In statistics, researchers seem to refer to “recursive computing” which
resonates with the cash register model of computation. There is an inspiring article by Donoho [52] which is
a treasure-tove of statistical analyses of interest with massive data. Another resource is http://www.kernel-
machines.org/. Any of the problems from these resources will be interesting in data stream models. Let me
propose a general task:

Problem 21 Assume a model for the signal A and estimate its parameters using one of well known methods
such as regression fitting or maximum likelihood estimation, etc. on the data stream.
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7.10.3 Complexity Theory

Complexity theory has already had a profound impact on streaming. Space-bounded pseudorandom generators—
developed chiefly in the complexity theory community—play an important role in streaming algorithms. No
doubt more of the tools developed for small space computations will find applications in data streaming.

In a recent lunk talk with David Karger, the question arose whether quantum phenomenon can com-
press computations into much smaller space than conventional computations, i.e., quantum memory is more
plentiful than conventional memory.

Let me propose a question, which is likely to have been in researchers’ minds; Sivakumar has some
notes.

Problem 22 Characterize the complexity class given by a deterministic logspace verifier with one-way
access to the proof.

7.10.4 Privacy Preserving Data Mining

Peter Winkler gives an interesting talk on the result in [53] which is a delightful read. Paul and Carole each
have a secret name in mind, and the problem is for them to determine if their secrets are the same. If not,
neither should learn the other’s secret. The paper [53] presents many solutions, and attempts to formalize
the setting. (In particular, there are solutions that involve both Paul and Carole permuting the domain, and
those that involve small space pseudorandom generators.) Yao’s “two millionaires” problem [54] is related
in which Paul and Carole each have a secret number and the problem is to determine whose secret is larger
without revealing their secrets.

These problems show the challenge in the emerging area of privacy preserving data mining. We have
multiple databases (sets or multisets). Owners of these databases are willing to cooperate on a particular
data mining task such as determining if they have a common secret, say for security purposes or because it
is mandated. However, they are not willing to divulge their database contents in the process. This may be
due to regulatory or proprietary reasons. They need privacy preserving methods for data mining.

This is by now a well researched topic with positive results in very general settings [56]. However,
these protocols have high complexity. But there is a demand for efficient solutions, perhaps with provable
approximations, in practice. In [55] authors formalized the notion of approximate privacy preserving data
mining and presented some solutions, using techniques similar to ones we use in data stream algorithms.
Lot remains to be done.

The database community is researching general, efficient methods to make databases privacy-preserving.
Let me propose a basic problem.

Problem 23 Paul hasm secrets, and Carole has n secrets. Find an approximate, provably privacy-preserving
protocol to find the common secrets. As before, the unique secrets of Paul or Carole should not be revealed
to each other.

Other problems arise in the context of banking, medical databases or credit transactions. This gives new
problems, for example, building decision trees, detecting outliers, etc. For example:

Problem 24 Paul, Carole and others have a list of banking transactions (deposits, withdrawal, transfers,
wires etc.), each of their customers. Say the customers have common IDs across the lists. Design an
approximate, provably privacy-preserving protocol to find the “heavy hitters”, i.e., customers who executed
the largest amount in transactions in the combined list of all transactions.
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8 Concluding Remarks
In How Proust can Change Your Life, Alain de Botton wrote about “the All-England Summarise Proust
Competition hosted by Monty Python ... that required contestants to précis the seven volumes of Proust’s
work in fifteen seconds or less, and to deliver the results first in a swimsuit and then in evening dress.” I
have done something similar with data stream algorithms in what amounts to an academic 15 seconds sans
a change of clothes.

I think data streams are more than the topic de jour in Computer Science. Data sources that are massive,
automatic (scientific and atmospheric observations, telecommunication logs, text) data feeds with rapid
updates are here to stay. We need the TCS infrastructure to manage and process them. That presents
challenges to algorithms, databases, networking, systems and languages. Ultimately, that translates into new
questions and methods in Mathematics: approximation theory, statistics and probability. Newmindset—say,
seeking only the strong signals, working with distribution summaries—are needed, and that means a chance
to reexamine some of the fundamentals.

8.1 Data Stream Art

Trend or not, data streams are now Art.

• There are ambient orbs [121] dubbed “News that Glows” by the New York Times Magazine, Dec 15
2002, pages 104–105, that indicate fluctuations in Dow Jones Industrial Average using continuously
modulated glow. Clearly they are useful for more than vetting financial obsessions.

• Dangling String created by (wonderful techno-)artist Natalie Jeremijenko, is a live wire connected to
a Ethernet cable via a motor; traffic level in the cable is shown by the range of motions from the tiny
twitch to a wild whirl, with associated sounds [111].

• Mark Hansen and Ben Rubin have the Listening Post exhibit [114] at various locations including the
Brooklyn Academy of Music and the Whitney Museum of Contemporary Art in New York where
they convert the live text information in Internet chat rooms and message boards into light and sound,
described by NY Times as a “computer-generated opera”.

Besides being Art, ambient information displays like the ones above are typically seen as Calming Technol-
ogy [2]; they are also an attempt to transcode streaming data into a processible multi-sensory flow.

8.2 Short Data Stream History

Data stream algorithms as an active research agenda has emerged only over the past few years. The concept
of making few passes over the data for performing computations has been around since the early days of
Automata Theory. Making one or few passes for selection [8] or sorting [9] got early attention, but the area
seems to have evolved slowly. Computer architecture research has long considered data flow architectures
which may be thought of as an approach to data streaming, but the area did not address complex operations
on each data item.

There was a gem of a paper by Munro and Paterson [8] in 1980 that specifically defined multi-pass algo-
rithms and presented one pass algorithms and multi-pass lower bounds on approximately finding quantiles
of a signal.

In early 90’s, I remember Raghu Ramakrishnan of U. Wisconsin, Madison, asking me what I can do if
I was allowed to make only one pass over the data. Presumably others had this question in their mind too.
“Not much”, I told Raghu then, but that has changed in the past 6 years.
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Phil Gibbons and Yossi Matias at Bell Labs synthesized the idea of Synopsis Data Structures [59] that
specifically embodied the idea of small space, approximate solution to massive data set problems. The in-
fluential paper [1] used limited independence for small space simulation of sophisticated, one-pass norm
estimation algorithms. This is a great example of ideas that emerged from complexity-theoretic point of
view—pseudo random generators for space-bounded computations—getting applied to algorithmic prob-
lems that are motivated by emerging systems. The paper by Henzinger, Raghavan and Rajagoplan [10] for-
mulated one (and multiple) pass model of a data stream and presented a complexity-theoretic perspective;
this is also an insightful paper with several nuggets of observations some of which are yet to be developed.
Joan Feigenbaum, working with researchers at AT& T Research, identified, developed and articulated the
case for the network traffic data management as a data stream application. This was a great achievement
and it is now widely accepted as one of the (chief?) inspiring applications for the area. Significant work was
done at research labs—IBM Research and Bell Labs— and select universities about the same time.

Since these early developments, a lot has been done in Theoretical Computer Science community and in
others including programming languages, KDD, Databases, Networking, etc. Hancock, a special purpose C
based programming language that supports stream handling, got the best paper award in KDD 2000. There
is focus on decision trees on data streams in KDD community. Rajeev Motwani gave a thoughtful plenary
talk at PODS 2002 on data stream systems focusing on the fundamental challenges of building a general-
purpose data stream management system. The associated paper [11] is well worth reading, in particular,
for a database perspective. There have been tutorials in both SIGMOD and VLDB in year 2002. [107]
DIMACS gathered working groups on data streams. George Varghese addressed the problem of computing
at link speed in router line card and focused on simple data stream problems at a SIGCOMM 2002 tutorial.
Sprint Labs work on IP monitoring was presented at the SIGMETRICS 2002 tutorial [4]. Jiawei Han has
tutorials and talks on data mining problems in data streams [104].

The wonderful website [122] has a lot of information.

8.3 Perspectives

Doubtless more tutorials, workshops and other academic adventures will happen over time; the main point
is that data stream agenda now pervades many branches of Computer Science. Industry is in synch too:
several companies are promising to build special hardware to deal with incoming data at high speed. I
was at a National Academy of Sciences meeting recently [112], where data stream concerns emerged from
physicists, atmospheric scientists and statisticians, so it is spreading beyond Computer Science.

Unlike a lot of other topics we—algorithmicists—poured energy into, data streams is an already accepted
paradigm in many areas of CS and beyond.6 I think if we keep the spirit of stream data phenomenon in
mind, and be imaginative in seeking applications and models, potential for new problems, algorithms and
mathematics is considerable. I hope the perspective I have presented in this writeup helps you ideate.

I have mixed exposition with reflections. Thanks to the SODA 2003 PC for giving me the opportunity.
I have left out image, audio and video streams, XML streams, etc.

9 Acknowledgements
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6As a unexpected topping, data streams may be the vehicle that induces people outside theoretical computer science to accept
“approximation” as a necessary strategem and seek principled ways of approximating computations, an acceptance that is far from
being universal now.
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AbstractAgainst an adaptive adversary, we show that the power of ran-domization in online algorithms is severely limited! We prove theexistence of an e�cient \simulation" of randomized online algorithmsby deterministic ones, which is best possible in general.The proof of the upper bound is existential. We deal with the issueof computing the e�cient deterministic algorithm, and show that thisis possible in very general cases.



1 Introduction and Overview of ResultsBeginning with the work of Sleator and Tarjan [17], there has recently beena development of what might be called a Theory of Online Algorithms. Theparticular algorithmic problems analyzed in the Sleator and Tarjan paper are\list searching" and \paging", both well studied problems. But the noveltyof their paper lies in a new measure of performance, later to be called the\competitive ratio", for online algorithms. This new approach, called \com-petitive analysis" in Karlin, Manasse, Rudolph and Sleator [11], seems tohave �rst been motivated by earlier attempts to understand the behaviour ofso-called self organizing or self adjusting data structures. But as evident inthe discussion provided by Karlin, et al [11] the issue transcends particularproblems in data structures or paging.Briey stated, competitive analysis attempts to �nesse the issue of whatrequest sequences are likely in such environments (ie. average case analysisbut one that has to account for distributions that reect phenomena suchas \locality of reference") by taking the following pessimistic approach inanalyzing the performance of an online algorithm: an online algorithm is goodonly if its performance on any sequence of requests is within some (desired)factor of the performance of the optimal o�ine algorithm. In particular, agood algorithm would certainly perform well in the presence of an unknowndistribution.Following these studies of speci�c algorithmic problems, Borodin, Linialand Saks [3] gave an abstract formulation (called task systems) and a formalde�nition for the study of this new measure. Manasse, McGeoch and Sleator[12] introduced another abstract formulation, called K-server problems. Inboth the task system and K-server models, an online player is presentedwith a sequence of requests which must be satis�ed by choosing amongst anallowable set of moves, each move having some nonnegative cost. (Raghavanand Snir [16] call these \games with moving costs".)We present a more general framework for studying online algorithms |the request-answer games. In such a game an adversary again makes a se-quence of requests, which are served (answered) one at a time by the onlinealgorithm. The added generality is that now an arbitrary real valued function3



determines the cost of any sequence of requests and answers. This frame-work includes previous ones (e.g. K-server games [12] and task systems [3])as special cases.An online algorithm is called c-competitive if cost(algorithm) �c�cost(adversary) + O(1), for every possible request sequence that is gen-erated.The Borodin, Linial and Saks [3] and Manasse, McGeoch and Sleator [12]papers primarily dealt with deterministic online algorithms, in which casethe de�nition of being c-competitive is a rather routine matter. However,it was soon realized (see Borodin, Linial and Saks [2], Raghavan and Snir[15], Fiat et al [7]) that randomization could possibly o�er the online playersigni�cantly more power; or perhaps one should say that the adversary nowhas relatively less power since the moves of the online player are no longercertain. In the case of randomized online algorithms, costs are taken tobe expected values of the associated random variables and the de�nition ofcompetitiveness becomes a more subtle issue, depending primarily on thenature of the adversary.The related results of Borodin, Linial and Saks [2] and Fiat et al [7]assume an oblivious adversary (following the terminology to be adopted hereand in the revised version of Raghavan and Snir [16]).Oblivious adversary: One who must construct the request sequence inadvance (based only on the description of the online algorithm but beforeany moves are made!), but pays for it optimally.The Fiat et al [7] paper provides a dramatic example of the advantageprovided by randomization against this adversary. Namely, they show thatfor the paging or cache problem with a cache of sizeK (ie. theK-server prob-lem on the uniform metric space), there is a randomized algorithm (relativeto any oblivious adversary) which achieves a competitive ratio of O(logK).(An optimal ratio of HK is developed in [14], where HK is the Kth har-monic number.) On the other hand, every deterministic algorithm can atbest achieve a ratio of K. (This is the lower bound demonstrated for anyK-server problem by Manasse, McGeoch and Sleator [12].)4



The K-server conjecture of Manasse, McGeoch and Sleator [12] (whichstates that for every K-server problem there is a deterministic online algo-rithm with competitive ratio K) is still open. Fiat, Rabani, and Ravid [8]have made substantial progress on this conjecture by showing that for ev-ery K server problem the competitive ratio is bounded by a (exponential)function of K. The "random walk" approach, initiated by [15] and furtherdeveloped in [5], [1], gave O(K)-competitive probabilistic algorithms for avariety of K-server problems, and possibly works for all of them. Recently,Grove [10] has been able to prove that the Harmonic algorithm given in [15] isO(2K) competitive for every K server problem. The interesting thing aboutthese algorithms is that they achieve the same performance even against thefollowing, much stronger, adaptive adversary.Adaptive online adversary: One who makes the next request basedon the algorithm's answers to previous ones, but serves it immediately.It is obvious that for deterministic algorithms, this adversary is equivalentto the oblivious one, since the algorithm's answers are completely predictable.To understand just how much randomization helps against it, we introducea yet stronger adversary (see also Raghavan and Snir [16]).Adaptive o�ine adversary: One who makes the next request basedon the algorithm's answers to previous ones, but serves them optimally atthe end.As might be conjectured , this adversary is so strong, that randomizationadds no power against it!Theorem 2.1 If there is a randomized algorithm that is �-competitive againstany adaptive o�ine adversary then there also exists an �-competitive deter-ministic algorithm.On the other hand, we can relate the performance of randomized algo-rithms against the three types of adversaries.Theorem 2.2 If G is a c-competitive randomized algorithm against anyadaptive online adversary, and there is a randomized d-competitive algorithm5



against any oblivious adversary, then G is a randomized (c � d)-competitivealgorithm against any adaptive o�ine adversary.Our Theorems 2.1 and 2.2 together imply a deterministic algorithmwhoseperformance is not much worse than the probabilistic ones. It shows that theresults of [1], [5], [10] have deterministic counterparts with at most quadrat-ically worse performance. In particular, using Grove [10] we obtain the bestknown deterministic competitive ratio for an arbitrary K-server system.Unfortunately, the proof of Theorem 2.1 only guarantees the existenceof a deterministic algorithm, and there is no general way to construct iteven when the probabilistic one is given. We attack this problem from twodirections.In the �rst, we show how to explicitly construct a deterministic algorithmin Theorem 2.1, for a class of games that includes all �nite K-server gamesand task systems. We lose a bit on performance: rather than a c-competitivealgorithmwhose existence is guaranteed, we construct a ((1+�)c)-competitivealgorithm, for every � � 0.In the second, we �nesse Theorem 2.1 altogether by explicitly construct-ing a deterministic algorithm in Theorem 2.2 with the same performance asthe guaranteed probabilistic one. This can be achieved whenever the proofof c-competitiveness of the assumed algorithm against an adaptive onlineadversary is based on a computable potential function. Observing that allknown proofs have this nature, this assumption at present does not lose muchgenerality.Though the game we de�ne is in�nite, every play terminates in a �nitenumber of moves (since our adversaries are restricted to generate �nite re-quest sequences). This allows our de�nitions to be consistent with most ofthe initial papers concerning competitive analysis. Alternatively, Raghavanand Snir [16] formulate the concept of competitiveness in terms of in�nitegames. They develop analogues of our Theorem 2.1 (using classical resultsconcerning determinacy in in�nite games | see Gale and Stewart [9], Martin[13]) and Theorem 2.2. Raghavan and Snir [16] discuss the relation betweenthese two approaches; in particular, they give a su�cient condition for when6



the alternative de�nitions of competitiveness are equivalent.2 De�nitions and ResultsWe study the performance of online algorithms in the general frameworkof request-answer games. In this game an online algorithm has to answera sequence of requests trying to minimize its cost (as determined by thesequence of requests and answers). The algorithm is online, in the sense thatit answers each request before seeing the following requests, and withoutknowing how long the sequence is. In some games, not all answer sequencesare allowed.A request-answer game consists of a request set R, a �nite answer set A,and the cost functions fn : Rn � An ! R [ f1g for n = 0; 1; : : :. Let fdenote the union, over all nonnegative integers n, of the functions fn. Let us�x such a game.A deterministic online algorithm G is a sequence of functions gi : Ri ! Afor i = 1; 2; : : :. For any sequence of requests r = (r1; : : : ; rn) we de�neG(r) = (a1; : : : ; an) 2 An with ai = gi(r1; : : : ; ri) for i = 1; : : : ; n. The costof G on r is cG(r) = fn(r;G(r)). We will compare this to the optimal costfor the same sequence of requests: c(r) = minffn(r; a)ja 2 Ang.In this paper � and � will mean linear functions �; � : R ! R. (Someof the theorems generalize to nonlinear functions, but linear are the impor-tant ones). We call the deterministic algorithm G �-competitive if for everyrequest sequence r we have cG(r) � �(c(r)). In case �(x) = dx+ e for somed > 0, G is sometimes said to have competitive ratio d.A randomized online algorithm G is a probability distribution over de-terministic online algorithms Gx (x may be thought of as the coin tosses ofthe algorithm G). For any request sequence r the answer sequence G(r) andthe cost cG(r) are random variables. We call a randomized online algorithm�-competitive if for any r we have Ex(cGx(r)) � �(c(r)).Since we require good performance of a competitive algorithm for every7



request sequence r we can think of r as being given by an adversary. Theadversary serves the requests in the optimal way, so his cost is c(r). Todistinguish this kind of adversary from the following more powerful adversarywe call it an oblivious adversary.An adaptive adversary is one that makes requests depending on the algo-rithm's answers to previous requests. This adversary comes in two avours,according to the way it serves its own requests. The adaptive o�ine ad-versary answers the requests optimally when the whole request sequence isknown. The adaptive online adversary however answers every request assoon as he makes it, before the algorithm does. For deterministic algorithmsadaptive adversaries are not more powerful than the oblivious ones since thealgorithm's moves can be foreseen. But for randomized algorithms it is worthintroducing the �-competitiveness against adaptive adversaries. We call the�-competitive algorithms �-competitive against any oblivious adversary forcontrast.An adaptive o�ine adversary Q is a sequence of functions qn : An ! R[fstopg, where n = 0; 1; : : : dQ and qdQ only takes the value \stop". For a de-terministic algorithm G and an adaptive adversary Q we de�ne the actual re-quest and answer sequences r(G;Q) = (r1; : : : rn) and a(G;Q) = (a1; : : : ; an)together with n = n(G;Q) recursively with ri+1 = qi(a1; : : : ; ai) for i =0; 1; : : : n�1, while a(G;Q) = G(r(G;Q)) and qn(a(G;Q)) = stop. Note thatthese objects are uniquely de�ned in the order r1; a1; r2; a2; : : : ; rn; an; n. Thevalue n = n(G;Q) is bounded by dQ for any G. We de�ne the cost of thealgorithm G against the adversary Q to be cG(Q) = fn(r(G;Q); a(G;Q)).The cost of the adaptive o�ine adversary Q against the algorithm G iscQ(G) = c(r(G;Q)).An adaptive online adversary S = (Q;P ) is an o�ine adaptive adversaryQ, supplemented with a sequence P of functions pn : An ! A for n =0; 1; : : : ; dQ. Since r(G;S) is independent of P , we have r(G;S) = r(G;Q),a(G;S) = a(G;Q), and cG(S) = cG(Q). We can also de�ne the answersequence of the adversary S to be b(G;S) = (b1; : : : ; bn) where n = n(G;Q)and bi+1 = pi(a1; : : : ; ai) for i = 0; : : : ; n� 1. We de�ne the cost of S againstthe algorithm G to be cS(G) = fn(r(G;S); b(G;S)).We de�ne all these sequences and costs for a randomized algorithm G. In8



this case all these objects will be random variables.We call a randomized algorithm G �-competitive against any o�ine (re-spectively online) adaptive adversary if for any o�ine adaptive adversary Q(respectively online adaptive adversary S) we have Ex(cGx(Q)) �Ex(�(cQ(Gx))) (respectively Ex(cGx(S)) � Ex(�(cS(Gx)))). Note that �commutes with Ex.Remark We imposed the requirement that the answer set is �nite andthe number of requests an adaptive adversary can put to one algorithm isbounded to ensure that all the expected values exist. Thus for any givenrandomized algorithm and adversary there are only �nitely many possiblerequest and answer sequences, and therefore the expected values are justweighted averages. It is possible to ensure the same by having an in�niteanswer set, but for any request declaring only �nitely many answers \valid".Our �rst theorem says that the adaptive o�ine adversary is so strong,that randomization doesn't help against it.Theorem 2.1 If there is a randomized strategy that is �-competitive againstany o�ine adaptive adversary then there also exists an �-competitive deter-ministic algorithm.Proof: Consider the request-answer game as a two-person game betweentwo players R and A such that in every step R gives A a request which Aanswers. A position in the game is a pair (r,a). Call a position immediatelywinning for R if fn(r; a) > �(c(r)). Call a position (r; a) winning for R ifthere exists an adaptive rule for selecting requests, and a positive integer tsuch that, from the starting position (r; a), an immediately winning positionfor R will be reached within t steps regardless of how A plays. In particular,the initial position, in which r and a are both the empty string, is winningfor R if and only if there exists an adaptive o�ine adversary Q such that, forany deterministic algorithm G, cG(Q) > �(cQ(G)).Suppose for the purpose of contradiction that R has a winning strategycorresponding to Q. If G is a randomized algorithm distributed over deter-ministic algorithms Gx then, taking the expected value of this inequality9



over all the choices of Gx, one obtains Ex(cGx(Q)) > Ex(�(cQ(Gx))), whichgives E(cG(Q)) > E(�(cQ(G)). Therefore, no randomized algorithm can be�-competitive against the o�ine adaptive adversary Q. This contradicts ourassumption that there exists a randomized algorithm that is �-competitiveagainst any adaptive o�ine adversary. It follows that R does not have awinning strategy.To complete the proof, we show that, if R does not have a winning strat-egy, then A must have a winning strategy; i.e., a deterministic algorithmthat is �-competitive against every adaptive o�ine adversary. Note that aposition (r, a) is a winning position for R if and only if there exists a requestrn+1 such that, for every answer an+1, (rrn+1; aan+1) is again a winning po-sition for R. (The validity of the `if' part of this statement depends on the�niteness of A. For, if A were in�nite, it might be the case that, althougheach of the in�nitely many positions (rrn+1; aan+1)was winning for R, therewould be no �xed upper bound on the number of steps needed to force animmediately winning position from the starting position (r; a), and hence no(�nite) adversary would be able to force a win from that position.) Hence, if(r, a) is not a winning position for R then for every request rn+1 there existsan answer an+1 which is not a winning position for R. Thus, if any positionis not winning for R, A can counter any request by R with an answer thatwill lead to another position that is not winning for R; it follows that, if Aplays in this manner, an immediately winning position for R will never bereached. Thus, there is a winning strategy for A. |Next we relate the power of the three kinds of adversaries.Theorem 2.2 Suppose G is �-competitive against any online adaptive ad-versary and there is a �-competitive randomized algorithm against any obliv-ious adversary. Then G is � � �-competitive against any o�ine adaptiveadversary.Proof: Fix any adaptive o�ine adversary Q, and assume G is distributedover deterministic algorithms Gx. Our task is to prove Ex[cGx(Q)] �Ex[�(�(cQ(Gx))].Let H be a randomized algorithm which is �-competitive against any10



oblivious adversary. If y denotes the coin ips of H, i.e. H = fHyg, then wehave for every n; r 2 Rn, Ey(cHy(r)) � �(c(r)).For each �xed y, de�ne an adaptive online adversary Sy = (Q;Py) in sucha way that for any deterministic online algorithm F , b(F; Sy) = Hy(r(F;Q)).This is a very simple-minded adaptive online adversary, who satis�es hisown requests according to Hy and independently of the answers of the onlinealgorithm F (i.e. all functions (py)i are constants). Intuitively, G is �-competitive against this online adversary which itself (when considered asan algorithm) is � -competitive against any o�ine adversary.As G is �-competitive against adaptive online adversaries, we have thatfor every �xed y, Ex[cGx(Sy)] � Ex[�(cSy(Gx))], and taking expectationsw.r.t y gives EyEx[cGx(Sy)] � EyEx[�(cSy(Gx))].For every y note that r(Gx; Sy) = r(Gx; Q) = rx. ThenEx[cGx(Q)] = EyEx[cGx(Sy)] � Ey[�(Ex[cSy(rx)])]= �(ExEy[cHy(rx)]) = �(Ex[cH(rx)]) � �(Ex[�(c(rx))])= Ex[�(�(cQ(Gx)))] |The algorithm RANDOM for theK server paging or cache problem showsthat the bound of Theorem 2.2 is best possible in general. For as observedby Karlin (see Raghavan and Snir [16]), d is HK for paging (McGeoch andSleator [14]), c is K for RANDOM against any adaptive on line adversary(Raghavan and Snir [15]) and the optimal adaptive o� line adversary canforce a ratio of KHK (Karlin).In fact, Theorem 2.2 is tight in the following stronger sense: for any pairof positive numbers � and � with 1 � � � �, and any C less than ��, onecan construct a request-answer game such that� there is an algorithm G that is �-competitive against any online adap-tive adversary and �-competitive against any oblivious adversary;� for every algorithm K, there is an adaptive o�-line adversary againstwhich K's competitive ratio is at least C.11



Given �, � and C, the request-answer game is de�ned in terms of a pos-itive integer parameter t, and positive real quantities m and M determinedby the following pair of simultaneous equations:� = (2t� 2)m+M + 12t� = 1 + (2t� 1)M2 + (2t� 2)m. The parameter t is chosen su�ciently large that M � max(m2; C). Thisis possible since, by inspection of the equations, we see that, as t tends toin�nity, m tends to � amd M tends to ��. The request-answer game isspeci�ed as follows:� The request set R is equal to the answer set A. Each of these setsconsists of t disjoint pairs of elements. The two elements of any pairare called mates.� The cost of the request-sequence-answer sequence pair (r1; r2; : : : ; rn),(a1; a2; : : : ; an) is completely determined by a1 and r2, as follows: ifa1 = r2 then the cost is 1; if a1 is the mate of r2 then the cost is M ;otherwise, the cost is m.The algorithm G simply draws its �rst answer, a1, from the uniformdistribution over A; its other answers are irrelevant. To see that G is �-competitive against any oblivious adversary note that, no matter how theadversary chooses r2, G's cost will be 1 with probability 12t, M with proba-bility 12t and m with probability 2t�2t , giving an expected cost of (2t�2)m+M+12t ,which is equal to �. Since the oblivious adversary's cost is at least 1, G is�-competitive. To see that G is �-competitive against any adaptive on-lineadversary, note that, regardless of how the adversary chooses its �rst answerb1, there will be exactly a 12t chance that a1 = b1 and a 12t chance that a1 andb1 will be mates. A simple case analysis shows that the adversary does bestto choose r2 equal to a1 when a1 = b1, and to the mate of a1 in all other cases.With this policy the adversary's expected cost per step is 2+(2t+2)m2t and G's12



expected cost per step is 1+(2t�1)M2t , giving a competitive ratio of 1+(2t�1)M2+(2t�2)m ,which is equal to �. Finally, regardless of how an on-line algorithm choosesa1, an adaptive o�-line algorithm can set its �rst answer, b1, and its secondrequest r2, equal to the mate of a1. Thus, the algorithm's cost will alwaysbe M and the adversary's cost will always be 1, giving a competitive ratio ofM , which is at least C.Corollary 2.1 If there exists an �-competitive randomized strategy againstany adaptive online adversary and a �-competitive randomized online strat-egy against any oblivious adversary, then there exists an � � �-competitivedeterministic strategy.Corollary 2.2 If there exists an �-competitive randomized strategy againstany adaptive online adversary, then it is � ��-competitive against any adap-tive o�ine adversary and thus there is a deterministic ���-competitive strat-egy.Corollary 2.3 Consider the metric space de�ned by arbitrarily placing nnodes on a circle. For any K < n, there is a deterministic 4K2 competitivealgorithm for the K server problem de�ned on this metric space.Proof: This corollary follows immediately from Corollary 2.2 and the ran-domized 2K competitive algorithm of Coppersmith, et al. [5].The corollaries above prove the existence of a good deterministic onlinealgorithm. We now turn to the question of constructing a deterministicalgorithm from given randomized ones. In general, Deng and Mahajan [6]show that Theorem 2.1 and Corollary 2.1 cannot be made constructive. Inparticular, they show that there is a request-answer game for which thereis a 1-competitive randomized computable online strategy, but there is no�-competitive computable deterministic online algorithm for any � > 0.However, the following sections show that in many important cases, there isa constructive version of Corollary 2.1.13



3 A Constructive Version of Corollary 2.1De�nition 3.1 Let G be a randomized online algorithm. (It helps to thinkof G as playing against an adaptive online adversary. After n steps, r 2 Rndenotes the requests so far, a 2 An the algorithm's answers, and b 2 An theadversary's answers.) Call a family � = f�n : Rn � An � An ! Rgn�0 anaugmented potential function for a function � : R! R and the randomizedonline algorithm G, if the following holds:1) �0 = 02) For every n and con�guration (r; a; b) 2 Rn � An � An, �n(r; a; b) ��(fn(r; b))� fn(r; a).3) For every n, and every con�guration (r; a; b) 2 Rn � An � An, everyrn+1 2 R; bn+1 2 A, and an+1 distributed on A according to gn+1(rrn+1; a)we haveE[�n+1(rrn+1; aan+1; bbn+1)] � �n(r; a; b).We can think of an augmented potential function as being composed of a\residue part", �(fn(r; b))� fn(r; a), minus a pure potential function whichreects the di�erence between the con�gurations of the online player and thatof the adversary. Potential functions play an essential role in the analysis ofdeterministic and randomized online algorithms. Theorem 1 of Manasse,McGeoch and Sleator [12] suggests the following observation:Lemma 3.1 Algorithm G is �-competitive against any adaptive online ad-versary if and only if there exists an augmented potential function for � andG.Proof: Let G be distributed over deterministic algorithms fGxg. For any�xed adaptive online adversary S, let nx = n(Gx; S); rx = r(Gx; S); ax =a(Gx; S) and bx = b(Gx; S).if: Let � = f�ng be a potential function for � and G. First observe that for14



every S, Ex[�nx(rx; ax; bx)] � 0. This follows from property (3) and inductionon dQ when S = (Q;P ). Now �x S. From property (2) we getEx[cGx(Q)]� �(Ex[cQ(Gx)])= Ex[fnx(rx; ax)� �(fnx(rx; bx))]� �Ex[�nx [rx; ax; bx]]� 0:only if: Assume G is �-competitive against online adversaries. Informally,�(r; a; b) will be supS [CG(S)� �(CS(G))] with costs updated as if the gamestarts at this con�guration, as S ranges over all adaptive online adversariesthat reach this con�guration against G. |Theorem 3.1 If � = f�ng is an augmented potential function for � anda randomized online algorithm G, and H is a randomized online algorithmthat is �-competitive against any oblivious adversary, then the following de-terministic algorithm M = fmng is � � �-competitive against an adaptiveo�ine adversary. Asssume we de�ned k1; k2; : : : ;mn, (and hence M(r) forall r 2 Rn), and let r0 = rt 2 Rn+1. Then mn+1(r0) is chosen to satisfyEy[�n+1(r0;M(r)mn+1(r0);Hy(r0))]� Ey[�n(r;M(r);Hy(r))]Proof: Note thatmn+1(r0) exists, since we can construct an online adversarySr0;y = (Q(r0);Hy) which asks the sequence r0 and serves it using Hy. � is apotential function for � and G.By induction on n, the con�guration (r;M(r);Hy(r)) is reachable whenG plays against Hy. By property (3)Ex[�n+1(r0;M(r)(gn+1)x(r0);Hy(r0))]� �n(r;M(r);Hy(r))Taking expectations w.r.t y on both sides, mn+1(r0) can be chosen to be(gn+1)x(r0) for the value of x which maximizes the potential �n+1.This proves inductively that for each n, r 2 Rn, Ey[�n(r;M(r);Hyr))] �0, and by property (2) that M is a deterministic online algorithm that is �-competitive against the (randomized) adaptive online adversary S = (Q;H).15



As in the proof of Theorem 2.2, the fact that H is �-competitive againstany oblivious adversary implies that M is � � �-competitive against anyadaptive o�ine adversary. Of course, since M is deterministic, there is nodi�erence between oblivious and adaptive adversaries. |Corollary 3.1 In the statement of Theorem 3.1, if � is computable andif G and H are computable algorithms (i.e. for every con�guration and re-quest the algorithms answer is a computable probabilistic function), then Mis computable.Corollary 3.1 is somewhat imprecise in that we have not speci�ed a pre-cise notion of computability (say, for real valued functions). We claim thecorollary holds for any reasonable notion. The complexity of M (i.e. its nextanswer function) is obviously determined by the complexity of computing theexpected value of the potential function relative to some �xed randomizedalgorithm H (which may be G itself). We claim that all potential functionspresently used in the analysis of randomized online algorithms are indeed ef-�ciently computable (for example, see Raghavan and Snir [15], Coppersmith,et al [5], Berman, Karlo� and Tardos [1], Grove [10]). More speci�cally,for all of the above K server algorithms, when applied to a v node graph,the expected value of the given potential function can be computed with costbounded by a low degree polynomial in v and K. In particular, using Grove's[10] proof, we can construct an e�cient deterministic O(4K) competitive al-gorithm for all K server systems.4 A Constructive Version of Theorem 2.1In this section we assume that the cost functions fn satisfy two special prop-erties: monotonicity and locality. Monotonicity means that extending arequest-answer sequence cannot cause the cost to decrease; more formally,the requirement is that for all n; r 2 Rn; t 2 R; a 2 An; b 2 A we havefn+1(rt; ab) � fn(r; a). Locality means that, for every positive real numberh, only �nitely many request sequences are of cost less than or equal to h;more formally, for all h, fr : c(r) � hg is �nite. All K-server games and16



task systems satisfy the monotonicity property. All K-server games on �nitegraphs, or on in�nite graphs of bounded degree with �nite edge costs, canbe formulated so as to satisfy the locality property.Let r; a and r0; a0 be elements of the union, over all n, of Rn � An. Thediscrepancy at (r; a; r0; a0) is de�ned as�((r; a); (r0; a0)) = f(rr0; aa0)� f(r; a)� f(r0; a0)The diameter of the game F is de�ned asD(F ) = supfj�((r; a); (r0; a0))j : (r; a) 2 [n (Rn �An)and (r0; a0) 2 [n (Rn �An)gThe diameter puts an upper bound on how much the sequence of past re-quests and answers can a�ect the incremental cost of a request-answer se-quence. The diameter is �nite, for example, in K-server games on �nitegraphs.Theorem 4.1 Let F be a game with a �nite diameter D(F), a �nite set R ofpossible requests and a computable cost function satisfying the monotonicityand locality properties. Assume there exists a randomized online algorithmthat is �-competitive against every o�ine adaptive adversary. Then for every� > 0, there is a computable deterministic online algorithm that is ((1+�)�)-competitive against every o�ine adaptive adversary.Proof: Since there is a randomized online algorithm that is �-competitiveagainst any o�ine adaptive adversary, Theorem 2.1 establishes that there isa deterministic online algorithm that is �-competitive against any o�ineadaptive adversary. For any positive real number H, let RH be the set ofall request sequences r such that, for every pre�x r0 of r such that r0 6= r,c(r0) � H. By the locality property RH is a �nite set, and, by monotonicityand the computability of the cost function, and the �niteness of the requestset R, the request sequences in RH can be e�ectively listed. Thus, for each H,there is a computable deterministic online algorithmAH that is �-competitiveagainst any adaptive o�ine adversary that is required to choose its request17



sequence from the �nite set RH . For any request sequence r 2 RH , let AH(r)be the answer sequence produced by algorithm AH in response to r.The required (1+�)�-competitive algorithm involves a parameter H givenby H = (2+�)D(F )� . The algorithm decomposes any request sequence r as theconcatenation of subsequences r(1); r(2); � � � ; r(t), where r(1) is the longestpre�x of r in RH, r(2) is the longest pre�x in RH of the su�x of r obtainedby deleting the pre�x r(1), and so forth. The answer sequence producedby the algorithm is then AH(r(1)); AH(r(2)); � � � ; AH(r(t)). The algorithmoperates by repeatedly simulating the algorithm AH; however, as soon as therequest sequence is no longer in RH the algorithm starts over, as if it hadnot received any previous requests.Let c(i) = c(r(i)). Let r = r(1); r(2); � � � ; r(t). By the properties of thediameter D(F), we have:c(r) � c(r(1)) + i=tXi=2(c(r(i))�D(F ))On the other hand, by the �-competitiveness of AH and the de�nition ofthe diameter D(F), the cost incurred by the algorithm is at most �(c(1)) +Pi=ti=2(�(c(i)) +D(F )). Also, by the de�nition of the decomposition of r intor(1); r(2); � � � ; r(t), c(i) � H; i = 1; 2; : : : ; t � 1. Putting the inequalitiestogether, we �nd that the algorithm is (1 + �)�-competitive. |Returning to the example of a K server problem on a �nite graph (saywith minimumdistance = 1), we observe that AH can be constructed initiallywith cost O(KKH ). Then the complexity of the resulting algorithm is dom-inated by the O(Kn2), n � KH, dynamic programming cost (see Chrobak,et al [4]) for computing each c(r0).5 AcknowledgementsWe thank Sandy Irani for helping with the construction showing that Theo-rem 2.2 is tight. 18
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Ö ¶n¶Cåh´T²�³"´_á �^Ï�Í�´_Í Õ ¶hÎ�³Wµ Ö ³BÍQÍ/Ï�Ù�ÐQ²�³K·A´CÛ�³�¶T·4ÍyÞ�ÛU²�´�Íy³"�nÞ�³WÙ�Û�³v´CÍ�¶_Ù�³vÎ^Ï�Ðy²�¶CÞMÐ�´ Ö ¶&¶_åh´T²�³B´_á!í
��Ù�ÛW³|Ó8¶_µQ³_Ê�Ðy²�³8´Tà�Íy¶ Ö ÞMÐQ³ Õ ¶hÎ�³Wµ�¶T·*ÐQ²�³´CáMè_³BµQÍQ´TµQØ�à Ö Þ�µUÍ Õ µU´_Û�ÐyÏ�ÛW´ Ö�Ö Ø�Ï�Ó Õ ¶CµsÐU´TÙnÐ�á�Ï�ÍsÐyÏ�Ù�Û�Ô
ÐyÏ�¶_Ù�ÍWí�nÐyÏ Ö�Ö Ê Ö ¶&¶_åh´T²�³B´_á�Ï�Í^¶_à&è&Ï�¶CÞ�Í Ö Ø�´èh´ Ö Þ�´_à Ö ³G·F³"´hÐQÞ�µy³�¶_· Õ ´TÚ_Ï�Ù�Ú�´ Ö Ú_¶CµyÏ�Ðy²�Ó8ÍBí � ¶hÎ ÛW´_Ù
Î�³�Þ�Ís³�ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³�´_Ù�´ Ö ØMÍsÏ�Í�Ðy¶�³Bèh´ Ö Þ�´hÐQ³�Ï�ÐUÍ Õ ¶hÎ�³Wµ NG=v¶TÐyÏ�Û�³�Ðy²�´TÐ^Ðy²�Ï�Í^Ï�ÍKÙ�¶_Ðv´ �nÞ�³"ÍOÐQÏ�¶CÙ
´Tà5¶_Þ�ÐvÐy²�³�³&�5³"Û�ÐyÏ�è_³BÙ�³BÍQÍ�¶T·w´�ÍyÏ�Ù�Ú Ö ³|´ Ö Ú_¶CµyÏ�Ðy²�Ó�Ê5à�ÞMÐ�´Tà5¶_Þ�Ð8ïW¿�ò2ÆUÆW½�Æ�Á'�8òh¿ ÀnÁhÂ�¼(ÃFÄ&Å�Æ�Ê4´Tà5¶_Þ�Ð
Ðy²�³ Õ ¶hÎ�³Wµ�¶T·�¼(¹���ÁTÂ�Å8òTÃc¼AÁT¹÷ÂQ½dÀ_¼(Å�½�ÆdúÒÞ Ö ÐQÏ�Ó�´TÐy³ Ö Ø_Ê5´Tà5¶_ÞMÐ�ÐQ²�³�èh´ Ö Þ�³�¶T·-Ï�ÙM·F¶CµyÓ�´TÐyÏ�¶_Ù!í

±1¶�·F¶_µQÓ|Þ Ö ´TÐy³|´_Ù�áß´TÙ�ÍsÎ�³Wµ^ÐQ²�Ï�Í�´_Ù�á
ÍyÏ�Ó8Ï Ö ´_µ��nÞ�³"ÍOÐQÏ�¶CÙ�ÍKÎ�³|Ï�ÙnÐyµQ¶&á�Þ�Û�³�¶CÞ�µGÍs³"Û�¶_Ù�á�µy³WÔ
é�Ù�³BÓ8³WÙnÐ�¶T·^Û�¶CÓ Õ ³�ÐQÏ�ÐQÏ�èC³�´TÙ�´ Ö ØMÍyÏ�ÍBÊ!Î^²�Ï�ÛU²�Î�³�ÛB´ Ö�Ö ïQÁTÅKð�òhÂQòhÃd¼(ñ2½�òh¹;òh¿�ó2Æ�¼�Æ�íL�MÞ Õ�Õ ¶CÍy³8Ðy²�´TÐ
+ ´TÙ�á-,�´_µy³�Û Ö ´_ÍQÍy³BÍ�¶T·^´ Ö Ú_¶CµyÏ�Ðy²�Ó�ÍOú ÐOØ Õ Ï�ÛW´ Ö�Ö Ø
à�ÞMÐ�Ù�¶TÐ�Ù�³"Û�³BÍQÍQ´TµQÏ Ö Ø +/. ,��1Ðy²�´hÐ�Ï�ÍWÊ0,
Ï�Í|Þ�ÍyÞ�´ Ö�Ö Ø�´ßà�µy¶n´_áM³Bµ�Û Ö ´CÍyÍ�¶_·v´ Ö Ú_¶CµyÏ�Ðy²�Ó�ÍBÊ*´
Ó8¶_µQ³ Õ ¶hÎ�³Wµy·FÞ Ö Ï�ÙM·F¶CµyÓ�´TÐyÏ�¶_Ù µQ³WÚ_Ï�Ó8³_íö±�²�³
ïUÁhÅvð�òTÂyòhÃd¼(ñh½|ÂQòhÃd¼AÁ û â +
1 ,�ê�Ï�Í^áM³�é�Ù�³Bá�´_Í�·F¶ Ö�Ö ¶hÎKÍWÜ

û â +
1 ,�ê ü Ó8´T×2 943 Ó8Ï�Ùý 945 Ó8´T×þ
ÿ â��5ê
6 â��;ê âOÈCí �nê

±�²�Ï�Í^áM³�é�Ù�Ï�ÐQÏ�¶CÙ�Ï�Í�à5³BÍsÐKÞ�Ù�áM³BµQÍsÐy¶&¶Má�Ï�Ù�Ðy³BµyÓ�Í�¶_·-´ÚC´_Ó³WÔcÐQ²�³W¶Cµy³WÐyÏ�ÛvÏ�ÙnÐy³Bµ Õ µQ³�ÐU´hÐQÏ�¶CÙ!Ü&,
Î�´TÙnÐQÍ/ÐQ¶�áM³WÓ8¶CÙ�ÍOÐQµQ´TÐy³�ÐQ¶ + Ðy²�´TÐwÏ�Ð�Ï�Í�´GÓ8¶Cµy³ Õ ¶hÎ�³Bµs·FÞ Ö Û Ö ´_ÍQÍ/¶T·!´ Ö Ú_¶CµyÏ�Ðy²�Ó8ÍBí1±1¶GÐy²�Ï�Íw³WÙ�á?Ê
, Õ µy¶ Õ ¶nÍs³"Í4´TÙ�´ Ö Ú_¶_µQÏ�Ðy²�Ó 6 ´_Ó8¶_Ù�ÚKÏ�ÐQÍ-¶hÎ^Ù!í4îaÙ|µQ³BÍ Õ ¶CÙ�Ís³CÊ + Û�¶CÓ³"Í4Þ Õ Î^Ï�ÐQ²�´_Ù|´ Ö Ú_¶CµyÏ�Ðy²�Ó
ÿ í�±�²�³WÙ7, ÛU²�¶&¶CÍy³BÍ�´TÙ÷Ï�Ù Õ ÞMÐ �4í -Ï�Ù�´ Ö�Ö ØCÊ + Õ ´2ØMÍ8, Ðy²�³µU´hÐQÏ�¶ ÿ â��;ê�9 6 â��;êBí�±�²�³ Ö ´TµQÚ_³Bµ
Ðy²�Ï�Í�µU´hÐyÏ�¶�ÊCÐy²�³�Ó8¶_µQ³ Õ ¶hÎ�³Wµy·FÞ Ö , Ï�Í�Ï�Ù�ÛW¶_Ó Õ ´_µyÏ�Ís¶CÙ8Ðy¶ + í =K¶_ÐyÏ�Û�³KÐQ²�´hÐ"ÊMÏ�·1Î�³ Ö ³WÐ + à�³�Ðy²�³
Û Ö ´_ÍQÍ�¶T·!¶_Ù�Ô Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Íw´TÙ�á
,æÐQ²�³GÛ Ö ´_ÍQÍw¶_·1´ Ö�Ö ´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍaúÒ¶_Ù�Ô Ö Ï�Ù�³K¶_µ�¶	�5Ô Ö Ï�Ù�³�úçÐy²�³BÙ
³"�nÞ�´TÐyÏ�¶_Ù�Í�âOÈCí�È2ê^´TÙ�áæâOÈ_í �CêvÛ�¶CÏ�Ù�ÛWÏ�á�³_Ê;´TÙ�á û â +:1 ,^ê ü�û í � ³WÙ�Û�³�ÛW¶_Ó Õ ´_µQ´TÐyÏ�è_³�´TÙ�´ Ö Ø&ÍyÏ�Í^Ï�Í
Ï�Ù�áM³W³"á�´�µQ³�é�Ù�³WÓ8³WÙnÐK¶_·-Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�´TÙ�´ Ö Ø&ÍyÏ�ÍWí

; ³�Ï Ö�Ö Þ�ÍsÐyµU´hÐQ³�ÐQ²�³�Þ�Ís³�¶T·GÛ�¶CÓ Õ ´TµU´hÐyÏ�è_³�´TÙ�´ Ö ØMÍyÏ�Í�à&Øõ´hÐsÐU´_ÛUå&Ï�Ù�ÚßÐQ²�³ �CÞ�³BÍsÐyÏ�¶_Ùõ¶_·vÐy²�³
Õ ¶hÎ�³Bµv¶T· Ö ¶&¶_åh´T²�³B´_á�Ï�Ùß¶CÙMÔ Ö Ï�Ù�³ Õ µQ¶_à Ö ³BÓ8Ív¶T·*ÐQ²�³ � Ís³BµyèC³Wµ-��ÐOØ Õ ³_Ü^î�·=< ( Ï�ÍvÐy²�³Û Ö ´_ÍQÍK¶T·w´ Ö�Ö´ Ö Ú_¶CµyÏ�Ðy²�Ó8Í�Î^Ï�Ðy² Ö ¶&¶_åh´T²�³"´_á��TÊ�´TÙ�á><@?�Ï�Í�Ðy²�³�Û Ö ´CÍyÍ�¶_·-¶CÙMÔ Ö Ï�Ù�³�´ Ö Ú_¶CµyÏ�Ðy²�Ó8ÍBÊ&Ðy²�³WÙ�Î�³�Íy²�¶hÎ
Ðy²�´hÐBÊ�Ï�Ù�Ðy²�³�è_³WµQØ�Ú_³BÙ�³WµU´ Ö ÛW¶_ÙnÐy³W×nÐK¶_·�Å�½�ÃdÂ�¼AïUòh¿1Ã�òhÆ2�8Æ�ó2ÆUÃa½WÅ|ÆGÇ �2Ì1Î�³G²�´2èC³

û â�<A? 1 < ( ê ü � �=	 È 1

â(ÐQ²�´hÐÏ�ÍBÊ-Ðy²�³�µQ´TÐyÏ�¶ßÏ�Í�´hÐ|Ó8¶nÍOÐ � �B	ìÈ�·F¶_µ´ Ö�Ö Ó8³�ÐQµyÏ�ÛW´ Ö ÐQ´CÍså�ÍsØMÍsÐy³BÓ8ÍBÊ*´TÙ�áùÏ�Ð�Ï�Í�³W×�´_Û�Ð Ö Ø
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� �A	 È�·F¶CµKÍs¶CÓ8³"ê�ÊMÎ^²�Ï Ö ³�Ï�Ù�ÐQ²�³�Ó8¶_µQ³�µQ³BÍsÐyµQÏ�Û�Ðy³"á�ÛW¶_ÙnÐy³W×&Ð�¶_· Õ ´_Ú_Ï�Ù�Ú
û â < ? 1 < ( ê ü Ó8Ï�Ù � �A	ÒÈ 1 �����

�!¨ 	�°���®
	�����
��n«�	���«2°���	 ¨G±�²�³vÛW¶_Ó Õ ³WÐyÏ�ÐyÏ�è_³KµU´hÐQÏ�¶�·F¶Cµw´�áMÏ �5Þ�Íy³v´CáMè_³BµQÍQ´TµQØ � Ï�Í�ÚCÏ�èC³WÙ
Ï�Ù�³"�nÞ�´TÐyÏ�¶_ÙöâsÈ_í � ê�í-îaÙ�¶_µUáM³WµwÐy¶Ó8´_å_³^ÐQ²�³G´TÙ�´ Ö ØMÍyÏ�ÍwÏ�Ù�á�³ Õ ³WÙ�áM³BÙnÐ�¶_·?Ðy²�³�Ï�Ù�Ï�ÐQÏ�´ Ö ÛW¶_Ù�á�Ï�ÐQÏ�¶CÙ�ÍWÊ
Î�³�Íy²�´ Ö�Ö ´ Ö�Ö ¶hÎ ´TÙ�´Cá�áMÏ�ÐyÏ�è_³GÛ�¶CÙ�ÍOÐU´TÙnÐ�Ï�Ù�Ðy²�³GÙ&Þ�Ó8³WµU´hÐQ¶_µ"í �ß¶_µQ³ Õ µQ³BÛWÏ�Íy³ Ö Ø_ÊM´áM³�ÐQ³WµQÓ8Ï�Ù�Ï�ÍsÐyÏ�Û
¶_Ù�Ô Ö Ï�Ù�³|´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ Ï�Í # Ô�ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³�´TÚC´_Ï�Ù�ÍOÐ�´�Û Ö ´_ÍQÍ74 ¶T·�Ï�Ù Õ ÞMÐGáMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�ÍvÏ�·*Ðy²�³WµQ³
³�×MÏ�ÍOÐUÍ^´8Û�¶_Ù�ÍOÐU´TÙnÐ " ÍsÞ�ÛU²�ÐQ²�´hÐ^·F¶CµK´ Ö�Ö áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�Í 1�� 4�Ü

< 8 â ÿ â��5êyê5H # % < 8 âF¶ Õ Ð"â��5êsê 	 " â � í�È2ê
±�²�³Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³|µU´hÐyÏ�¶�¶T·*ÐQ²�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó ÿ Ï�ÍvÐy²�³|Ï�ÙMé�Ó|Þ�Ó ¶_·w´ Ö�Ö ÍyÞ�ÛU² # O ÍBí 1Ï�Ù�´ Ö�Ö Ø_Ê5Ðy²�³
Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³vµU´hÐQÏ�¶ û â$48ê�¶_·?Ðy²�³GÛ Ö ´_ÍQÍ�¶_·4áMÏ�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�ÍwÏ�Í�ÐQ²�³�ÓÏ�Ù�Ï�Ó|Þ�Ó ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³�µQ´TÐyÏ�¶
´_ÛU²�Ï�³Bè2´_à Ö ³�ànØù´TÙ ¶CÙMÔ Ö Ï�Ù�³�´ Ö Ú_¶CµyÏ�Ðy²�Ó�í�î�Ð|Ï�Í�Ï�Ó Õ ¶CµsÐU´TÙnÐ�ÐQ¶ß¶_à�Íy³WµQè_³ÐQ²�´hÐ 4 Ï�Í|´ßÛ Ö ´CÍyÍ�¶T·
´_ÛBÛ�³ Õ ÐQ´_à Ö ³KÛW¶_Ù�á�Ï�ÐQÏ�¶CÙ�´ Ö�Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØáMÏ�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�Í&�C³B´_ÛU² 1�� 4�Ï�Í/ÐQ²�³váMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�¶T·;Ðy²�³
µQ³ Ö ³Wèh´TÙnÐ Õ ´_µsÐ|¶_·�Ðy²�³�Î�¶_µ Ö á�ÛW¶_Ù�á�Ï�ÐQÏ�¶CÙ�³Báù¶CÙ÷ÐQ²�³�ÛWÞ�µQµy³BÙCÐ Ö Ø÷´2è2´_Ï Ö ´Tà Ö ³�Ï�ÙM·F¶_µQÓ�´hÐQÏ�¶CÙ!íG��Ù�³
ÛW´_Ù÷³"´_ÍyÏ Ö Ø
³�×&ÐQ³WÙ�áöÐy²�³�á�³�é�Ù�Ï�ÐyÏ�¶_Ù÷Ðy¶�µU´TÙ�á�¶_Ó8Ï�ëB³Báö¶_ÙMÔ Ö Ï�Ù�³8´ Ö Ú_¶CµyÏ�Ðy²�Ó�ÍBí � ¶hÎ�³Bè_³Wµ"Ê;Ï�Ù�ÐQ²�Ï�Í
Î�¶_µQå5Ê&Î�³�áM³B´ Ö ¶_Ù Ö Ø�Î^Ï�Ðy²
áM³WÐy³WµQÓ8Ï�Ù�Ï�ÍsÐyÏ�ÛG¶_ÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍWí

îaÙ�ÐQ²�³�ÛB´_Íy³K¶T·?ÐQ²�³ Õ ´TÚ_Ï�Ù�Ú Õ µy¶Cà Ö ³BÓ Î^Ï�ÐQ²�´|Íy³�Ð�¶T· Õ ´_Ú_³BÍ�� Ê 4 Ï�Í�´�Ís³WÐ�¶_· Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ
áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�Í�¶CÙ Õ ´TÚ_³�Íy³"�nÞ�³BÙ�Û�³"Í����2í�ÝKÙ ³"�nÞ�Ï�èh´ Ö ³WÙnÐ|´TÙ�á Õ ³WµQ²�´ Õ Í�Ó8¶_µQ³8Ù�´hÐQÞ�µQ´ Ö Î�´2Ø
Ðy¶�á�³BÍQÛ�µQÏ�à5³�4�Ï�ÍKà&Ø�´�Ís³WÐK¶T·�Û�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö!Õ µQ¶_à�´_à Ö Ï�ÐOØ�áMÏ�ÍsÐyµQÏ�à�Þ�ÐyÏ�¶_Ù�ÍBÊ�ÐQ²�´hÐvÏ�ÍBÊM·FÞ�Ù�Û�ÐyÏ�¶_Ù�Ív¶T·
Ðy²�³�·F¶_µQÓ 1 Ü�������� �! Ç Ë 1 ÈWÌdÊ-Î^²�³Bµy³8·F¶Cµ|´ Ö�Ö @ � ���#"%$ 9'& 1 â ?BA @&ê H È �/Ðy²�³�ÍyÞ�Ó
Ó�´2Øöà5³ Ö ³BÍQÍGÐy²�´_ÙçÈ�à�³"ÛW´TÞ�Ís³8ÐQ²�³�´_á�è_³BÍyµU´TµQØ
Ó8´2Ø÷ÛU²�¶&¶CÍy³�ÐQ¶ß³WÙ�áöÐQ²�³�Íy³"�nÞ�³BÙ�Û�³Cí�îaÙùÐy²�³
ÚC´_Ó8³�ÔdÐy²�³B¶_µQ³�ÐyÏ�Û�Ï�ÙnÐy³Wµ Õ µQ³�ÐU´hÐyÏ�¶_Ù4Ê;´CÍ�Ðy²�³8Ís³��nÞ�³WÙ�ÛW³�¶_·wµQ³"�nÞ�³BÍsÐQÍ7@
áM³WèC³ Ö ¶ Õ ÍBÊ5Ðy²�³�´CáMè_³BµQÍQ´TµQØ
ÛU²�¶&¶CÍy³BÍ4Ðy²�³�èh´ Ö Þ�³"Í-¶T· 1 â ?BA @Mê4·Fµy¶CÓ Ðy²�¶nÍs³^´2èh´TÏ Ö ´Tà Ö ³wÏ�Ù�4 Ðy¶�Ó8´T×MÏ�Ó8Ï�ëW³�Ðy²�³�µU´hÐQÏ�¶�í��&Ï�Ù�Û�³�Î�³
áM³"´ Ö Î^Ï�ÐQ²öáM³�ÐQ³WµQÓ8Ï�Ù�Ï�ÍsÐyÏ�Û�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍWÊ�Ðy²�³8´_áMèC³WµUÍy´_µyØ�ånÙ�¶hÎKÍ Õ µQ³BÛWÏ�Íy³ Ö Ø�ÐQ²�³ Õ ´_ÍsÐ�áM³"Û�Ï�ÍsÏ�¶_Ù�Í
¶T· ÿ Ê?à�ÞMÐ�Ðy²�³8´_áMèC³WµUÍy´_µyØ O Í^ÛU²�¶_Ï�Û�³"ÍvÓ�´2Ø�à�³8Íy³Wè_³Bµy³ Ö Ø�Û�¶CÙ�ÍOÐQµQ´_Ï�Ù�³Bá
à&ØE4�í�î�Ð�Ï�Í�Ï�Ù�áMÏ�ÛB´hÐQÏ�èC³
¶T·^ÐQ²�³ Õ ¶hÎ�³Wµ�¶_·^Ðy²�³�áMÏ �;Þ�Íy³�´CáMè_³BµQÍQ´TµQØßÓ8¶MáM³ Ö Ðy²�´hÐ�Ó8¶nÍOÐ|¶_·^Ðy²�³ Õ µQ¶ Õ ¶CÍQ´ Ö ÍG·F¶_µ8´
Ó8¶_µQ³
µQ³B´ Ö Ï�ÍOÐQÏ�ÛGÛ�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�´TÙ�´ Ö Ø&ÍyÏ�Í^´TµQ³GÍyÏ�Ó Õ�Ö Ø�Í Õ ³BÛWÏ�´ Ö ÛW´_Íy³BÍ�¶_·-Ï�ÐBí �¶_µv³�×�´TÓ Õ�Ö ³_Ê&ÐQ²�³ Ö ¶&ÛB´ Ö Ï�ÐOØ
¶T·�µy³W·F³WµQ³WÙ�ÛW³|Ï�ÙöÐQ²�³ Õ ´TÚ_Ï�Ù�Ú Õ µy¶Cà Ö ³WÓ Ç � ÊB�hÌ*Ï�ÍGÛB´ Õ ÐQÞ�µy³"áßà&Ø�Ðy²�³áMÏ �;Þ�Ís³�´CáMè_³BµQÍQ´TµQØ�Ó8¶MáM³ Ö
Î^²�³Bµy³�4 Û�¶_Ù�ÍsÏ�ÍOÐUÍv¶_·*Ðy²�³�·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú�Û�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö1Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ�áMÏ�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�ÍWÜ 1 â ?BA @  ê ü Ë
Ï�·�ÐQ²�³WµQ³8Ï�Í8¹;Á³BáMÚC³�·FµQ¶_Ó  ÐQ¶ ? Ï�Ù�Ðy²�³öò_ïUïU½�ÆUÆ�ÀTÂyòUð�Ä�´_Ù�á 1 â ?BA @  ê ü Ë�¶_µ8È8¶TÐQ²�³WµQÎ^Ï�Ís³Cí
�&Ï�Ó8Ï Ö ´Tµ Ö ØCÊ?Ðy²�³ �ö´TµQå_¶hè Õ ´TÚCÏ�Ù�Ú�Ó8¶MáM³ Ö Ç  BÌ�´TÙ�áöÐy²�³�ÍsÐQ´TÐyÏ�ÍOÐQÏ�ÛB´ Ö ´_á�è_³WµUÍQ´TµQØ�Ó8¶MáM³ Ö Ç�È � Ìw´TµQ³
´ Ö Íy¶�Í Õ ³"Û�Ï�´ Ö ÛW´CÍs³"Í¶T·KÐQ²�³
áMÏ �;Þ�Íy³
´_áMèC³WµUÍy´_µyØ�Ó8¶&á�³ Ö íôîaÙôÐy²�³�é�µUÍsÐ8ÛB´_Íy³_Ê*ÐQ²�³
Û Ö ´_ÍQÍ�4 ¶T·
áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�Í�Û�¶CÙCÐU´TÏ�Ù�Í�¶_Ù Ö Ø�¶_Ù�³GÛ�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö á�Ï�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù 1 Î^Ï�Ðy² 1 â % A @  ê ü�1 â % A  ê�Ê�´_Ù�á
Ï�Ù�ÐQ²�³ Ö ´TÐsÐQ³Wµ^ÛW´CÍs³ 1�� 4 ´_ÍQÍsÏ�Ú_Ù�Í Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ
È�Ðy¶�Ís¶CÓ8³�µQ³"�nÞ�³"ÍOÐ^Ís³��nÞ�³WÙ�ÛW³�Ðy²�´TÐ^ÍQ´hÐQÏ�Ísé�³"Í
Ðy²�³�ÍOÐU´hÐyÏ�ÍsÐyÏ�ÛW´ Ö ´CáMè_³BµQÍQ´TµQØ8µy³"ÍOÐQµyÏ�Û�ÐQÏ�¶CÙ!í

îaÙ�Ðy²�Ï�Í�Ís³"Û�ÐQÏ�¶CÙ�Î�³|´ Õ�Õ�Ö Ø�ÐQ²�³|áMÏ �5Þ�Ís³|´CáMè_³BµQÍQ´TµQØ�Ó8¶MáM³ Ö Ðy¶�ÐQ²�³ Õ ´_Ú_Ï�Ù�Ú Õ µQ¶_à Ö ³WÓ�í ; ³
Íy²�´ Ö�Ö ·F¶MÛWÞ�Í4¶CÙ�Ðy²�³�Û Ö ´_ÍQÍ!¶_·�áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ�Í�4 M ÊhÎ^²�Ï�ÛU²�Û�¶_ÙnÐU´TÏ�Ù�Í4´ Ö�Ö ·FÞ�Ù�Û�ÐyÏ�¶_Ù�Í 1 Ü'�����(�)�!
Ç Ë 1 JyÌ�ú ÐQ²�´hÐ�Ï�Í�Ðy¶|ÍQ´2Ø_Ên´ Ö�Ö Û�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö áMÏ�ÍsÐyµQÏ�à�Þ�ÐyÏ�¶_Ù�ÍwÎ^Ï�ÐQ²�Ù�¶�èh´ Ö Þ�³v³W×�Û�³W³"áMÏ�Ù�Ú3J"í���ÞMÐwé�µQÍsÐBÊ
Î�³Gá�Ï�èC³WµQÚ_³GÏ�Ù�¶_µUáM³Bµ�Ðy¶8Ú_Ï�è_³�´Þ�Íy³�·FÞ Ö ÛU²�´TµU´_Û�ÐQ³WµQÏ�ë"´hÐQÏ�¶CÙ�¶T·/Î�¶Cµyå8·FÞ�Ù�Û�ÐQÏ�¶CÙ�Í�·F¶_µ�ÐQ²�³ Õ ´_Ú_Ï�Ù�Ú
Õ µQ¶_à Ö ³WÓ�í
�!¨A§5¨ �+*,�-	WªB«2®-¯Tª"®4«���¬�.0/,�21�°c©
143�¬�«657.�®1©-¯Tª"°A¬5©
	 ¨#�&Ï�Ù�Û�³�ÐQ²�³ Õ ´_Ú_Ï�Ù�Ú Õ µQ¶_à Ö ³WÓ Ï�Í

Ðy²�³ �nÔ�Íy³WµQè_³Bµ Õ µy¶Cà Ö ³BÓã¶CÙ�Þ�Ù�Ï�·F¶CµyÓ Ó³WÐyµQÏ�Û�Í Õ ´_ÛW³BÍBÊ_Û�³BµsÐU´TÏ�Ù�åC³WØ|ÛW¶_Ù�ÛW³ Õ ÐUÍ-·Fµy¶CÓìÐy²�³ �nÔ�Íy³WµQè_³Bµ
Ðy²�³W¶_µQØ�Î^Ï Ö�Ö à�³�èC³WµQØ�Þ�Ís³W·FÞ Ö âcÍs³B³�Ç �MÊ�ÉhÌ!·F¶_µK´Ó8¶_µQ³�áM³�ÐU´TÏ Ö ³"á�³�× Õ ¶nÍsÏ�ÐyÏ�¶_Ù5ê�í
8:9<;�=?>@=BAC=�DE>GFCH�I<H »1½�Ã�� �C½�¹;ÁhÃa½
ÃFÄ�½ß¹ �MÅ �Q½WÂ
Á'�|ð�òBÀC½
Æ�¿�ÁhÃcÆ�¼(¹ ��ò2Æ�Ã|Å�½�Å�ÁhÂ�ó �8òh¹��

¿�½WÃJ� �Q½ßÃ(Ä�½�ÆW½WÃ�Á'�|ð�òWÀn½�Æ ,=¾ ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ùä¼�ÆßòG�;º�Æ)� ��ÆW½WÃ�Á'�K�ML��w½ �_½W¹5ÁTÃ�½ßÃ(Ä�½�ÆW½�Ã

N D-b O_x2kcY�fUu"e�YOqck�fUqdblYOk�fUqdYvg2[U`�qcYsi�fQ`cYOu8`d[�`cX2Y�u"b OCx"kdbl[�g�]2qc[BZOYOkdkcYsk�blg8]2qd[�r2fUr2blilb `(j�`cX2YO[�qcj~1X"blZ�X�fUqdY
ZO[�gW`cblgWx2[�x2k-]2fQ`dX�E�fUqc��[yev]2qc[BZOYOkdkcYsksz
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Á'��òh¿(¿^ïUÁh¹�%-À	�MÂQòhÃd¼AÁh¹�Æ �Wó�� ,��;Ä�½Î�¶_µQåö·FÞ�Ù�Û�ÐQÏ�¶CÙäò2ÆUÆWÁ"ï�¼AòTÃ�½-�D�*¼(ÃFÄôòßÆW½�����½W¹5ïU½�@ � �����
���
	 ÁhÂÆ�¼(Åvð5¿�ó � �1Ä�½W¹E@õ¼�Æ8¹5ÁTÃK¼(Åvð�ÁTÂ�Ã�òT¹�Ã�ÁTÂ �M¹��_½WÂUÆ�Ã�Á"Á"�3�UÂyÁhÅ ïUÁT¹�Ãa½ *CÃ���¼�Æ8ò3�-�M¹5ïWÃc¼AÁT¹
� � Ü� �!�� � � �_½&%�¹;½��ò2Æ���Áh¿(¿�Á)�/Æ6F � � â��÷êv¼�ÆKÃFÄ�½�ÁQð;Ãc¼(Å �MÅ ¹ �MÅ �U½�ÂvÁ2�/ð�òWÀn½GÂy½að5¿�òCïQ½WÅ�½�¹�ÃAÆ
�1Ä�½W¹öÃFÄ�½�ÆW½�����½W¹5ïU½|Á2��Ây½��&��½�Æ�ÃcÆ�¼�Æ5@ òh¹���Ã(Ä�½C%w¹5òT¿?Å8½WÅ8ÁTÂ�ó�ïUÁh¹!%1À �MÂyòhÃd¼AÁh¹ß¼�Æ�� ,

=K¶_ÐyÏ�Û�³GÐQ²�´hÐKÏ�Ù
Ís¶CÓ³�ÛB´_Íy³BÍBÊn·F¶_µK³W×M´_Ó Õ�Ö ³GÎ^²�³BÙ
´�Û�¶_Ù�é�Ú_Þ�µU´hÐQÏ�¶CÙ�� áM¶&³BÍ^Ù�¶TÐvÛ�¶CÙnÐQ´TÏ�Ù
Ðy²�³ Ö ´CÍOÐ�µQ³"�nÞ�³BÍsÐBÊ1Ís¶CÓ³ Õ ´_Ú_³µy³ Õ�Ö ´_Û�³BÓ8³WÙnÐQÍGÓ�´2Øß¶MÛWÛWÞ�µGÙ�¶TÐ�à5³BÛB´TÞ�Íy³8¶T· Õ ´TÚC³�·A´_Þ Ö ÐQÍGà�ÞMÐ
à5³BÛW´_Þ�Íy³�Î�³GÏ�Ù�ÍsÏ�ÍOÐ^ÐQ²�´hÐ^ÐQ²�³Gé�Ù�´ Ö Û�¶CÙMé�Ú_Þ�µQ´TÐyÏ�¶_Ù�Ï�Í��õí

� ³BÙ�Û�³W·F¶_µyÐy²�Î�³8Þ�Íy³Ðy²�³�ÍyØ&Ó|à5¶ Ö Í 	�´TÙ�á��ãÐy¶
áM³WÙ�¶TÐy³�Íy³�Ð�Þ�Ù�Ï�¶CÙ�´_Ù�á÷Íy³�Ð�áMÏ �;³WµQ³WÙ�ÛW³
µQ³BÍ Õ ³"Û�ÐyÏ�è_³ Ö ØCí-Ý Ö Íy¶�ÊnÎ�³^µy³ Õ µy³"Ís³BÙnÐ�Þ�Ù�´TµQØ8Ís³WÐQÍ�Î^Ï�Ðy²�Ðy²�³BÏ�µ�³ Ö ³WÓ8³WÙnÐBÊn³_í Ú�í-Î�³KÎ^µyÏ�Ðy³ ? Ï�Ù�ÍsÐy³B´Cá
¶T· � ? �ní -Ï�Ù�´ Ö�Ö ØCÊ�Î�³Gá�³WÙ�¶_Ðy³GÐy²�³�ÛW´TµUáMÏ�Ù�´ Ö Ï�ÐOØ�¶T·*´Íy³�Ð��ôà&Ø A � A í
8:9<;�=?>@=BAC=�DE> FCH FCH " � � ¼�Æ�ò �wÁTÂ �L�-�M¹5ïWÃc¼AÁT¹ � �_½&%�¹;½�Ã(Ä�½�ÍsÞ Õ�Õ ¶CµsÐõÁ'� � ÃaÁ �U½ òT¿(¿

ïUÁh¹!%1À �MÂyòhÃd¼AÁh¹�Æ�� � � Æ)��ïQÄùÃ(Ä�òhÃKÃFÄ�½WÂy½�¼�Æ8¹5Á�� � �����h¼ /�½�Ây½W¹�Ã��UÂyÁhÅ�� � �*¼(ÃFÄ � â���ê ü
� â��ê'	 A ����� A ,

îaÙnÐyÞ�Ï�ÐyÏ�è_³ Ö ØCÊ/Ðy²�³�èh´ Ö Þ�³BÍ|¶T· � ¶CÙ Ï�ÐUÍ�ÍyÞ Õ�Õ ¶_µyÐÛW¶_Ó Õ�Ö ³�Ðy³ Ö ØùáM³WÐy³WµQÓ8Ï�Ù�³ � Ü�Ï�·��äÏ�Í|Ðy²�³
ÍyÞ Õ�Õ ¶_µyÐ�ÐQ²�³WÙ � â���ê ü Ó8Ï�Ù � 9! � � â"�ê 	 A ���#� A �Cí��Þ�µsÐQ²�³WµQÓ8¶_µQ³_ÊnÎ�³�ÛW´_Ù�ÍQ´h·F³ Ö Ø�´CÍyÍyÞ�Ó8³
Ðy²�´hÐwÐQ²�³v¶ Õ ÐyÏ�Ó�´ Ö ¶	�5Ô Ö Ï�Ù�³v´ Ö Ú_¶CµyÏ�Ðy²�Ó âF¶Cµ�´_á�è_³WµUÍQ´TµQØMê1Ï�Í�Ï�Ù�´�ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù8¶_·5ÐQ²�³�ÍyÞ Õ�Õ ¶_µyÐBí
±1¶öÍs³B³8Ðy²�Ï�Í|ÛW¶_Ù�ÍyÏ�áM³Wµ�ÐOÎ�¶ßÛ�¶CÙMé�ÚCÞ�µQ´TÐyÏ�¶_Ù�Í$� ´_Ù�á�� Î^Ï�Ðy² � � â��÷ê ü � � â"��ê=	 A �%�&� A í
±�²�³BÙ�ÐQ²�³�¶ Õ ÐyÏ�Ó�´ Ö ¶ ��Ô Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó ²�´CÍ^Ù�¶�´_á�è2´_ÙnÐQ´TÚC³�à5³WÏ�Ù�Ú�Ï�Ù
Û�¶CÙMé�Ú_Þ�µQ´TÐyÏ�¶_Ù�� ´T·(Ðy³Wµ
Íy³WµQènÏ�Û�Ï�Ù�Ú @
Ï�Ù�ÍsÐy³"´_áö¶T·�ÛW¶_ÙMé�Ú_Þ�µU´hÐQÏ�¶CÙ'� �4Ï�Ð�ÛW´_ÙöÓ8¶hè_³|·Fµy¶CÓ(� ÐQ¶)� Î^Ï�ÐQ²�¶_Þ�ÐG³W×�Û�³W³"áMÏ�Ù�Ú
Ðy²�³�Û�¶nÍOÐK¶_·�à�³BÏ�Ù�Ú�´hÐ��æí�îaÙö¶TÐy²�³WµvÎ�¶_µUá�ÍBÊ�´TÙ
¶ Õ ÐyÏ�Ó�´ Ö ¶	�5Ô Ö Ï�Ù�³|´ Ö Ú_¶CµyÏ�Ðy²�Ó Î^²�Ï�ÛU²
µy³ Õ�Ö ´CÛ�³"Í
´ Õ ´TÚC³G¶_Ù Ö Ø�Î^²�³BÙ�Ï�ÐKÏ�Í�Ù�³BÛW³BÍQÍy´_µyØ�Ï�ÍK´ Ö Î�´2Ø&Í�Ï�Ù�´8ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù�¶T·-Ðy²�³�ÍyÞ Õ�Õ ¶_µyÐBí

±�²�³�·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú Ö ³BÓ8Ó8´TÐQ´�Ê-Í Õ ³"Û�Ï�é�Û8ÐQ¶�Ðy²�³ Õ ´TÚ_Ï�Ù�Ú Õ µQ¶_à Ö ³BÓ ´TÙ�áùÙ�¶TÐ�ÐQµyÞ�³�Ï�Ù ÚC³WÙ�³BµQ´ Ö
·F¶_µ�ÐQ²�³��nÔaÍy³WµQè_³Wµ Õ µQ¶_à Ö ³WÓ�Ê�ÛU²�´TµU´_Û�ÐQ³WµQÏ�ëB³�´ Ö�Ö4Õ ¶nÍyÍyÏ�à Ö ³GÎ�¶_µQå�·FÞ�Ù�Û�ÐyÏ�¶_Ù�Í^à&Ø�áM³�ÐQ³WµQÓÏ�Ù�Ï�Ù�Ú8Ðy²�³
ÍsÐyµQÞ�Û�ÐQÞ�µy³�¶T·�ÐQ²�³WÏ�µ�ÍsÞ Õ�Õ ¶CµsÐ"í�Ý ÍyÏ�ÓÏ Ö ´Tµ"Ê?à�ÞMÐGÓ¶Cµy³Û�¶CÓ Õ�Ö Ï�ÛW´TÐy³Bá!Ê!ÛU²�´TµU´_Û�Ðy³WµQÏ�ëB´hÐQÏ�¶CÙ�Ï�Í�Ï�Ó�Ô
Õ�Ö Ï�ÛWÏ�Ð�Ï�Ù8ÐQ²�³^Î�¶Cµyå|¶T·�Ç�ÈCÈ�Ì�í/±�²�³�é�µQÍsÐ Ö ³WÓ8Ó�´�ÍOÐU´hÐy³"Í/Ðy²�´hÐ�´ Ö�Ö ÛW¶_ÙMé�Ú_Þ�µU´hÐQÏ�¶CÙ�Í/Ï�ÙÐQ²�³vÍyÞ Õ�Õ ¶_µyÐ
²�´2èC³GÐy²�³Íy´_Ó³|è2´ Ö Þ�³_Ê;´TÙ�á�²�³BÙ�Û�³|Î^²�´hÐvÓ�´TÐsÐy³BµQÍvÏ�ÍvÐy²�³|ÍsÞ Õ�Õ ¶CµsÐ�Ï�ÐUÍs³ Ö ·OÊ5Ù�¶_ÐKÐy²�³�èh´ Ö Þ�³BÍv¶T·
� ¶_Ù�Ï�ÐBí

* 9,+�+�- FCH�.CH �;Ä�½�Æ-�"ðCð�ÁTÂ�Ã�Á'��òI�wÁTÂ �#�-�M¹;ï�Ãd¼AÁh¹ � ïUÁh¹�Ã�òT¼(¹�Æ8ÁT¹�¿�óßïUÁh¹!%1À �MÂyòhÃd¼AÁh¹�Æ8ÁT¹
�1Ä&¼AïUÄ � ò_ïUÄ&¼A½Wñh½�Æ�¼(ÃcÆ�Å�¼(¹�¼(Å �MÅ ñ2òT¿ ��½!,

/ ÂyÁ"Á'�UíÒ±1¶hÎ�´_µQá�Í�´�Û�¶CÙCÐQµQ´CáMÏ�Û�ÐyÏ�¶_Ù ´_ÍQÍsÞ�Ó³�Ðy²�´hÐ8Ðy²�³Bµy³�Ï�Í�´÷ÛW¶_ÙMé�Ú_Þ�µU´hÐQÏ�¶CÙ ÿ Ï�ÙôÐy²�³
ÍyÞ Õ�Õ ¶_µyÐ8¶_· � ÍsÞ�ÛU²õÐy²�´hÐ � â ÿ êG� Ó8Ï�Ù10 � â"�÷ê�í Ñ�²�¶&¶CÍy³�Ù�¶hÎ ´÷ÛW¶_ÙMé�Ú_Þ�µU´hÐQÏ�¶CÙ 6 Î^Ï�ÐQ²
� â ÿ ê�� � â 6 êvÐy²�´hÐ�Ó8Ï�Ù�Ï�ÓÏ�ëW³"Í A 6 � ÿ A í���Ø�Ðy²�³ �nÞ�´_ÍyÏ�Û�¶_Ù&èC³�×MÏ�ÐOØ�Û�¶CÙ�áMÏ�ÐyÏ�¶_Ù
Ï�ÙæÇ �TÌdÊ�Ðy²�³WµQ³
Ï�Í ? � ÿ � 6 ´_Ù�á  � 6 � ÿ ÍsÞ�ÛU²�ÐQ²�´hÐ

� â ÿ ê0	 � â 6 ê32 � â ÿ � ? 	  ê'	 � â 6 �  	 ? ê �
�&Ï�Ù�Û�³ � â ÿ ê(� � â 6 ê�Ê�Ðy²�Ï�Í�²�¶ Ö á�Í�¶_Ù Ö ØçÏ�·³WÏ�Ðy²�³Bµ � â ÿ ê � � â ÿ � ? 	  ê�¶Cµ � â ÿ ê(�
� â 6 �  	 ? ê�íäîaÙçÐy²�³
é�µQÍsÐ�ÛW´CÍs³CÊ�Î�³
Ú_³WÐ�Ðy²�´hÐ � â ÿ ê ü � â ÿ � ? 	  ê 	 Èß´TÙ�á ÐQ²�Ï�Í
Û�¶CÙnÐyµU´_áMÏ�Û�ÐUÍ�ÐQ²�³�´_ÍQÍsÞ�Ó Õ ÐyÏ�¶_Ù�ÐQ²�´hÐ ÿ Ï�Í�Ï�Ù�Ðy²�³�ÍyÞ Õ�Õ ¶_µyÐ�¶_· � í�±�²�³GÍy³BÛW¶_Ù�á�ÛW´CÍs³G´ Ö Ís¶ Ö ³B´_á�Í
Ðy¶
´�Û�¶CÙCÐQµQ´CáMÏ�Û�ÐyÏ�¶_Ù�ÍsÏ�Ù�ÛW³Ï�Ð�è&Ï�¶ Ö ´TÐy³BÍ�ÐQ²�³�ÛU²�¶_Ï�Û�³¶T· 6 Î^Ï�Ðy²ùÓ8Ï�Ù�Ï�Ó�Þ�Ó A 6 � ÿ A Ê!à5³BÛW´_Þ�Íy³
A â 6 �  	 ? ê4� ÿ A ü A 6 � ÿ A � È_í

�&Ï�Ù�Û�³�Ðy²�³�ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù�¶_·?Ðy²�³�¶ Õ ÐyÏ�Ó8´ Ö ¶	�5Ô Ö Ï�Ù�³�´ Ö Ú_¶CµyÏ�Ðy²�Ó Ï�Í�´ Ö Î�´2ØMÍ*Ï�Ù�ÐQ²�³�ÍyÞ Õ�Õ ¶_µyÐBÊ
	!³BÓ8Ó8´ � í ��Ís²�¶hÎKÍ�Ðy²�´TÐvÐQ²�³|¶ ��Ô Ö Ï�Ù�³|ÛW¶CÍsÐKÐy¶�Ís³Bµyè&Ï�Û�³|´�µQ³"�nÞ�³"ÍOÐKÏ�Í�ÍsÏ�Ó Õ�Ö Ø�Ðy²�³|Ï�Ù�Û�µQ³B´CÍs³�âcË
¶_µ�È"ê�¶_·�Ðy²�³�ÓÏ�Ù�Ï�Ó|Þ�Ó èh´ Ö Þ�³�¶_·K´
Î�¶Cµyåö·FÞ�Ù�Û�ÐyÏ�¶_Ù!íöÝ�Í�´ßµy³"ÍsÞ Ö ÐBÊ-Ï�ÐÛW´_Ù à�³�áM³�ÐQ³WµQÓ8Ï�Ù�³"á
¶_Ù�Ô Ö Ï�Ù�³�Î^²�³WÙ�Ðy²�³�´CáMè_³BµQÍQ´TµQØ8²�´_Í^´ Õ ´_Ú_³�·A´TÞ Ö Ð"í

±�²�³�Ù�³W×&Ð Ö ³WÓ8Ó�´�áM³WÐy³WµQÓ8Ï�Ù�³BÍ�Ðy²�³�ÍOÐQµyÞ�Û�ÐyÞ�µQ³G¶T·-Ðy²�³�ÍyÞ Õ�Õ ¶_µyÐBí
* 9,+�+�-�FCH65EH87 ÁTÂ�½Uò_ïUÄ �wÁTÂ ���-�M¹5ïWÃc¼AÁT¹ � Ã(Ä�½�ÂQ½�¼�Æ�òT¹ô¼(¹;ï�ÂQ½QòhÆ�¼(¹nÀöÆW½9�&��½W¹5ïU½�Á'�8ÆW½WÃAÆ

� �;: �=< : ��� � : �  � �*¼(ÃFÄ�� � ü �?> ��Ã(Ä�½Å8ÁhÆUÃ^ÂQ½QïU½W¹�Ã�Ây½�����½�Æ�Ã ��Æ)��ïQÄöÃFÄ�òhÃ�ÃFÄ�½�Æ)�"ð_ð�ÁhÂ�ÃvÁ2�� ¼�Æ�ð5ÂQ½QïW¼�ÆW½�¿�ó
� � Ü A �A@B� C A 2�D8·F¶CµK´ Ö�Ö D<���
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; ³ Õ ¶CÍsÐ Õ ¶_Ù�³�Ðy²�³ Õ µQ¶&¶T·K¶_·KÐy²�³ Ö ³WÓ8Ó�´
Ðy¶�Ï�ÙCÐQµy¶MáMÞ�Û�³�Íy¶_Ó8³�Ù�³WÎ á�³�é�Ù�Ï�ÐyÏ�¶_Ù�ÍWí ; ³�Î^Ï Ö�Ö
ÛW´ Ö�Ö ´ �&ÔcÐQÞ Õ�Ö ³ � ü â � � 1 �=< 1 � � � 1 �  êK¶T·�ÐQ²�³ Ö ³WÓ8Ó�´�´
Æ�¼�ÀT¹;òhÃ �MÂy½v¶T· � í�Ý ÍsÏ�Ú_Ù�´TÐyÞ�µQ³�¶_· �
Û�¶CÓ Õ�Ö ³WÐy³ Ö Øöá�³�Ðy³BµyÓ8Ï�Ù�³BÍ�Ï�ÐQÍ�ÍyÞ Õ�Õ ¶_µyÐBí ��ÞMÐ�Ï�Ð�áM¶&³BÍyÙ O Ð�²�´2è_³�Ðy¶�à�³8Þ�Ù�Ï��nÞ�³Cí �¶_µG³�×�´TÓ Õ�Ö ³_Ê
´Î�¶Cµyå8·FÞ�Ù�Û�ÐQÏ�¶CÙ�Î^²�¶nÍs³�ÍyÞ Õ�Õ ¶_µyÐKÛ�¶_Ù�ÍsÏ�ÍOÐUÍ�¶T·/¶_Ù Ö Ø�¶_Ù�³�ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù � ? � 1 � ��� 1 ?  �G²�´_Í � �ÍyÏ�ÚCÙ�´hÐQÞ�µy³"ÍGâ(·F¶_µv³B´_ÛU² Õ ³WµQÓ|ÞMÐU´hÐyÏ�¶_Ù�� Ö ³WÐ�� C ü � ?�� � 1 � � � 1 ?���� �hê�í ; ³�áM³�é�Ù�³GÐy²�³�ÃdóQð�½�¶T· �Ðy¶�à�³|Ðy²�³ �nÔdÐyÞ Õ�Ö ³	� ü â A � � A ü È 1 A � < A 1 ��� � 1 A �  A ê�í�Ý Ö Ðy²�¶_Þ�ÚC²ö´�Î�¶_µQå�·FÞ�Ù�Û�ÐyÏ�¶_Ù÷Ó�´2Ø�²�´2èC³Ó�´TÙ&ØßÍyÏ�ÚCÙ�´hÐQÞ�µy³"ÍWÊ;Ï�ÐQÍ�ÐOØ Õ ³8Ï�Í�Þ�Ù�Ï �CÞ�³ �4Ï�Ð�Ï�Í�³"´_ÍyØ�ÐQ¶
Ís³B³|ÐQ²�´hÐ�´�Î�¶_µQå�·FÞ�Ù�Û�ÐyÏ�¶_Ù�²�´_Í�Ó8¶_µQ³
Ðy²�´TÙ�¶_Ù�³�ÍyÏ�ÚCÙ�´hÐQÞ�µQ³BÍ�¶_Ù Ö Ø�Î^²�³BÙ�Ðy²�³Bµy³GÏ�ÍK´ D �äÈGÍyÞ�ÛU²�Ðy²�´TÐ A ��
 A ü� ·F¶Cµ�È�H � H�D�í

; ³�Ù�¶hÎ Õ µQ¶hè_³ 	!³BÓ8Ó8´ � í É�í
/ ÂyÁ"Á'�÷Á'��»1½�ÅÅ�ò�� , ��íì±�²�³ Õ µQ¶&¶T·GÏ�Í�ànØôÏ�Ù�áMÞ�Û�ÐQÏ�¶CÙÒ¶_Ù Ðy²�³ Ö ³BÙ�ÚTÐQ²Ò¶T·GÐy²�³ßµy³��nÞ�³BÍsÐ
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Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³vµU´hÐQÏ�¶|¶T· 	�� �|ín±�²&Þ�Í�Î�³K²�´2è_³KÐy¶�ÛW¶_Ó Õ ´_µy³KáMÏ�µQ³BÛ�Ð Ö Ø 	��� Î^Ï�Ðy²�´_ÙnØ¶TÐQ²�³Wµ�¶_Ù�Ô
Ö Ï�Ù�³�´ Ö Ú_¶_µQÏ�Ðy²�Ó�í&�
¶_µQ³ Õ µQ³BÛ�Ï�Íy³ Ö�Ö ØCÊ_Î�³K²�´2è_³�ÐQ¶|Íy²�¶hÎ Ðy²�´TÐ�·F¶_µ�´TÙ&Ø|¶CÙMÔ Ö Ï�Ù�³v´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ ´_Ù�á
´TÙ&Øù´_áMèC³WµUÍy´_µyØõâcÛ�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ ÖwÕ µQ¶_à�´_à�Ï Ö Ï�ÐOØ�á�Ï�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�ê 1 � 4 M Ê-Ðy²�³Bµy³�Ï�Í´TÙõ´CáMè_³BµQÍQ´TµQØ
1 � � 4 M ÍsÞ�ÛU²öÐy²�´TÐ�ÐQ²�³8Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³�µU´hÐQÏ�¶�¶T· ÿ ´TÚC´_Ï�Ù�ÍOÐ 1 � Ï�ÍG´hÐ Ö ³"´_ÍsÐ�ÐQ²�³8Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶v¶_·�	�� �ç´_ÚC´TÏ�Ù�ÍsÐ 1 í ; ³�²�´2èC³�ÐQ¶K·A´_ÛW³wÐQ²�³ Õ µQ¶_à Ö ³WÓäÐy²�´hÐ 1 Ó�´2ØGà�³�èC³WµQØ�ÛW¶_Ó Õ�Ö Ï�ÛB´hÐy³"á
´TÙ�á ÿ Ó�´2Ø�à5³�³WµQµQ´TÐyÏ�ÛTí

; ³�´hÐyÐQ´CÛUå�ÐQ²�³ Õ µy¶Cà Ö ³BÓ Ï�Ù
ÐOÎ�¶�ÍsÐy³ Õ ÍWí�1Ï�µUÍOÐ"Ê�Î�³ � ÍOÐU´TÙ�á�´_µQá�Ï�ëB³"�Ðy²�³�Û Ö ´_ÍQÍK¶_·w´_áMèC³WµyÔ
ÍQ´TµQÏ�³"ÍWÊ*à&ØõÍy²�¶hÎ^Ï�Ù�ÚßÐy²�´hÐ�Ï�Ð�ÍyÞ���Û�³"Í|ÐQ¶�ÛW¶_Ù�ÍyÏ�áM³Wµ¶_Ù Ö Øõ´�Û Ö ´_ÍQÍ|¶_·�´_á�è_³WµUÍQ´TµQÏ�³"Í�Î^²�Ï�ÛU²æÎ�³
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ÛW´ Ö�Ö ïUÁT¹�ÆW½�Â�ñhòhÃd¼(ñh½
â(ÐQ¶ à�³
áM³Wé�Ù�³BáçÍy²�¶_µyÐ Ö Ø�ê�í îaÙ Õ ´TµyÐyÏ�Û�Þ Ö ´Tµ"Ê�Î�³�Î^Ï Ö�Ö Ís²�¶hÎ Ðy²�´hÐ8·F¶_µ�´_ÙnØ
1 � 4�M�Ðy²�³Bµy³�Ï�Í�´�à�³WÐsÐy³Bµ�Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³�´_áMèC³WµUÍy´_µyØ��1 � 4�M´TÚC´_Ï�Ù�ÍOÐ 	���|Ê*Ïcí ³_í�Ê 	���
²�´CÍ�´�ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³µU´hÐyÏ�¶�´_ÚC´TÏ�Ù�ÍsÐ��1 Î^²�Ï�ÛU²ßÏ�ÍvÙ�¶ Ö ³BÍQÍKÐQ²�´TÙ
ÐQ²�´hÐ�´TÚn´TÏ�Ù�ÍsÐ 1 í#�&³BÛW¶_Ù�á?Ê5Î�³
Íy²�¶hÎõÐQ²�´hÐ*·F¶Cµ�´TÙ&Ø|Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³ 1�� 4 M ´_ÚC´TÏ�Ù�ÍsÐ�	����ÊhÐQ²�³WµQ³^Ï�Í*´�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³�´CáMè_³BµQÍQ´TµQØ
1 � � 4 M ´TÚn´TÏ�Ù�ÍsÐ ÿ Ê�ÍyÞ�ÛU²�ÐQ²�´hÐ^ÐQ²�³�Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�µU´hÐyÏ�¶8¶T· 	���ì´_ÚC´TÏ�Ù�ÍsÐ 1 Ï�ÍK´hÐ^Ó8¶CÍsÐ^Ðy²�³
Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�µU´hÐyÏ�¶¶T· ÿ ´TÚC´_Ï�Ù�ÍOÐ 1 � í

±1¶�Þ�Ù�áM³WµUÍsÐQ´TÙ�áöÎ^²&Ø 	��� Ï�ÍG¶ Õ ÐyÏ�Ó8´ Ö ´TÚn´TÏ�Ù�ÍsÐGáMÏ �;Þ�Ís³�´CáMè_³BµQÍQ´TµQÏ�³"Í�´_Ù�áöÐy¶�Ó8¶TÐyÏ�èh´hÐQ³
Ðy²�³�Ù�¶TÐQÏ�¶CÙ�¶_·-Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³"Í�´CáMè_³BµQÍQ´TµQÏ�³"ÍWÊnÎ�³GÍsÐQ´_µsÐ^à&Ø�´CÍså&Ï�Ù�Ú�Î^²�´hÐ Õ µQ¶ Õ ³WµyÐOØ�´TÙ�¶ Õ ÐQÏ�Ó�´ Ö
¶_Ù�Ô Ö Ï�Ù�³�´ Ö Ú_¶_µQÏ�Ðy²�Ó Ó|Þ�ÍsÐv²�´2èC³_íwîaÙnÐQÞ�Ï�ÐQÏ�èC³ Ö Ø_Ê�Ï�·vâ � � 1 � � � 1 �  ê�Ï�Ív´�ÍyÏ�Ú_Ù�´TÐyÞ�µQ³�¶T·/Ðy²�³|Û�Þ�µQµQ³WÙnÐÎ�¶_µQåv·FÞ�Ù�Û�ÐyÏ�¶_Ù � Ê_´_Ù|¶ Õ ÐyÏ�Ó8´ Ö ¶CÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�ÓìÍs²�¶_Þ Ö á Õ µQ³�·F³Bµ4ÐQ¶�²�´2èC³�Ï�Ù|Ï�ÐQÍ1·A´_ÍsÐ-Ó8³BÓ¶CµyØ
Õ ´_Ú_³BÍ^·Fµy¶CÓ���
wÏ�Ù�ÍOÐQ³B´_áß¶T· Õ ´TÚC³BÍ^Ù�¶TÐ�Ï�Ù#��
yíK±�²�³|Ï�ÙnÐyÞ�Ï�ÐyÏ�¶_ÙöÏ�ÍKÐy²�´TÐ Õ ´_Ú_³BÍKÏ�Ù#��
�´TµQ³�Ó8¶_µQ³
èh´ Ö Þ�´Tà Ö ³GÐQ¶8Ðy²�³�¶ ��Ô Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó ÐQ²�´TÙ Õ ´_Ú_³"Í�Ù�¶TÐvÏ�Ù'��
yÊ�à5³BÛW´_Þ�Íy³�´�Û�¶_Ù�é�Ú_Þ�µU´hÐQÏ�¶CÙ�·FµQ¶_Ó
Ðy²�³�ÍyÞ Õ�Õ ¶_µyÐv¶T· � µQ³WÓ�´_Ï�Ù�ÍKÏ�Ù
ÐQ²�³�ÍyÞ Õ�Õ ¶_µyÐvÎ^²�³BÙßÎ�³�µy³ Õ�Ö ´_Û�³�´_Ù&Ø Õ ´_Ú_³�Ù�¶_Ð�Ï�Ù#��
�Î^Ï�ÐQ²ß´
Õ ´_Ú_³�Ï�Ù ��
 �_Ðy²�³^ÛW¶_Ù&è_³BµQÍy³wáM¶&³BÍ/Ù�¶TÐ/²�¶ Ö á|Ï�ÙÚ_³WÙ�³WµU´ Ö í�	���çáM¶&³BÍ-³�×�´CÛ�Ð Ö ØGÐy²�Ï�ÍBí1îaÙ�·A´_Û�ÐBÊ;	���
å_³B³ Õ Í�Ï�Ù�Ï�ÐQÍ�·A´_ÍsÐ�Ó8³BÓ¶CµyØÐQ²�³vé�µQÍsÐ� Õ ´TÚC³BÍ�¶T·?Ðy²�³GÛB´TÙ�¶CÙ�Ï�ÛW´ Ö ¶_µUáM³WµQÏ�Ù�Ú�âFÎ^Ï�Ðy²�´ Õ�Õ µy¶ Õ µQÏ�´TÐy³
Ï�Ù�Ï�ÐQÏ�´ Ö Ï�ëB´TÐyÏ�¶_Ù�ê�í

±�²�³�ÍQ´TÓ8³8Ï�ÙnÐQÞ�Ï�ÐQÏ�¶CÙ ÍsÞ�ÚCÚ_³"ÍOÐUÍ�Ðy²�´TÐ�Ðy²�³�´CáMè_³BµQÍQ´TµQØ
Ís²�¶CÞ Ö á Õ µy³W·F³Wµ�´_ÍGÙ�³�×&Ð�µy³��nÞ�³BÍsÐ�´
Õ ´_Ú_³ ? � ��
�Ðy¶ ´ Õ ´_Ú_³  �� ��
<��Ðy²�³
¶CÙ Ö Øô³�×�Û�³ Õ ÐyÏ�¶_Ù à5³WÏ�Ù�Ú Î^²�³WÙ ? Ï�Í�Ï�Ù Ðy²�³
¶CÙMÔ Ö Ï�Ù�³
ÛW´CÛU²�³ß´TÙ�á  Ï�Í�Ù�¶TÐBí îaÙçÐQ²�Ï�Í�ÛW´CÍs³CÊ�Ï�Ð�Ï�Í�Þ�Ù�Û Ö ³B´Tµ�Î^²�Ï�ÛU² Õ ´TÚ_³õâ ? ¶Cµ  êÐQ²�³ö´CáMè_³BµQÍQ´TµQØ
Íy²�¶_Þ Ö á�ÛU²�¶&¶nÍs³Kà5³BÛB´TÞ�Íy³v¶_·?Ðy²�³v·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú�ÐQµQ´CáM³W¶ �-Ü ��Ù�ÐQ²�³�¶CÙ�³K²�´_Ù�á?Ê  Ï�ÍwÓ8¶Cµy³^·A´2èC¶_µU´Tà Ö ³
à5³BÛW´_Þ�Íy³�Ï�Ð*Ï�Ù�ÛWµy³"´_Íy³BÍ4Ðy²�³�¶CÙMÔ Ö Ï�Ù�³^Û�¶CÍsÐBÊhÎ^²�³WµQ³B´_Í ? áM¶&³"Í1Ù�¶TÐBí ��Ù�Ðy²�³�¶TÐQ²�³Wµ/²�´_Ù�á?Ê ? Ï�Í/Ó8¶_µQ³
·A´2è_¶CµQ´_à Ö ³ÍyÏ�Ù�Û�³�³WÏ�Ðy²�³Wµ�ÐQ²�³�µQ³BÍyÞ Ö ÐQÏ�Ù�Ú�ÍyÞ Õ�Õ ¶_µyÐ�Ï�Í Ö ´TµQÚ_³WµG¶Cµ  Ï�Ù�ÛWµy³"´_Íy³BÍ�Ðy²�³�¶	�5Ô Ö Ï�Ù�³�Û�¶CÍsÐBí
±�²�³
´Tà5¶hè_³�Ï�ÙnÐQÞ�Ï�ÐQÏ�¶CÙ ÍyÞ�ÚCÚ_³BÍsÐQÍ|Ðy²�³�Ù�¶TÐyÏ�¶_Ùô¶T·GÛ�¶_Ù�Ís³Bµyèh´hÐQÏ�èC³�´CáMè_³BµQÍQ´TµQØ_í Ý Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³
´_á�è_³WµUÍQ´TµQØ�´CÍyÍyÏ�ÚCÙ�Í Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØùÐy²�´TÐ·A´2èC¶_µUÍ Õ ´TÚC³BÍ�Î^Ï�ÐQ²çÍyÓ�´ Ö�Ö ³Bµ8µQ´_Ù�å Ï�Ù ÐQ²�³
ÛW´TÙ�¶_Ù�Ï�ÛW´ Ö
¶_µUáM³BµyÏ�Ù�Ú�´TÓ8¶_Ù�Ú8Ðy²�³ Õ ´TÚ_³"Í�Ï�Ù�ÐQ²�³|¶CÙMÔ Ö Ï�Ù�³�ÛW´CÛU²�³�´TÙ�á�ÍyÏ�ÓÏ Ö ´Tµ Ö Ø�·F¶_µ^ÐQ²�³ Õ ´_Ú_³BÍKÙ�¶TÐvÏ�Ù�Ðy²�³
¶_Ù�Ô Ö Ï�Ù�³�ÛW´CÛU²�³_í�±4¶�à�³�Ó¶Cµy³ Õ µy³"Û�Ï�Ís³CÊ�é�×
´�µy³��nÞ�³BÍsÐ�Íy³"�nÞ�³BÙ�Û�³3@�Ðy²�´hÐ�µQ³BÍyÞ Ö ÐQÍ�Ï�Ù÷ÛW´TÙ�¶_Ù�Ï�ÛW´ Ö
¶_µUáM³BµyÏ�Ù�Ú ? � ? < ��� ��´_Ù�á ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù � ¶_·|´TÙ ¶CÙMÔ Ö Ï�Ù�³ö´ Ö ÚC¶_µQÏ�ÐQ²�Ó ÿ í Ý Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³
´_á�è_³WµUÍQ´TµQØ�´TÚC´_Ï�Ù�ÍOÐ ÿ ´CÍyÍyÏ�Ú_Ù�Í Õ µQ¶_à�´Tà�Ï Ö Ï�ÐyÏ�³BÍKÎ^Ï�ÐQ²�Ðy²�³ Õ µy¶ Õ ³BµsÐOØ�Ðy²�´TÐK·F¶_µK³Bè_³BµyØ ? 
 1 ? C � �
Î^Ï�Ðy² � � D�Ê ? C�µQ³BÛW³WÏ�è_³"Í Õ ¶CÍyÏ�ÐyÏ�è_³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØCÊ 1 â ? C A @&ê� Ë�ÊM¶CÙ Ö Ø�Ï�· ? 
-µQ³BÛW³WÏ�è_³BÍ�Ó�´h×MÏ�Ó|Þ�Ó
Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ_Ê 1 â ? 
 A @Mê ü JBí �&Ï�Ó8Ï Ö ´Tµ Ö Ø|·F¶Cµ Õ ´_Ú_³"Í ? 
 1 ? C �� �í*±�²nÞ�Í�ÐQ²�³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐQÏ�³"Í 1 â % A @&ê´TµQ³�ÛW¶_Ó Õ�Ö ³�ÐQ³ Ö Ø�áM³�ÐQ³WµQÓÏ�Ù�³"á�à&Ø8Ðy²�³�Ðy¶_ÐQ´ Ö5Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ � ´_ÍQÍsÏ�Ú_Ù�³"á8Ðy¶ Õ ´_Ú_³BÍ�Ï�Ù��í ; ³�´Cá�á
´TÙô´_á�áMÏ�ÐyÏ�¶_Ù�´ Ö Û�¶_Ù�ÍOÐQµQ´_Ï�ÙnÐBÊ*´ Ö ÐQ²�¶_Þ�ÚC²ùÐy²�³ Õ µQ¶&¶T·AÍ|á�¶öÙ�¶_ÐÛW´ Ö�Ö ·F¶_µÏ�ÐBÜ�Ý�ÐÓ¶nÍOÐ¶_Ù�³ Õ ´TÚC³
µQ³BÛ�³BÏ�èC³BÍ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ÷Ðy²�´TÐ�Ï�Í�Ù�¶_ÐË
¶Cµ�J�âF³��CÞ�Ï�èh´ Ö ³WÙnÐ Ö Øù³WÏ�Ðy²�³Wµ � ¶_µ�È � � Ï�Í´TÙ Ï�ÙCÐQ³WÚCµQ´ Ö
Ó|Þ Ö ÐQÏ Õ�Ö ³�¶T·>J�ê�í��¶_µ^³�×�´_Ó Õ�Ö ³CÊMÏ�·>J ü È 9;�MÊnÐy²�³�¶CÙMÔ Ö Ï�Ù�³�ÛW´CÛU²�³ �ãÛW¶_Ù�ÍyÏ�ÍsÐQÍ�¶_· Õ ´TÚ_³"Í�È 1 � 1 É 1 �
¶T·-Ðy²�³�ÛW´TÙ�¶_Ù�Ï�ÛW´ Ö ¶CµQá�³WµQÏ�Ù�Ú�ÊM´TÙ�á � ü � 9)��Ê&Ðy²�³BÙ Õ ´TÚ_³"Í�È 1 � 1 � 1 � 1  GµQ³BÛW³WÏ�è_³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ JBí

î�Ð�Ís³B³WÓ�Í�µy³"´_Íy¶_Ù�´_à Ö ³�Ðy²�´TÐ�´TÙö¶ Õ ÐyÏ�Ó�´ Ö ´CáMè_³BµQÍQ´TµQØ�´_ÚC´TÏ�Ù�ÍsÐ 	���ãÏ�Í�Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³|´_Ù�á
Ï�Ù�áM³W³"áÎ�³^´TµQ³�Ú_¶_Ï�Ù�Ú�Íy²�¶_µyÐ Ö ØGÐy¶ Õ µQ¶hè_³�Ðy²�´hÐ/Ðy²�Ï�Í*Ï�Í-Ðy²�³KÛB´_Íy³_í��¶Cµ*¶TÐy²�³Wµ/¶_ÙMÔ Ö Ï�Ù�³^´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í
²�¶hÎ�³WèC³Wµ"Ê�Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³�´_áMèC³WµUÍy´_µyÏ�³BÍ�Ó�´2Ø�Ù�¶TÐvà5³|¶ Õ ÐyÏ�Ó�´ Ö Ê�³"Í Õ ³BÛWÏ�´ Ö�Ö Ø�·F¶Cµ � Þ�Ù�µQ³B´_Íy¶_Ù�´Tà Ö ³"�
´TÙ�á�²�Ï�Ú_² Ö Ø�ÍyÞ�à5¶ Õ ÐQÏ�Ó�´ Ö ¶_ÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍWí/ÝìÛ�³BÙCÐQµQ´ Ö Ï�á�³B´¶T·-¶_Þ�µ Õ µQ¶&¶T·4Ï�Í�ÐQ¶8á�Ï�Íyµy³BÚC´_µQá
Ðy²�Ï�Í Õ µy¶Cà Ö ³WÓ�í �wè_³WÙ Ï�·�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³�´CáMè_³BµQÍQ´TµQÏ�³BÍ8´TµQ³�Ù�¶TÐ�¶ Õ ÐyÏ�Ó�´ Ö ´_ÚC´_Ï�Ù�ÍsÐ�´TÙÒ¶CÙMÔ Ö Ï�Ù�³
´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ Ê�Ï�Ð�ÍyÞ���Û�³"Í8Ðy¶õÍy²�¶hÎ�ÐQ²�´hÐ�ÐQ²�³WµQ³
Ï�Í�´ùÛ�¶_Ù�Ís³Bµyèh´hÐQÏ�èC³�´CáMè_³BµQÍQ´TµQØ�Ðy²�´TÐ�·F¶_µUÛ�³"Í
´�Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³�µU´hÐQÏ�¶�Ù�¶ Ö ³"ÍyÍ�ÐQ²�´TÙôÐy²�³�µU´hÐQÏ�¶÷¶T· 	����í ; ³�Ù�¶hÎ Íy²�¶hÎ�Ðy²�´hÐ�´TÙô¶ Õ ÐQÏ�Ó�´ Ö
´_á�è_³WµUÍQ´TµQØ8´_ÚC´_Ï�Ù�ÍsÐ5	��� Ï�Í^ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³_í

* 9,+�+�- FCH��CH
7 ÁTÂ�òh¹�ó 1 � 4 M �vÃFÄ�½WÂy½�¼�Æ�ò÷ïUÁh¹�ÆW½�Â�ñhòhÃd¼(ñ2½�ò �hñh½�ÂUÆWòhÂ�ó �1 � 4 M Æ)��ïUÄ
ÃFÄ�òhÃ^ÃFÄ�½�ïUÁTÅKð�½�Ãd¼(Ãd¼(ñ2½8ÂQòhÃd¼AÁ
Á'��»���� òBÀCòT¼(¹�Æ�Ã �1 ¼�ÆòhÃ^¿�½UòhÆUÃ^ÃFÄ�½�ïUÁTÅKð�½�Ãd¼(Ãd¼(ñ2½8ÂQòhÃd¼AÁ
Á'��» ���
òWÀnòh¼(¹�Æ�Ã 1 ,

/ ÂyÁ"Á'�Uí^±�²�³ Õ µy¶&¶T·/Ï�ÍKà&Ø�Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù
¶CÙ�ÐQ²�³�Ù&Þ�Ó�à�³BµK¶T·*µQ³"�nÞ�³BÍsÐQÍBíw±1¶8·A´_ÛWÏ Ö Ï�ÐU´hÐQ³�Ï�Ù�áMÞ�Û�Ô
ÐyÏ�¶_Ù4Ê�Î�³�Þ�Íy³�´�ÍsÐyµQ¶_Ù�Ú�Ï�Ù�áMÞ�Û�ÐQÏ�èC³�²&Ø Õ ¶_Ðy²�³"ÍsÏ�ÍWí�1Ï�µUÍOÐ"Ê�Î�³|´ Ö�Ö ¶hÎ ´_Ù&Ø�Ï�Ù�Ï�ÐQÏ�´ Ö Î�¶_µQå�·FÞ�Ù�Û�ÐQÏ�¶CÙ
âFÏ�Ù�ÍsÐy³"´_á ¶_·�ÐQ²�³�Î�¶_µQåß·FÞ�Ù�Û�ÐQÏ�¶CÙõÎ^²�¶CÍy³�ÍyÞ Õ�Õ ¶_µyÐ�Û�¶CÙnÐQ´TÏ�Ù�Í|¶_Ù Ö Ø÷¶CÙ�³�ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù5ê�íG	!³WÐ
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¶ Õ Ð"â @ 1 � 1 ��ê-à5³^Ðy²�³K¶ Õ ÐQÏ�Ó�´ Ö Û�¶nÍOÐ*ÐQ¶|Íy³WµQènÏ�Û�³5@|Î^²�³WÙ8ÐQ²�³KÏ�Ù�Ï�ÐQÏ�´ Ö Î�¶_µQå�·FÞ�Ù�Û�ÐyÏ�¶_Ù�²�´_Í/ÐOØ Õ ³"�
´TÙ�á�ÛB´TÙ�¶CÙ�Ï�ÛB´ Ö ¶CµQáM³BµyÏ�Ù�Ú$�í��¶_µ�ÍyÏ�Ó Õ�Ö Ï�Û�Ï�ÐOØ_Ê_Ï�Ù¶_Þ�µ*Ù�¶_ÐQ´TÐyÏ�¶_ÙÎ�³�Þ�Íy³�¶_Ù Ö Ø�ÐQ²�³�ÐOØ Õ ³^¶T·;Î�¶_µQå
·FÞ�Ù�Û�ÐyÏ�¶_Ù�Í�´_Ù�á÷Î�³Î^µyÏ�Ðy³8¶ Õ ÐBâ @ 1 �/êKÏ�Ù�ÍsÐy³"´_á÷¶T·�¶ Õ Ð"â @ 1 � 1 ��ê�í
=v¶TÐyÏ�Û�³�´ Ö Íy¶�ÐQ²�´hÐGÐQ²�³8Ï�Ù�Ï�ÐyÏ�´ Ö
ÐOØ Õ ³�áM¶&³BÍKÙ�¶TÐ�´	�5³"Û�ÐKÐQ²�³|à5³W²�´2è&Ï�¶_Þ�µ^¶_·7	����´TÐ�´ Ö�Ö Ê�Íy¶�Î�³|ÛB´TÙßÍyÏ�Ó Õ�Ö Ø�Î^µyÏ�Ðy³
	���|â @Mê�ÐQ¶
áM³BÙ�¶TÐQ³GÐy²�³�Û�¶nÍOÐK¶_·�� û�� ·F¶_µ�ÐQ²�³�Íy³"�nÞ�³WÙ�Û�³Gµy³��nÞ�³BÍsÐ5@�í

�&³"Û�¶_Ù�á?ÊCÍyÏ�Ù�Û�³�Î�³Ká�¶_Ù O Ð�å&Ù�¶hÎõÐQ²�³KÛ�¶CÓ Õ ³�ÐQÏ�ÐQÏ�èC³^µQ´TÐyÏ�¶G¶T· 	����Ê_Î�³KÍyÏ�Ó Õ�Ö Ø|Þ�Ís³�ÐQ²�³�·A´_Û�Ð
Ðy²�´hÐ*Ðy²�³�ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³^µU´hÐQÏ�¶�Ï�Í Õ ¶nÍsÏ�ÐyÏ�è_³�âA´ Ö ÐQ²�¶_Þ�Ú_²Î�³^Û�¶CÞ Ö á�ÍQ´h·F³ Ö Ø�´CÍyÍyÞ�Ó8³Bá´GÛ�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶�´hÐ Ö ³B´CÍOÐKÈ2ê�í&�
¶_µQ³ Õ µy³"Û�Ï�Ís³ Ö�Ö Ø_ÊTÐy²�³KÏ�Ù�áMÞ�Û�ÐyÏ�è_³^²&Ø Õ ¶TÐy²�³BÍyÏ�Í/Ï�Í/Ðy²�´hÐ�·F¶Cµ�´TÙ&Ø 1�� 4 M ÊC´_ÙnØ� Ê�´TÙ�á�´TÙ&Ø # �ôË|Ðy²�³WµQ³�Ï�Í�´�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³��1 ÍyÞ�ÛU²�Ðy²�´TÐ < 8 â�� û�� â�����ê � #=% ¶ Õ Ð"â���� 1 �/êsê H
<�	8 â
� û�� â�����ê � # % ¶ Õ Ð"â���� 1 �/êsê�Ê1Î^²�³Bµy³ � Ï�Í�Ðy²�³�ÐOØ Õ ³�¶T·�Ðy²�³�Ï�Ù�Ï�ÐQÏ�´ Ö Î�¶_µQåß·FÞ�Ù�Û�ÐyÏ�¶_Ù4Ê ���
áM³BÙ�¶TÐQ³BÍ�´�Ís³��nÞ�³WÙ�ÛW³K¶T· Ö ³WÙ�ÚTÐy² � áMµQ´2Î^Ù8·FµQ¶_Ó ÐQ²�³�ÛW¶_Ù�áMÏ�ÐyÏ�¶_Ù�´ Ö�Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ8áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ 1
¶_µ �1 í����nÞ�Ï�è2´ Ö ³BÙnÐ Ö Ø_ÊMÎ�³�Î^Ï Ö�Ö Ís²�¶hÎÒÐy²�´TÐ^Ðy²�³Bµy³�Ï�Í^´8Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³ 1 ÐQ²�´hÐKÓ�´T×&Ï�Ó8Ï�ëB³BÍ

� â 1 1 � 1 �-ê ü < 8 â�� û�� â�� � ê4� # % ¶ Õ Ð"â�� � 1 �/êsê � â � í � ê
; ³�Þ�Ís³�Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù
¶CÙ�Ðy²�³�Ù&Þ�Ó�à�³BµK¶T·/µy³��nÞ�³BÍsÐQÍ � í��¶_µ � ü Ë�ÊMÐQ²�³WµQ³�Ï�Í^Ù�¶TÐQ²�Ï�Ù�Ú8Ðy¶ Õ µQ¶hè_³Cí
ÝvÍQÍyÞ�Ó8³KÙ�¶hÎ Ðy²�´TÐwÐQ²�³KÏ�Ù�áMÞ�Û�ÐyÏ�¶_Ù�²&Ø Õ ¶_Ðy²�³"ÍsÏ�Í�²�¶ Ö á�Í*·F¶Cµ � �÷ÈK´TÙ�á Ö ³�Ð 1 à�³�´�áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ
Ðy²�´hÐKÓ�´h×MÏ�ÓÏ�ëW³"Í < 8 â�� û�� â�� � ê � #@% ¶ Õ Ð2â�� � 1 �-êyê�í/î�· 1 Ï�Í�Ù�¶TÐvÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³_ÊnÎ�³GÎ^Ï Ö�Ö Íy²�¶hÎ
²�¶hÎ=Ðy¶�´ Ö Ðy³Bµ^Ï�Ð^ÐQ¶�Ú_³�ÐK´8Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³G´_áMèC³WµUÍy´_µyØ �1 Ðy²�´hÐv´ Ö Íy¶�Ó�´h×MÏ�Ó8Ï�ëB³BÍ � â �1 1 � 1 �-ê�í

±�²�³ Õ µQ¶&¶T· Õ µQ¶MÛ�³B³Bá�Í/´_Í-·F¶ Ö�Ö ¶hÎKÍBÜ4Ý Ö Ðy²�¶CÞ�Ú_² 1 Ó8´2Ø�Ù�¶TÐ*à�³KÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³_Ê2à&Ø�Ï�Ù�áMÞ�Û�ÐQÏ�¶CÙ
Ï�Ðà5³BÛW¶_Ó8³BÍÛ�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³�´h·(ÐQ³Wµ�Ðy²�³�é�µUÍOÐµy³��CÞ�³BÍsÐBí �&¶�Ê/Î�³�Î�´TÙnÐ|ÐQ¶÷Íy²�¶hÎ Ðy²�´TÐ�ÐQ²�³�é�µUÍsÐ
µQ³"�nÞ�³BÍsÐ|Ï�Í|´ Ö Íy¶ � ÛW¶_Ù�Íy³WµQèh´hÐyÏ�è_³���í�v³BÙ�¶TÐQ³�à&Ø 1 C ÐQ²�³�µQ³BÍyÞ Ö ÐQÏ�Ù�ÚöÛ�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö áMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ
Î^²�³BÙ�ÐQ²�³Gé�µUÍOÐKµQ³"�nÞ�³"ÍOÐ^Ï�Í�Ðy²�³�D_ÔcÐQ²�µQ³"�nÞ�³"ÍOÐ ? C�¶T·-Ðy²�³�ÛB´TÙ�¶CÙ�Ï�ÛB´ Ö ¶CµQáM³BµyÏ�Ù�Ú�ÊnÏdí ³_í�Ê 1 CCâ % A @Mê ü
1 â % A ? C @&ê�í 	!³�Ð�´ Ö Ís¶ �=� C �*áM³BÙ�¶TÐQ³KÐQ²�³KÐOØ Õ ³v¶T·?ÐQ²�³�Î�¶Cµyå|·FÞ�Ù�Û�ÐQÏ�¶CÙ�ÐQ²�´hÐ�µy³"ÍsÞ Ö ÐQÍ�´h·(ÐQ³Wµ�µy³��nÞ�³BÍsÐ
? C_í*î�·�â � � 1 � ��� 1 �  ê�Ï�Í�ÐQ²�³�Ï�Ù�Ï�ÐQÏ�´ Ö ÛW´_Ù�¶_Ù�Ï�ÛW´ Ö ÍsÏ�Ú_Ù�´TÐyÞ�µQ³_Ê&ÐQ²�³WÙ

� â 1 1 � 1 �-ê ü��
C�� �

1 â ? C ê %�� � â 1 C 1 � �ôÈ 1 � � C � ê 	��5â�D � ��ê4� # % ��â ? C �� �  ê�� 1 â � í �nê

Î^²�³Bµy³ 1 â ? C ê ü 1 â ? C A � êÏ�ÍÐQ²�³ Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØõ´_ÍQÍyÏ�ÚCÙ�³BáæÐy¶ Õ ´_Ú_³ ? C ÛW¶_Ù�á�Ï�ÐQÏ�¶CÙ�³Báô¶_Ù Ðy²�³
³WÓ Õ ÐOØ8Íy³"�nÞ�³WÙ�Û�³ � ÊC´_Ù�á���â��;ê/Ï�Í�Ðy²�³vÏ�Ù�á�Ï�ÛB´hÐy¶Cµ*·FÞ�Ù�Û�ÐyÏ�¶_Ù8ÐQ²�´hÐ�ÐU´TåC³BÍ*èh´ Ö Þ�³�ÈKÎ^²�³WÙ���Ï�Í/ÐQµyÞ�³
´TÙ�á�Ë�¶TÐQ²�³WµQÎ^Ï�Ís³Cí-±�²�³ Ö ´CÍOÐ�ÐOÎ�¶�Ðy³WµQÓ�ÍwÏ�Ù�ÍyÏ�á�³KÐy²�³�ÍyÞ�Ó ¶T·?Ðy²�³vµQÏ�ÚC²CÐyÔd²�´TÙ�á�ÍyÏ�á�³�Û�¶CµyµQ³BÍ Õ ¶_Ù�á
Ðy¶ÐQ²�³�¶_ÙMÔ Ö Ï�Ù�³�´_Ù�á�ÐQ²�³G¶	�5Ô Ö Ï�Ù�³�Û�¶CÍsÐ�·F¶_µ�ÐQ²�³�é�µQÍsÐ^µy³��nÞ�³BÍsÐBí���Ø�Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù!ÊMÎ�³�ÛW´_Ù�µQ³ Õ�Ö ´_ÛW³
1 CwÎ^Ï�ÐQ²�´�Û�¶_Ù�Ís³Bµyèh´hÐQÏ�èC³ �1 CwÎ^Ï�ÐQ²�¶_ÞMÐ*áM³"Û�µQ³B´_ÍyÏ�Ù�Ú^Ðy²�³wµQÏ�ÚC²CÐyÔd²�´TÙ�á�ÍyÏ�áM³w¶_·4â � í �Cê�í��&¶�ÊhÎ^Ï�ÐQ²�¶_Þ�Ð
Ö ¶CÍQÍ�¶T·1ÚC³WÙ�³BµQ´ Ö Ï�ÐOØ_Ê&Î�³�´_ÍQÍsÞ�Ó³�ÐQ²�´hÐ�Ðy²�³�áMÏ�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�Í 1 CG´TµQ³�Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³_í

î�·�Î�³é�×ßÐQ²�³�Û�¶_Ù�áMÏ�ÐQÏ�¶CÙ�´ Ö á�Ï�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù�Í 1 C_Ê?ÐQ²�³�¶ Õ ÐQÏ�Ó�´ Ö-Õ µy¶Cà�´Tà�Ï Ö Ï�ÐQÏ�³"Í�·F¶_µ�Ðy²�³é�µUÍsÐ
µQ³"�nÞ�³BÍsÐwÛW´_Ù8à�³vÛW¶_Ó Õ ÞMÐQ³Bá�´CÍ/·F¶ Ö�Ö ¶hÎKÍBÜ4¶CµQá�³Wµ/Ðy²�³ Õ ´TÚC³BÍ/Ï�Ù�áM³BÛWµy³"´_ÍyÏ�Ù�Ú � â 1 C 1 � �
È 1 �A� C �aê$	�5â�D � ��ê � #&% ��â ? C �� �  êwè2´ Ö Þ�³_ÊM´_ÍQÍsÏ�Ú_Ù Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ�J�Ðy¶|Ðy²�³�é�µUÍOÐ��aÈ 9)J � Õ ´TÚC³BÍ�´TÙ�á�´CÍyÍyÏ�Ú_Ù
Ðy²�³�µy³BÓ8´_Ï�Ù�Ï�Ù�Ú Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØßâFÎ^²�Ï�ÛU²�¶T·*Û�¶CÞ�µUÍs³�Ï�Í Ö ³BÍQÍ�ÐQ²�´TÙIJ�ê�Ðy¶Ðy²�³�Ù�³�×&Ð Õ ´TÚC³_í

; ³�ÍyÏ�Ó Õ�Ö Ø�Î�´TÙnÐ*ÐQ¶�Ú_Þ�´_µQ´_ÙnÐy³W³�ÐQ²�´hÐ�Ðy²�³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐQÏ�³"Íw´TµQ³K´_ÍQÍyÏ�ÚCÙ�³BáÏ�Ù�´�Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³
Ó�´TÙ�Ù�³Wµ"íB� �CÞ�Ï�èh´ Ö ³WÙnÐ Ö ØCÊ*Ï�· � � D H � âFà5¶TÐQ² ? 
�´TÙ�á ? C�´_µy³�Ï�Ù 	���3O Í�ÛB´_ÛU²�³2ê�¶Cµ�Î^²�³BÙ
� � � ��D
âAÙ�³WÏ�Ðy²�³Wµ ? 
*Ù�¶Cµ ? C�´TµQ³�Ï�ÙG	���
O ÍKÛB´_ÛU²�³2ê�ÊMÏ�ÐvÍsÞ���ÛW³BÍ�ÐQ¶�Ís²�¶hÎ Ðy²�´TÐ

� â 1 
 1 � � È 1 � � 
 � ê 	��5â � � ��ê � # % �5â ? 
 �� �  ê 2 â � í É&ê� â 1 C 1 � �ôÈ 1 � � C � ê'	��5â�D�� ��ê � # % �5â ? C �� �  ê �
; ³�é�µQÍsÐKÛ�¶_Ù�ÍsÏ�áM³Wµ�Ðy²�³�ÛW´_Íy³v¶_· � � D H �;í�±�²�³GÛ�µQÞ�ÛWÏ�´ Ö5Õ ¶_Ï�ÙnÐ�·F¶_µ^³BÍsÐQ´_à Ö Ï�Íy²�Ï�Ù�Ú�â � í ÉnêwÏ�Í

Ðy²�´hÐKÎ�³GÛB´TÙ�´_ÍQÍsÞ�Ó³CÜ

� â 1 
 1 � �ôÈ 1 � � 
 � ê 2 � â 1 C 1 � � È 1 � � C � ê � â � í �Cê
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±1¶õÍs³B³
Ðy²�Ï�ÍBÊ Ö ³WÐ�Þ�Í�ÛW¶_Ù�ÍyÏ�áM³Wµ�ÐQ²�³ö´CáMè_³BµQÍQ´TµQØ �1 Ðy²�´TÐ�Ï�Í�Ï�áM³WÙnÐyÏ�ÛW´ Ö ÐQ¶ 1 à�ÞMÐ�Î^²�³WÙçÐy²�³
é�µUÍOÐ�µQ³"�nÞ�³"ÍOÐ8Ï�Í ? 
 ÊwÏ�Ð�Û�¶CÙCÐQÏ�Ù&Þ�³"Í Ö Ï�å_³ 1 C Ï�Ù�ÍOÐQ³B´Cáæ¶_· 1 
 â(ÐU´Tå&Ï�Ù�Ú÷Ï�ÙnÐy¶ ´_ÛBÛ�¶_Þ�ÙCÐÐy²�³ßáMÏ�·(Ô
·F³WµQ³WÙ�Û�³�Ï�ÙçÐQ²�³ßÛW´_Ù�¶_Ù�Ï�ÛB´ Ö ¶_µUáM³WµQÏ�Ù�ÚCÍUê�í �¶CµyÓ�´ Ö�Ö Ø_Ê�Ï�·  �  < %�%�% Ï�Í8ÐQ²�³ßÛW´_Ù�¶_Ù�Ï�ÛB´ Ö ¶_µUáM³BµyÏ�Ù�ÚÐy²�´hÐ�µQ³BÍyÞ Ö ÐQÍ�Î^²�³BÙ Ðy²�³
é�µQÍsÐ�µQ³"�nÞ�³BÍsÐ�Ï�Í ? C
´_Ù�á  � �  �< %�%�% Î^²�³WÙçÐy²�³
é�µUÍOÐ�µQ³"�nÞ�³"ÍOÐ�Ï�Í ? 
sÊ
Ðy²�³WÙ �1 â  �� A ? 
  �� � %�%�%� ����

ê ü 1 â  � A ? C  � � %�%�%) ��� ê�í ; ³�Ðy²�³BÙ�²�´2è_³ � â �1 1 � 1 �-ê ü � â 1 1 � 1 �-ê 	
1 â ? 
�ê�â � â 1 C 1 � �ôÈ 1 �=� 
 ��ê4� � â 1 
 1 � �ôÈ 1 �A� 
 �aêyê�í

��ÞMÐ1ÍyÏ�Ù�Û�³ �=� 
 � 2��A� C �QÊ"Î�³�ÛW´_Ù�´ Õ�Õ�Ö Ø7	4³WÓ8Ó�´ � í ��´TÙ�áGÚC³�Ð!¶ Õ Ð"â���� � � 1 �A� 
 ��ê H ¶ Õ Ð"â���� � � 1 �A� C �aêÎ^²�Ï�ÛU²�Ï�Ù�ÐyÞ�µyÙ�Ï�Ó Õ�Ö Ï�³BÍKÐy²�´TÐ � â 1 C 1 � �çÈ 1 �=� 
 ��ê32 � â 1 C 1 � � È 1 �=� C �aê�í�±�²&Þ�Í � â �1 1 � 1 �-ê 2� â 1 1 � 1 �-ê 	 1 â ? 
dê�â � â 1 C 1 � ��È 1 �A� C �aê1� � â 1 
 1 � �÷È 1 �=� 
 ��êsê�í*î�·wâ � í �_êwáM¶&³BÍwÙ�¶TÐ�²�¶ Ö á?ÊnÐy²�³BÙ� â �1 1 � 1 �-ê 2 � â 1 1 � 1 �/ê)�T²�³WÙ�ÛW³_Ê �1 Ó�´h×MÏ�Ó8Ï�ëW³"Í � ´_Ù�á�¶T·?Û�¶_Þ�µQÍy³w²�´CÍ-Ðy²�³Ká�³BÍyÏ�µQ³Bá Õ µy¶ Õ ³BµsÐOØ
â � í �Cê�í

Ñ�¶_Ó�à�Ï�Ù�Ï�Ù�Úùâ � í �_ê�´TÙ�áöÐy²�³8·A´_Û�ÐGÐQ²�´hÐ��5â � � ��ê ü ��â D � ��ê ü �5â ? 
 �� �  ê ü �5â ? C ���  ê ü Ë�ÊMÎ�³GÚ_³WÐ^Ðy²�´TÐ�â � í Énê�²�¶ Ö á�Í�·F¶_µ � ��D H �;í
îaÙ�³��CÞ�´ Ö Ï�ÐOØùâ � í É&ê�²�¶ Ö á�ÍK·F¶_µ�� � � �&D�íKÝKÙßÏ�áM³WÙnÐQÏ�ÛB´ Ö ´_µyÚCÞ�Ó8³WÙnÐv´_Í�´Tà5¶hè_³�³"ÍOÐU´Tà Ö Ï�Íy²�³"Í

Ï�Ð�·F¶Cµ�Ðy²�³�ÛW´CÍs³¶T· ? 
 1 ? C � �  ¶_µ ? 
 1 ? C �� �  í�±�²�³µQ³WÓ�´TÏ�Ù�Ï�Ù�Ú�ÛB´_Íy³_Ê?Î^²�³BÙ ? 
 � �  ´_Ù�á? C �� �  Ê1Ï�Í�ÐQµy³"´hÐQ³Bá ÍyÏ�Ó8Ï Ö ´_µ Ö Ø_í�îaÙùÐy²�Ï�Í�ÛW´_Íy³_Ê-Î�³�²�´2è_³8ÐQ²�´hÐ	�=�

 � � �=� C �UÊ-Î^²�Ï�ÛU² Ï�Ó Õ�Ö Ï�³BÍ

¶ Õ Ð"â�� � � � 1 � � 
 � ê H ¶ Õ Ð"â�� � � � 1 � � C � ê 	çÈCí�±�²�³ Ö ´CÍOÐ^Ï�Ù�³"�nÞ�´ Ö Ï�ÐOØ�Ï�Ó Õ�Ö Ï�³BÍ � â 1 
 1 � �æÈ 1 � � 
 � ê 2� â 1 C 1 � � È 1 �A� C �aê�� # Ê�´TÙ�áæÐy¶CÚ_³�ÐQ²�³WµÎ^Ï�Ðy² Ðy²�³�·A´CÛ�ÐÐy²�´TÐ��5â � �K��ê ü �5â�D � ��ê ü È_Ê�5â ? 
 �� �  ê ü Ë�Ê�´TÙ�á �5â ? C �� �  ê ü ÈCÊMÎ�³�ÚC³�Ð�â � í É&ê�í
±�²�³�´_à�¶hèC³ Ö ³WÓ8Ó�´�³BÍsÐQ´_à Ö Ï�Íy²�³BÍ�ÐQ²�´hÐ�ÐQ²�³�à�³"ÍOÐ|´CáMè_³BµQÍQ´TµQØ
´TÚn´TÏ�Ù�ÍOÐ3	�� � Ï�Í�Û�¶CÙ�Íy³WµQè2´TÔ

ÐyÏ�è_³Cí ; ³
ÛW´TÙôÙ�¶hÎ Õ µQ¶MÛ�³B³Bá ÐQ¶�Ðy²�³
Íy³BÛ�¶CÙ�á Õ ´TµyÐ¶_·KÐy²�³ Õ µQ¶&¶T·�Ðy²�´TÐ�	�� � ²�´CÍ¶ Õ ÐQÏ�Ó�´ Ö
Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³|µU´hÐQÏ�¶�í ; ³�Î^Ï Ö�Ö Ís²�¶hÎäÐQ²�´hÐ�·F¶_µ�´_Ù&Ø�¶CÙMÔ Ö Ï�Ù�³|´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ ´_Ù�áß´_ÙnØ�Û�¶CÙ�Íy³WµQè2´TÔ
ÐyÏ�è_³´_áMèC³WµUÍy´_µyØ 1 � 4 M ´_ÚC´_Ï�Ù�ÍsÐ�	����Ê�Ðy²�³Bµy³Ï�Í�´TÙ÷´_áMèC³WµUÍy´_µyØ 1 � � 4 M ´TÚn´TÏ�Ù�ÍsÐ ÿ Ê?ÍyÞ�ÛU²
Ðy²�´hÐ�Ðy²�³�Û�¶CÓ Õ ³�ÐQÏ�ÐQÏ�èC³�µQ´TÐyÏ�¶�¶T·3	����´TÚn´TÏ�Ù�ÍsÐ 1 Ï�Í�´hÐ�Ó8¶nÍOÐGÐy²�³�Û�¶CÓ Õ ³�ÐQÏ�ÐQÏ�èC³�µQ´TÐyÏ�¶�¶T· ÿ
´TÚn´TÏ�Ù�ÍsÐ 1 � í�±�²�³8Ó�´TÏ�Ù÷Ï�áM³B´�·F¶Cµ�Û�¶_Ù�ÍOÐQµyÞ�Û�ÐyÏ�Ù�Ú�´ 1 � Ï�ÍGà&Øß³BÙM·F¶_µUÛ�Ï�Ù�Ú�Ðy²�³�¶CÙMÔ Ö Ï�Ù�³ÛW¶CÍsÐ�¶T·
	���Ò´_ÚC´TÏ�Ù�ÍsÐ 1 ÐQ¶�à�³v³"�nÞ�´ Ö Ðy¶GÐy²�³^¶_ÙMÔ Ö Ï�Ù�³KÛW¶CÍsÐ/¶_· ÿ ´TÚC´_Ï�Ù�ÍOÐ 1 � í*±�²�Ï�Íw´ Ö�Ö ¶hÎKÍ/Þ�Í*Ðy¶�Û�¶CÓÔ
Õ ´_µy³�Ðy²�³�ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³8µU´hÐQÏ�¶nÍv¶_·#	��� ´_Ù�á ÿ Ê!à&ØöÍyÏ�Ó Õ�Ö ØöÛW¶_Ó Õ ´TµQÏ�Ù�Ú�ÐQ²�³�Û�¶CµyµQ³BÍ Õ ¶CÙ�áMÏ�Ù�Ú
¶	�5Ô Ö Ï�Ù�³�Û�¶nÍOÐUÍWí

� Ï�è_³WÙ 1 Ê1²�¶hÎãÛW´_Ù÷Î�³�áM³BÍyÏ�Ú_Ù 1 � Ís¶�ÐQ²�´hÐ|ÛW¶CÍsÐ�¶_·#	��� ´_ÚC´_Ï�Ù�ÍsÐ 1 Ï�ÍG³"�nÞ�´ Ö Ðy¶�Ðy²�³
Û�¶nÍOÐ�¶_· ÿ ´TÚn´TÏ�Ù�ÍOÐ 1 � N �¶_µ8ÐQ²�³�é�µUÍOÐ�µQ³"�nÞ�³BÍsÐ8Ï�Ð�Ï�Í8¶_à&è&Ï�¶CÞ�ÍBÜ�Ðy²�³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØùÐQ²�´hÐ 1 �
´_ÍQÍyÏ�ÚCÙ�Í�Ðy¶ Õ ´TÚC³BÍ^Ï�Ù
Ðy²�³|ÛW´CÛU²�³�¶T· ÿ Ís²�¶CÞ Ö á�à�³�³"�nÞ�´ Ö Ðy¶�ÐQ²�³ Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ�Ðy²�´TÐ 1 ´_ÍQÍyÏ�ÚCÙ�Í
Ðy¶ Õ ´TÚC³BÍvÏ�ÙD	���3O Í�ÛB´_ÛU²�³Cí���ÞMÐ�·F¶_µ�Ðy²�³8Íy³BÛ�¶CÙ�á
´TÙ�áßÍsÞ�à�Ís³��nÞ�³WÙnÐ�µQ³"�nÞ�³"ÍOÐUÍWÊ5ÐQ²�³�ÍyÏ�ÐQÞ�´hÐQÏ�¶CÙ
áM³ Õ ³BÙ�á�Í�¶_Ù Õ µQ³Wè&Ï�¶_Þ�Í|µy³��nÞ�³BÍsÐQÍ�â(Ðy²�³�¶_Þ�ÐQÛ�¶CÓ8³�¶T·^µU´TÙ�á�¶_Ó ³�× Õ ³BµyÏ�Ó8³WÙnÐQÍUê�í÷îaÙõÚ_³BÙ�³WµU´ Ö Ê/´
Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³�´_áMèC³WµUÍy´_µyØ ´_ÚC´TÏ�Ù�ÍsÐ�´TÙÒ´ Ö Ú_¶CµyÏ�Ðy²�Ó 6 ÛW¶_µQµy³"Í Õ ¶_Ù�á�Í�Ðy¶õ´TÙìâAÏ�ÙMé�Ù�Ï�ÐQ³"ê8µQ¶&¶TÐQ³Bá
ÐyµQ³W³��äÎ^Ï�ÐQ²�¶_ÞMÐUáM³WÚCµy³B³��OÈ 9�J	��ÍsÞ�ÛU²�ÐQ²�´hÐK³"´_ÛU²�Ù�¶&á�³�
�²�´_Í�Î�³WÏ�Ú_²nÐ � â�
&ê�Ï�Ù Ç Ë 1 Ó8Ï�Ù � � J 1 È �WÌ �
·FÞ�µyÐy²�³BµyÓ8¶Cµy³CÊ!³WÏ�Ðy²�³Bµ � â
Mê�¶_µ�È � � â
Mê�Ï�Í�´_Ù�Ï�ÙnÐy³BÚ_µU´ Ö Ó|Þ Ö ÐyÏ Õ�Ö ³�¶T·5J"í -*´hÐQ²�ÍG¶_Ù÷Ðy²�Ï�ÍGÐQµy³B³
Û�¶CµyµQ³BÍ Õ ¶_Ù�á|Ðy¶�µQ³"�nÞ�³"ÍOÐwÍy³"�nÞ�³BÙ�Û�³"Í�´TÙ�á�ÐQ²�³Kèh´ Ö Þ�³BÍ � â�
&ê/´_µy³�ÐQ²�³^Ðy¶_ÐQ´ Ö�Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ|´_ÍQÍsÏ�Ú_Ù�³Bá
à&ØöÐQ²�³�´CáMè_³BµQÍQ´TµQØ
Ðy¶ Õ ´TÚC³BÍGÏ�Ù Ðy²�³�¶_ÙMÔ Ö Ï�Ù�³�ÛB´_ÛU²�³Cí �ß¶_µQ³ Õ µQ³BÛ�Ï�Íy³ Ö Ø_Ê1´ßµy³��CÞ�³BÍsÐ�Ís³��nÞ�³WÙ�ÛW³
Ï�Í Õ µy¶MáMÞ�ÛW³BáöànØßÍsÐQ´_µsÐQÏ�Ù�Ú�´hÐ�Ðy²�³µQ¶&¶TÐG´TÙ�á÷áM³BÍQÛ�³BÙ�áMÏ�Ù�Ú�á�¶hÎ^Ù
Ðy²�³ÐQµy³B³_í�Ý�Ð�´�Ù�¶MáM³�
�Ðy²�³
´_á�è_³WµUÍQ´TµQØ´CÍyÍyÏ�ÚCÙ�Í Õ µy¶Cà�´Tà�Ï Ö Ï�ÐQÏ�³"Í�Ï�Ù�´�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³vÓ�´TÙ�Ù�³Wµ^Ís¶�Ðy²�´hÐ�Ðy²�³�ÐQ¶TÐQ´ Ö;Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ
´_ÍQÍyÏ�ÚCÙ�³BáGÐQ¶ Õ ´_Ú_³"Í4¶_·MÐy²�³^Û�Þ�µyµQ³WÙnÐ1ÛB´_ÛU²�³�¶T· 6 Ï�Í � â
Mê�í>�&Ï�Ù�Û�³�Ðy²�³�´_áMèC³WµUÍy´_µyØ�Ï�Í/ÛW¶_Ù�Íy³WµQèh´hÐyÏ�è_³CÊ
´hÐ�Ó8¶nÍOÐ�� ü �OÈ 9)J�� Õ ´_Ú_³"ÍGµy³"Û�³WÏ�è_³8Ù�¶CÙMÔ�ëW³WµQ¶ Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ_í�	4³�Ð > � 1 ��� � 1 > � à�³�Ðy²�³"Ís³ Õ ´_Ú_³"Íâ(é�µQÍsÐ|ÐQ²�³ Õ ´_Ú_³"Í�Ï�Ù Ðy²�³�Û�Þ�µyµQ³WÙnÐ�ÛB´_ÛU²�³�¶_· 6 ´_Ù�áùÐy²�³WÙ ÐQ²�³ Õ ´TÚ_³"Í�¶CÞMÐQÍyÏ�á�³�Ðy²�³�ÛW´CÛU²�³�Ï�Ù
Ðy²�³�ÛW´_Ù�¶_Ù�Ï�ÛB´ Ö ¶CµQáM³BµUê�í
î�·^Ðy²�³�Ù�³�×&Ðµy³��CÞ�³BÍsÐ�â(ÐQ²�³�¶CÞMÐQÛW¶_Ó8³�¶_·�ÐQ²�³�µU´TÙ�áM¶_Ó ³�× Õ ³WµQÏ�Ó8³WÙnÐ�ê
Ï�Í > CCÊ5Ðy²�³8´_áMèC³WµUÍy´_µyØ�Ó¶hèC³BÍKÐy¶�Ðy²�³$DTÔdÐy²�ÛU²�Ï Ö á
¶_·�
�´TÙ�áöµy³ Õ ³"´hÐQÍKÐy²�³ Õ µQ¶MÛ�³BÍQÍ^ÐQ¶ Õ µQ¶MáMÞ�ÛW³
Ðy²�³�Ù�³W×&Ð�µQ³"�nÞ�³"ÍOÐ"í ; ³8Î^Ï Ö�Ö ÛW´ Ö�Ö Ðy²�Ï�ÍGÛ�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³�´CáMè_³BµQÍQ´TµQØ�ÐQ²�³
ò �hñh½WÂUÆ�òTÂ�ó �Uò2ÆW½-�
Áh¹��
òWÀnòh¼(¹�Æ�Ã 6 ´TÙ�áùÎ�³�Î^Ï Ö�Ö á�³WÙ�¶_Ðy³�Ï�Ð|à&Ø 1�� � 2 � íG=v¶TÐyÏ�Û�³�Ðy²�´TÐ�Ðy²�³�Û�¶_Ù�áMÏ�ÐQÏ�¶CÙ�´ ÖwÕ µy¶Cà�´Tà�Ï Ö Ï�ÐOØáMÏ�ÍOÐQµyÏ�à�ÞMÐQÏ�¶CÙ 1�� � 2 � áM³ Õ ³BÙ�á�Í�¶_Ù
ÐQ²�³|¶CÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó 6 â(·F¶Cµ�´_Ù�¶TÐQ²�³Wµ�´ Ö Ú_¶_µQÏ�Ðy²�Ó 6 � Ï�Ð
Ó�´2Øõà5³ßáMÏ �;³WµQ³WÙnÐ�ê�íÒî�Ð�´ Ö Íy¶�á�³ Õ ³WÙ�á�Í�¶_Ù Ðy²�³
Ï�Ù�Ï�ÐyÏ�´ Ö ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù ¶T· 6 Ê^´ Ö Ðy²�¶_Þ�ÚC²æ·F¶Cµ
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ÍyÏ�Ó Õ�Ö Ï�ÛWÏ�ÐOØ�Î�³G¶CÓÏ�Ð^Ðy²�Ï�ÍKá�³ Õ ³WÙ�á�´_Ù�Û�³GÏ�Ù�¶_Þ�µ^Ù�¶_ÐQ´TÐyÏ�¶_Ù!í
î�Ð�Ï�ÍKÙ�¶hÎ ÍyÏ�Ó Õ�Ö ³|Ðy¶�áM³"ÍsÏ�Ú_Ù 1 � Íy¶�Ðy²�´hÐvÐQ²�³|³W× Õ ³"Û�Ðy³"áßÛ�¶nÍOÐ�¶T· ÿ ´_ÚC´TÏ�Ù�ÍsÐ 1 � Ï�Í�³"�nÞ�´ Ö

Ðy¶ÐQ²�³G³�× Õ ³"Û�ÐQ³Bá�Û�¶nÍOÐ�¶T·5	��� ´TÚn´TÏ�Ù�ÍOÐ 1 Ü*Ï�· �äÏ�Í�ÐQ²�³GÐyµQ³W³GÍsÞ�ÛU²�ÐQ²�´hÐ 1 ü�1�� � ����� � Ðy²�³BÙ1 � ü�1�� � ý � í�î�ÐvÍyÞ���Û�³BÍ�ÐQ¶�Ís²�¶hÎ Ðy²�´hÐ^Ðy²�³�³�× Õ ³BÛ�ÐQ³Bá�¶ Õ ÐyÏ�Ó|Þ�Ó Û�¶CÍsÐK´TÚn´TÏ�Ù�ÍOÐ 1 Ï�Í^Ù�¶ Ö ³BÍQÍ
Ðy²�´TÙ�Ðy²�³�³W× Õ ³"Û�Ðy³"á�¶ Õ ÐQÏ�Ó�Þ�Ó ÛW¶CÍsÐ�´_ÚC´_Ï�Ù�ÍsÐ 1 � í:�
¶_µQ³ Õ µy³"Û�Ï�Ís³ Ö ØCÊ!Î�³Î^Ï Ö�Ö Ís²�¶hÎ�Ðy²�´hÐ�Ðy²�³
³�× Õ ³BÛ�Ðy³Bá�¶ ��Ô Ö Ï�Ù�³�Û�¶nÍOÐ�ÐQ¶8Íy³WµQè&Ï�ÛW³�´µQ³"�nÞ�³"ÍOÐKÍy³"�nÞ�³WÙ�Û�³G¶T· Ö ³BÙ�ÚTÐQ² ��Õ µQ¶&á�Þ�Û�³"á�à&Ø 1�� � ����� �Ï�Í�Ù�¶ Ö ³"ÍyÍ�Ðy²�´TÙ�Ðy²�³�¶ ��Ô Ö Ï�Ù�³�Û�¶nÍOÐ�Ðy¶�Íy³WµQè&Ï�ÛW³�´µQ³"�nÞ�³BÍsÐ^Ís³��CÞ�³WÙ�ÛW³�¶_· Ö ³WÙ�Ú_Ðy² �öÕ µQ¶MáMÞ�ÛW³Bá�à&Ø
1�� � ý � í; ³wÎ^Ï Ö�Ö Þ�Ís³�Ï�Ù�áMÞ�Û�ÐQÏ�¶CÙ�¶_ÙGÐQ²�³ Ö ³WÙ�Ú_Ðy² � ¶_·nÐQ²�³wµQ³"�nÞ�³"ÍOÐ-Ís³��CÞ�³WÙ�ÛW³_í!îaÙ�¶CµQá�³Wµ?ÐQ¶^·A´_ÛWÏ Ö Ï�ÐU´hÐQ³
Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù!Ê/Î�³�Ú_³WÙ�³WµU´ Ö Ï�ëB³�ÐQ²�³ Õ µQ¶_à Ö ³BÓ à&Ø�´CÍyÍyÞ�Ó8Ï�Ù�Ú
´TÙ&ØöÏ�Ù�Ï�ÐyÏ�´ Ö Î�¶_µQå
·FÞ�Ù�Û�ÐyÏ�¶_Ù4í�Ý�Í�Ï�Ù
Ðy²�³ Õ µQ¶&¶T·!¶_·�	!³BÓÓ�´ � í ��Ên¶_Þ�µ�Ù�¶TÐU´hÐQÏ�¶CÙ�Î^Ï Ö�Ö Ï�Ù�Û Ö Þ�áM³�¶_Ù Ö Ø8Ðy²�³�ÐOØ Õ ³�¶T·?ÐQ²�³�Î�¶Cµyå�·FÞ�Ù�Û�ÐyÏ�¶_Ù!í
�
¶Cµy³ Õ µQ³BÛ�Ï�Íy³ Ö Ø_Ê Ö ³WÐ�� � � ý � â � 1 �-ê�áM³WÙ�¶TÐy³�Ðy²�³³W× Õ ³"Û�Ðy³"áö¶ ��Ô Ö Ï�Ù�³�ÛW¶CÍsÐ�ÐQ¶�Íy³WµQè&Ï�ÛW³´�µy³��nÞ�³BÍsÐÍy³"�nÞ�³WÙ�Û�³v¶_· Ö ³WÙ�Ú_Ðy² �öÕ µy¶MáMÞ�Û�³Bá�à&Ø8Ðy²�³GÛ�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö áMÏ�ÍsÐyµQÏ�à�Þ�ÐyÏ�¶_Ù 1�� � ý � Î^²�³BÙ�ÐQ²�³GÏ�Ù�Ï�ÐyÏ�´ ÖÎ�¶_µQå�·FÞ�Ù�Û�ÐQÏ�¶CÙ|²�´CÍ4ÐOØ Õ ³���í ; ³�Î^Ï Ö�Ö Ís²�¶hÎùÐQ²�´hÐ/·F¶Cµ1³Bè_³WµQØ��wÜ�� � � ����� � â � 1 �-ê 2	� � � ý � â � 1 �-ê�í
��ÞMÐ^é�µUÍOÐ"ÊMÎ�³�Ù�³W³Bá�Ðy²�³G·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú�ÍsÏ�Ó Õ�Ö ³ Ö ³BÓÓ�´�í

* 9,+�+�-7FCH�
�H 7 ÁTÂòh¿(¿�ïUÁh¹�ÆW½�Â�ñhòhÃd¼(ñ2½�ò �hñh½�ÂUÆWòTÂ�¼A½�Æ��#��¼ ���(H � Ã(Ä�½�¹�� � ������ � â � 1 �/ê�2� � ������ � â � 1 � ê6��òh¹���¼ � � � � ÃFÄ�½W¹�� � ������ � â � 1 �-ê 	ÒÈ 2	� � �������� â � 1 � ê ,/ ÂyÁ"Á'�Uí�±�²�³ÛWµyÞ�Û�Ï�´ Ö ¶Cà�Íy³WµQè2´TÐyÏ�¶_ÙßÏ�Í�Ðy²�´TÐ 	���ãáM¶&³BÍ�Ù�¶_ÐGá�³ Õ ³WÙ�áö¶_ÙßÐQ²�³Ï�Ù�Ï�ÐyÏ�´ Ö ÐOØ Õ ³
¶T·*ÐQ²�³|Î�¶_µQå�·FÞ�Ù�Û�ÐQÏ�¶CÙ!Ê;à�ÞMÐ�¶_Ù Ö Ø�¶_Ù�Ðy²�³|Ï�Ù�Ï�ÐQÏ�´ Ö ÛW´TÙ�¶_Ù�Ï�ÛW´ Ö ¶_µUáM³WµQÏ�Ù�Ú�íKÝvÙöÏ�ÓÓ8³"áMÏ�´TÐy³Û�¶_Ù�Ô
Íy³"�nÞ�³WÙ�Û�³�Ï�Í�ÐQ²�´hÐ�Ðy²�³�Û�¶CÙ�áMÏ�ÐyÏ�¶_Ù�´ Ö�Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ÷á�Ï�ÍsÐyµQÏ�à�ÞMÐyÏ�¶_Ù ��â 	����ê�Ï�Í�Ï�Ù�áM³ Õ ³WÙ�áM³WÙnÐ8¶T·
Ðy²�³
Ï�Ù�Ï�ÐyÏ�´ Ö Î�¶Cµyåù·FÞ�Ù�Û�ÐQÏ�¶CÙ!í Ñ�¶CÙ�ÍsÏ�áM³Bµ8é�µQÍsÐ�Ðy²�³öÛW´CÍs³�¶T·�� H � í ��Ø 	!³WÓ8Ó�´ � í �MÊ�Ðy²�³
¶	�5Ô Ö Ï�Ù�³�ÛW¶CÍsÐvÐQ¶�Íy³WµQènÏ�Û�³�´�µy³��nÞ�³BÍsÐ�Íy³"�nÞ�³BÙ�Û�³|ÍsÐQ´_µsÐQÏ�Ù�Ú�Î^Ï�ÐQ²÷´�Î�¶Cµyå�·FÞ�Ù�Û�ÐQÏ�¶CÙ � ¶T·*ÐOØ Õ ³	�
ÛW´_Ù�Ù�¶_Ð�à�³ Ö ³BÍQÍ/ÐQ²�´hÐ*ÐQ²�³K¶	�5Ô Ö Ï�Ù�³KÛ�¶nÍOÐ*ÐQ¶|Íy³WµQènÏ�Û�³�ÐQ²�³vÍQ´TÓ8³�µy³��CÞ�³BÍsÐwÍs³��CÞ�³WÙ�ÛW³KÍOÐU´TµyÐyÏ�Ù�Ú�Î^Ï�ÐQ²
´
Î�¶_µQå
·FÞ�Ù�Û�ÐyÏ�¶_Ù � � ¶_·�ÐOØ Õ ³ � ´TÙ�á�ÐQ²�³�ÍQ´TÓ8³�ÛB´TÙ�¶CÙ�Ï�ÛB´ Ö ¶CµQá�³WµQÏ�Ù�Ú
Î^Ï�Ðy² � íß±�²�³WµQ³�·F¶Cµy³CÊ
� � � ����� � â � 1 �/ê 2�� � � ����� � â � 1 � êWív±�²�³G¶_Ðy²�³BµKÛW´_Íy³_Ê � � � Ê1Ï�Í�²�´TÙ�á Ö ³Bá�ÍyÏ�Ó8Ï Ö ´_µ Ö Ø_í; ³8´_µy³�Ù�¶hÎ�µQ³B´CáMØ�Ðy¶�Ís²�¶hÎ ÐQ²�´hÐGÐQ²�³�³W× Õ ³"Û�Ðy³"áö¶ ��Ô Ö Ï�Ù�³8Û�¶nÍOÐG¶T·�´�µQ³"�nÞ�³"ÍOÐ�Ís³��nÞ�³WÙ�ÛW³
Õ µQ¶MáMÞ�Û�³"á�à&Ø´�ÐyµQ³W³ �ÒÏ�Í�Ó8´T×MÏ�Ó8Ï�ëW³Bá�Î^²�³WÙ�ÐQ²�³v¶CÙMÔ Ö Ï�Ù�³v´ Ö ÚC¶_µQÏ�ÐQ²�Ó Ï�ÍwÐy²�³�	���=´ Ö ÚC¶_µQÏ�ÐQ²�Ó�í

* 9,+�+�-%F@H��CH�7 ÁhÂ�½�ñh½WÂ�ó�ÃdÂy½U½ � òT¹���½�ñh½WÂ�ó�ÁT¹�ºa¿�¼(¹;½�òh¿ ÀnÁhÂ�¼(ÃFÄ&Å�Æ ÿ ��� � ������ � â � 1 �-ê�2� � � ý � â � 1 �/ê ,/ ÂyÁ"Á'�Uí ��Ø�Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù¶_Ù � í��¶Cµ � ü Ë�ÊhÐQ²�³ Ö ³WÓ8Ó�´�Ï�Í1ÐQµyÏ�è&Ï�´ Ö�Ö ØGÐyµQÞ�³_í-ÝvÍQÍsÞ�Ó³�ÐQ²�´hÐ/Ðy²�³
Ö ³WÓ8Ó�´�²�¶ Ö á�Í�·F¶_µ � � È_í v³BÙ�¶TÐQ³�à&Ø � C�Ðy²�³�ÍsÞ�à�ÐyµQ³W³Gµy¶&¶_Ðy³Bá�´hÐ�ÐQ²�³�D_ÔcÐQ²�ÛU²�Ï Ö á�¶_·1ÐQ²�³�µQ¶n¶_Ð
¶T· ��í�	!³�Ð > ý ´TÙ�á > ����� à�³�ÐQ²�³Gµy³��CÞ�³BÍsÐ�ÐQ²�´hÐ Õ µQ¶MáMÞ�Û�³"á�Î^²�³BÙ�ÐQ²�³�´_áMèC³WµUÍy´_µyØ8áM³"ÍyÛW³WÙ�á�Í�ÐQ¶
� C�·F¶_µ�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í ÿ ´TÙ�áG	�� �|Ê�µQ³BÍ Õ ³BÛ�ÐQÏ�èC³ Ö Ø_í 	4³�Ð�´ Ö Íy¶ � 
��-Ê�� 
�� �"!�áM³BÙ�¶TÐQ³�ÐQ²�³|µQ³BÍyÞ Ö ÐyÏ�Ù�Ú
ÐOØ Õ ³�´T·(Ðy³Wµ�µQ³"�nÞ�³"ÍOÐUÍ > ý ´TÙ�á > ����� í*î�Ð�Ï�Í�Ï�Ó Õ ¶_µyÐQ´_ÙnÐ�ÐQ¶�Ù�¶_ÐyÏ�Û�³�Ðy²�´hÐ � ý H � ���#� �&ÐQ²�Ï�Í�Ï�Í�Ðy²�³
¶_Ù Ö Ø Õ µy¶ Õ ³BµsÐOØ�¶_·-´ Ö ÚC¶_µQÏ�ÐQ²�Ó ÿ Þ�Íy³Bá�Ï�Ù�ÐQ²�³ Õ µQ¶n¶_·Oí

Ñ�²�Ï Ö á D8Ï�Í�ÛU²�¶CÍy³WÙ�Î^Ï�ÐQ² Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ8Ðy²�´hÐ^áM³ Õ ³WÙ�á�Í�¶_Ù�Ðy²�³Gèh´ Ö Þ�³ � â�
&ê�ÊMÎ^²�³WµQ³ 
�Ï�Í�Ðy²�³
µQ¶n¶_Ð^¶T· �|í/±�²�Ï�Í Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ�Ï�Í5J�·F¶Cµv´ Ö�Ö èh´ Ö Þ�³BÍ�¶_·=D8³W×�Û�³ Õ ÐK¶T·/¶_Ù�³�ÛU²�Ï Ö á�Î^²�³BÙ�È 9�J^Ï�Í�Ù�¶_Ð
´TÙ�Ï�ÙnÐy³BÚ_³BµBí ��à&ènÏ�¶_Þ�Í Ö Ø_Ê$� � � ý � â � 1 �-ê*Ï�Í�³"�nÞ�´ Ö ÐQ¶�ÐQ²�³�³W× Õ ³"Û�Ðy³"á�èh´ Ö Þ�³�¶T·�� � � � ý � â � �ùÈ 1 � 
 �?ê
Õ�Ö Þ�Í^ÐQ²�³|¶ ��Ô Ö Ï�Ù�³�Û�¶CÍsÐ^·F¶_µvÐy²�³|é�µUÍOÐKµQ³"�nÞ�³"ÍOÐ���ÐQ²�³�¶	�5Ô Ö Ï�Ù�³|ÛW¶CÍsÐvÏ�Í�Ë�Î^²�³BÙ � ý � ��´_Ù�á�Ï�ÐvÏ�Í
ÈÎ^²�³WÙ � ý ü �;í�îaÙ÷¶TÐQ²�³WµGÎ�¶_µUá�Í%� � � ý � â � 1 �-ê ü'& Ç � � � � ý � â � �ÒÈ 1 � 
 �?ê&	 ��â � ý ü ��êaÌdíÝ
ÍyÏ�Ó8Ï Ö ´_µK³�× Õ µQ³BÍQÍsÏ�¶_Ù�²�¶ Ö á�Ív´ Ö Íy¶8·F¶_µ%� � ��(�)+* � â � 1 �-ê�í�î�Ð�ÍyÞ���Û�³BÍ^Ðy²�³Bµy³W·F¶_µQ³�Ðy¶�Íy²�¶hÎ Ðy²�´TÐv·F¶Cµ
´ Ö�Ö D�Ü,� � � � ý � â � �ôÈ 1 � 
 �?ê 	 �5â � ý ü ��ê H-� � � ��(�)+* � â � �ôÈ 1 � 
 � �"!;ê0	��5â � ����� ü ��ê�í

; ³GÛW¶_Ù�ÍyÏ�áM³Wµ�Ðy²�µy³B³�ÛB´_Íy³BÍ�´_ÛBÛ�¶_µUáMÏ�Ù�Ú�ÐQ¶|ÐQ²�³�èh´ Ö Þ�³BÍ�¶_· � ý ´TÙ�á � ����� í/îaÙ�ÐQ²�³�é�µQÍsÐKÛW´CÍs³CÊ
� ý H � ����� � �;Ê�Î�³�ÚC³�Ð

� � � � ý � â � � È 1 � 
.�?ê'	��5â � ý ü ��ê ü � � � � ý � â � �ôÈ 1 � 
��?ê
H	� � � � ����� � â � � È 1 � 
��?ê
H	� � � � ����� � â � � È 1 � 
 � �"!?ê
ü � � � � ����� � â � � È 1 � 
 � �"!?ê 	��5â � ���#� ü ��ê 1
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Î^²�³Bµy³�Ðy²�³é�µUÍsÐGÏ�Ù�³��CÞ�´ Ö Ï�ÐOØ�·F¶ Ö�Ö ¶hÎKÍK·FµQ¶_Ó Ðy²�³8Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù�²nØ Õ ¶TÐQ²�³BÍyÏ�ÍG´_Ù�á
ÐQ²�³�Ís³"Û�¶_Ù�áß¶_Ù�³
·FµQ¶_Ó 	4³WÓ8Ó�´ � í  &Ê�à5³BÛW´_Þ�Íy³ � 
 � 2 � 
 � �"!-íäîaÙ Ðy²�³÷Ís³"Û�¶_Ù�á ÛB´_Íy³_Ê � ý � � ����� ü �;Ê�Î�³
Ú_³WÐ � � � � ý � â � �äÈ 1 � 
��?ê 	 �5â � ý ü ��ê ü � � � � ý � â � � È 1 � 
��?êGH � � � � ����� � â � � È 1 � 
.�?êLH
� � � � ����� � â � � È 1 � 
�� � !?ê&	äÈ ü � � � � ����� � â � � È 1 � 
�� � !?ê&	 ��â � ����� ü ��ê�í8ÝKÚn´TÏ�Ù!Ê;Ðy²�³é�µUÍsÐ
Ï�Ù�³"�nÞ�´ Ö Ï�ÐOØ�·F¶ Ö�Ö ¶hÎKÍ/·FµQ¶_Ó�ÐQ²�³KÏ�Ù�áMÞ�Û�ÐyÏ�¶_Ù�²&Ø Õ ¶TÐy²�³BÍyÏ�Í�´_Ù�á�Ðy²�³�Ís³"Û�¶CÙ�á¶_Ù�³�·FµQ¶_Ó 	!³WÓ8Ó�´ � í  MÊ
à5³BÛW´_Þ�Íy³ � 
.� � � 
�� �"!/í -Ï�Ù�´ Ö�Ö Ø_Ê1Ðy²�³�ÐQ²�Ï�µQáùÛW´CÍs³CÊ � ý ü � ����� ü �;Ê4Ï�Í�²�´_Ù�á Ö ³BáùÍyÏ�Ó8Ï Ö ´_µ Ö Ø;Ü
� � � � ý � â � �ùÈ 1 � 
.�5ê�	 �5â � ý ü ��ê ü � � � � ý � â � �ùÈ 1 � 
��;ê 	æÈ�H-� � � � ���#� � â � �ùÈ 1 � 
 � �"!5ê�	õÈ ü
� � � � ����� � â � � È 1 � 
�� �"!?ê 	 ��â � ����� ü ��ê�í

±�²�³�´_à�¶hèC³ Ö ³WÓ8Ó�´hÐU´�³"ÍOÐU´Tà Ö Ï�Ís²�Ðy²�³�Ó�´_Ï�Ù�µQ³BÍyÞ Ö Ð^¶_·1ÐQ²�Ï�ÍvÍs³"Û�ÐyÏ�¶_Ù4í
���@92D��C9 + F@H��CH 7 ÁhÂöòT¹�ó J���» ��� Ä�òhÆ÷ÁQð;Ãc¼(Å�òh¿GïQÁTÅKð�½WÃc¼(Ãd¼(ñ2½÷ÂyòTÃc¼AÁ û â&4 M ê
��ÁhÂßÃFÄ�½

ð�òWÀ_¼(¹nÀ �h¼ / �&ÆW½ò �Tñ2½WÂUÆWòhÂ�ó�Å�Á��_½W¿�,
±�²�³ß´_à�¶hèC³ Ö ³WÓ8Ó�´hÐU´÷²�¶hÎ�³Bè_³Wµ�áM¶ùÙ�¶_Ð Õ µy¶hè&Ï�áM³
´TÙ&Øõ³ ��ÛWÏ�³BÙnÐ8Î�´2Ø ÐQ¶�³"ÍOÐQÏ�Ó�´TÐy³�Ðy²�³

Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³KµU´hÐQÏ�¶ û â$4 Myê�í*±�²�³v´ Õ�Õ µQ¶C´CÛU²ÍyÞ�Ú_ÚC³BÍsÐy³"á8ànØ�Ðy²�³ Ö ³BÓ8Ó8´TÐQ´�Ï�Í*ÐQ¶�Ù�¶CÙ�áM³�ÐQ³WµQÓ8Ï�ÙMÔ
Ï�ÍOÐQÏ�ÛB´ Ö�Ö Ø�Ú_Þ�³"ÍyÍ�ÐQ²�³�¶ Õ ÐQÏ�Ó�´ Ö Û�¶CÙ�Ís³Bµyèh´TÐyÏ�è_³�´_áMèC³WµUÍy´_µyØ�´_Ù�á�Ðy²�³BÙ�ÛW¶_Ó Õ ÞMÐQ³�Ðy²�³�Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶�¶_·�	��� ´TÚn´TÏ�Ù�ÍOÐvÐy²�Ï�ÍG´_áMèC³WµUÍy´_µyØCívÝ ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³|´_áMèC³WµUÍy´_µyØ�Ï�ÍGáM³WÐy³WµQÓ8Ï�Ù�³Bá
à&Ø�Ðy²�³
èh´ Ö Þ�³BÍ � â�
&ê�Ðy²�´TÐ�´TµQ³�Ó|Þ Ö ÐQÏ Õ�Ö ³BÍ�¶T· J�Î^²�³WÙ È 9�JvÏ�Í�´TÙ
Ï�ÙCÐQ³WÚC³Wµ���Ï�ÐvÏ�ÍvÍ Ö Ï�Ú_²nÐ Ö Ø�Ó¶Cµy³�ÛW¶_Ó Õ�Ö Ï�Ô
ÛW´TÐy³"á�Î^²�³BÙßÈ 9)J�Ï�Í�Ù�¶TÐ�´TÙ�Ï�ÙnÐy³BÚ_³BµBí��¶Cµ�´|Ú_Ï�è_³WÙ�Û�¶_Ù�Ís³Bµyèh´hÐQÏ�èC³v´_á�è_³WµUÍQ´TµQØ_ÊTÐQ²�³GÛ�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶|¶_· 	�� � Ï�ÍwÚCÏ�èC³WÙ�à&Ø�´�é�Ù�Ï�ÐQ³ �ö´TµQå_¶hè8ÛU²�´TÏ�Ù �nÐy²�³GÍsÐQ´hÐQ³BÍ�¶T·!ÐQ²�³ �ß´TµQå_¶hèÛU²�´TÏ�Ù�´_µy³v´ Ö�Ö
µQ³B´_ÛU²�´Tà Ö ³�ÐOØ Õ ³BÍ/´TÙ�á�Ðy²�³Bµy³�´TµQ³�´TÐ-Ó8¶nÍOÐ^â&� 	�È 9�J�ê��� � ÍsÞ�ÛU²�ÐOØ Õ ³"ÍWí/±�²�Ï�Í/´ Õ�Õ µQ¶C´CÛU² Õ µQ¶hè&Ï�áM³"Í
´8áM¶_Þ�à Ö Ø�³�× Õ ¶_Ù�³BÙCÐQÏ�´ Ö ´ Ö Ú_¶CµyÏ�Ðy²�Ó âA´ Õ�Õ µy¶2×MÏ�Ó�´hÐy³ Ö Ø�� ���� �	� M ����� � ê�ÐQ¶�Û�¶_Ó Õ Þ�Ðy³ û â&4�Msê�í�î�ÐKÏ�Í
´TÙ�Ï�ÙCÐQ³WµQ³BÍsÐyÏ�Ù�Ú¶ Õ ³WÙ Õ µy¶Cà Ö ³WÓ�ÐQ¶8á�³�Ðy³BµyÓ8Ï�Ù�³ û â&4�Msê�Ê�´_Í^´|·FÞ�Ù�Û�ÐQÏ�¶CÙ�¶T·�J"í��¶_µ�Ðy²�³G³W×nÐQµy³BÓ8³
èh´ Ö Þ�³BÍG¶_·J"Ê1Î�³�å&Ù�¶hÎãÐy²�´TÐ û â$4 � ê ü ��´TÙ�á Ö Ï�Ó M�
 ? û â&4�Myê ü È_í�îaÙ�Ðy²�³8é�µQÍsÐ�ÛW´CÍs³CÊ!Ðy²�³
´_á�è_³WµUÍQ´TµQØ�²�´_Í�Û�¶CÓ Õ�Ö ³WÐy³ Õ ¶hÎ�³Bµw´TÙ�á8Ï�Ù�ÐQ²�³�Íy³BÛW¶_Ù�á�ÛB´_Íy³_ÊCÏ�Ð�ÍsÞ.�;³WµUÍw´ Õ ´TÚC³�·A´TÞ Ö Ð�Ï�Ù�´ Ö Ó8¶CÍsÐ
³WèC³WµQØ÷ÍsÐy³ Õ íE�^³BÛW³WÙnÐ Ö Ø_Ê���¶_Þ�Ù�ÚæÇ�È��2Ì�³BÍsÐyÏ�Ó�´hÐy³"á û â&4�Msê�Î^Ï�ÐQ²�Ï�Ù âc´ Ö Ó8¶CÍsÐUê�´�·A´CÛ�ÐQ¶_µ|¶_·�ÐOÎ�¶ �
û â&4�Msê-Ï�Í*à5³�ÐOÎ�³W³BÙ��â&J 1 ��ê ��È�´TÙ�á � �â J 1 ��ê1Î^²�³Bµy³��â&J 1 ��ê ü È�	 " �� �
�� � È 9/Ó8´T× � È 9�J � � 1 È �â(ÐQ²�Ï�Í^Ï�Ív´ Õ�Õ µQ¶2×MÏ�Ó�´TÐy³ Ö Ø Ö Ù �� � ���� � � M ·F¶Cµ J �äÈ 9)�?Ê&´_Ù�áG��	ÒÈ�� È 9)J�¶TÐy²�³WµQÎ^Ï�Íy³"ê�í

��èC³WÙæ·F¶_µ8Ðy²�³�ÍyÏ�Ó Õ�Ö ³"ÍOÐ�ÛW´CÍs³�¶_· � ü � Ê�á�³�Ðy³BµyÓ8Ï�Ù�Ï�Ù�Ú�Ðy²�³
Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�µQ´TÐyÏ�¶÷Ï�Í8Ù�¶_Ð
ÐyµQÏ�ènÏ�´ Ö í ; ³�Ú_Ï�è_³^²�³Bµy³K´ Ö ¶hÎ�³Wµ�à5¶_Þ�Ù�á8Î^²�Ï�ÛU²�Î�³Kà5³ Ö Ï�³Bè_³KÏ�Í�³W×�´_Û�Ð"í-±�²�Ï�ÍwÏ�Í�Ðy²�³�Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶�´TÚC´_Ï�Ù�ÍOÐ�Ðy²�³�ÛW¶_Ù�Íy³WµQèh´hÐyÏ�è_³´_áMèC³WµUÍy´_µyØ�Ðy²�´hÐ�´ Ö Î�´2ØMÍ�´_ÍQÍsÏ�Ú_Ù�ÍvÙ�¶CÙMÔ�ëW³WµQ¶ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØ�ÐQ¶
³�×�´CÛ�Ð Ö Ø�¶CÙ�³ Õ ´TÚC³�·FµQ¶_Ó Ðy²�³ Õ ´_Ú_³"Í�Ï�Ù�Ðy²�³�¶CÙMÔ Ö Ï�Ù�³G·A´_ÍsÐ^Ó8³WÓ8¶_µQØ_í

��� D��2D���=BAC=�DE> FCH I��@H�7 ÁhÂ � ü � ��¼ � � ü È 9)J � È�¼�Æ|òh¹ö¼(¹�Ã�½�Àn½�Â�ÃFÄ�½W¹

û â&4 M ê32 "
�

�� ? � 
 9 � �
" � � �
�� ? � 
 9 � � � Ç�È@	�� J�9 � 1 È=	 � � JsÌ �

/ ÂyÁ"Á'�Uí�Ñ�¶CÙ�ÍsÏ�áM³Bµ�ÐQ²�³�Û�¶CÙ�Íy³WµQè2´TÐyÏ�è_³´_áMèC³WµUÍy´_µyØ�Ðy²�´TÐ|´ Ö Î�´2ØMÍ�´_ÍQÍsÏ�Ú_Ù�Í Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØEJGÐQ¶
Õ ´_Ú_³BÍ-¶_·�ÐQ²�³KÛ�Þ�µQµQ³WÙnÐ/ÛB´TÙ�¶CÙ�Ï�ÛW´ Ö ¶CµQáM³BµyÏ�Ù�Ú�Î^Ï�ÐQ²8µQ´_Ù�å�È 1 � 1 É 1 ��� � 1 È 9�J 	ßÈ_í�=K¶_ÐyÏ�Û�³�Ðy²�´TÐ Õ ´TÚC³
� Ï�ÍG´_ÍQÍyÏ�ÚCÙ�³Bá
ëB³WµQ¶ Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ_í�±�²�³µQ³"�nÞ�³"ÍOÐG¶_ÙöÐy²�³ Õ ´_Ú_³¶T·wµU´TÙ�åùÈÏ�Í�Ï�áM³WÙnÐQÏ�ÛB´ Ö Ðy¶�Ðy²�³
Õ µQ³Wè&Ï�¶_Þ�Í�µQ³"�nÞ�³"ÍOÐ|´_Ù�á áM¶&³BÍ|Ù�¶TÐÛU²�´TÙ�ÚC³�´TÙ&ØnÐy²�Ï�Ù�Ú�í
±�²&Þ�ÍBÊ4ÐQ²�Ï�Í|´_á�è_³WµUÍQ´TµQØ
Ï�Í|³"�nÞ�Ï�è2´ Ö ³BÙnÐ
Ðy¶÷Ðy²�³�´CáMè_³BµQÍQ´TµQØöÐQ²�´hÐ�´_ÍQÍyÏ�ÚCÙ�Í Õ µQ¶_à�´Tà�Ï Ö Ï�ÐOØ�� ü J�9�âOÈ � J�ê ü È 9 � Ðy¶ Õ ´TÚC³BÍ|Î^Ï�ÐQ²ôµU´TÙ�å
� 1 É 1 � � � 1 È 9�J 	ÒÈCí

	!³WÐGâsÈ 1  < êwà5³�ÐQ²�³�ÐOØ Õ ³G¶T·!ÐQ²�³GÛ�Þ�µQµy³BÙnÐ�Î�¶_µQå|·FÞ�Ù�Û�ÐQÏ�¶CÙ!í�±�²�³�·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú�ÐQ´Tà Ö ³GÍsÞ�ÓÓ�´TÔ
µQÏ�ëB³BÍ�Ðy²�³ Õ ¶nÍyÍyÏ�à�Ï Ö Ï�ÐQÏ�³"Í^¶T·1Ðy²�³�Ù�³�×&ÐKµy³��nÞ�³BÍsÐBÊMÐQ¶_ÚC³�Ðy²�³Wµ�Î^Ï�ÐQ²�Ðy²�³ Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØCÊ&Ðy²�³�µQ³BÍyÞ Ö ÐyÏ�Ù�Ú
ÐOØ Õ ³CÊ�´TÙ�á�ÐQ²�³�´_ÍQÍs¶MÛWÏ�´TÐy³Bá�¶_Ù�Ô Ö Ï�Ù�³G´_Ù�á�¶	�5Ô Ö Ï�Ù�³�Û�¶CÍsÐ�·F¶_µKÍy³WµQè&Ï�ÛWÏ�Ù�Ú�Ðy²�³�µy³��CÞ�³BÍsÐBí

�^³"�nÞ�³"ÍOÐ -�µQ¶_à�´Tà�Ï Ö Ï�ÐOØ ±�Ø Õ ³ ��ÙMÔ Ö Ï�Ù�³�Û�¶nÍOÐ � �5Ô Ö Ï�Ù�³�Û�¶CÍsÐ
�(� � �  < â  < � � ê�� âsÈ 1 � ê È Ë

 < 	 È � ����È 9�� 	 � È�� â! < � � ê�� âsÈ 1  < 	ÒÈ2ê È È
îaÙæÍyÞ�Ó8Ó�´TµQØ_Ê/Ðy²�³�ÛW¶_Ó Õ ³WÐyÏ�ÐyÏ�è_³�µQ´TÐyÏ�¶ßÏ�ÍÚCÏ�èC³WÙ à&Ø ´7�ß´_µyåC¶hè÷ÛU²�´_Ï�Ù ����Î^Ï�ÐQ²ôÍsÐQ´TÐy³BÍ|Ðy²�³
ÐOØ Õ ³"Í�âOÈ 1  < ê�·F¶_µ  < ü � 1 � 1 � � � 1 È 9�� 	 � í*±�²�³�ÐyµU´TÙ�ÍyÏ�ÐyÏ�¶_Ù Õ µy¶Cà�´Tà�Ï Ö Ï�ÐQÏ�³"Í�·Fµy¶CÓ ÍsÐQ´hÐQ³�âOÈ 1  < ê
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´TµQ³�Ú_Ï�è_³WÙ Ï�ÙæÐQ²�³ß´Tà5¶hè_³�ÐQ´_à Ö ³Cíôî�Ð�Ï�Í8Ù�¶_Ð�á�Ï ��Û�Þ Ö Ð�ÐQ¶ùÍy³W³�ÐQ²�´hÐ�ÐQ²�³ �ß´TµQå_¶hè Õ µQ¶MÛ�³BÍQÍÏ�Í
Ï�áM³WÙnÐyÏ�ÛW´ Ö ÐQ¶|ÐQ²�³K·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú|µU´TÙ�á�¶_Ó Õ µy¶MÛW³BÍQÍWÜ-îaÙ�³B´CÛU² Õ ²�´CÍs³�µy³ Õ ³"´hÐQ³Bá Ö Ø�ÛU²�¶&¶CÍy³KÞ�Ù�Ï�·F¶_µQÓ Ö Ø
´�Ù&Þ�Ó�à�³BµK·FµQ¶_Ó � È 1 � 1 � � � 1 � �CÊ�Î^²�³WµQ³ � ü È 9 � �;´ Õ ²�´CÍs³�³BÙ�á�Í�Î^²�³WÙß´�ÙnÞ�Ó|à5³WµvÏ�ÍvÛU²�¶CÍy³WÙ
ÐOÎ^Ï�Û�³_í*±�²�³GÍsÐQ´hÐQ³�âsÈ 1  < êw¶T·
����Û�¶CµyµQ³BÍ Õ ¶CÙ�á�Í�Ðy¶�ÐQ²�³GÛW´_Íy³KÐQ²�´hÐ  < � � Ù&Þ�Ó|à5³WµUÍw²�´2è_³và5³W³BÙ
áMµU´2Î^Ù!íG±�²�Ï�Í�µU´TÙ�áM¶CÓ Õ µy¶MÛW³BÍQÍKÏ�Í�´�Ú_³BÙ�³WµU´ Ö Ï�ë"´hÐQÏ�¶CÙ�¶_·�Ðy²�³�Î�³ Ö�Ö Ô�å&Ù�¶hÎ^Ù �W¼(Â�Ã(Ä �_òhó Õ µQ¶_à Ö ³WÓ
Ï�Ù Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ|ÐQ²�³W¶CµyØCí-Ý Õ ²�´CÍs³�Û�¶CµyµQ³BÍ Õ ¶CÙ�á�Í/ÐQ¶�´�Û�ØMÛ Ö ³vÏ�Ù�ÐQ²�³��ß´_µyåC¶hèÛU²�´TÏ�Ù8Ðy²�´TÐ�ÍsÐQ´_µsÐUÍ
âA´_Ù�á ³BÙ�á�ÍUê|´TÐÍsÐQ´hÐQ³�Î^Ï�Ðy² ÐOØ Õ ³�âsÈ 1 � ê�í�±�²�³�³W× Õ ³"Û�Ðy³"á ¶	�5Ô Ö Ï�Ù�³�ÛW¶CÍsÐ Õ ³Wµ Õ ²�´CÍs³�Ï�Í�³"�nÞ�´ Ö
Ðy¶�Ðy²�³ Ö ³WÙ�ÚTÐy²
¶_·�´ Õ ²�´CÍs³�Ó8Ï�ÙnÞ�ÍK¶_Ù�³�âA´ Ö�Ö ÐQµQ´_Ù�ÍyÏ�ÐQÏ�¶CÙ�Í^Ï�Ù
Ðy²�³�Û�ØMÛ Ö ³�²�´2è_³�¶ ��Ô Ö Ï�Ù�³�Û�¶CÍsÐK¶_Ù�³
³�×�ÛW³ Õ Ð�ÐQ²�³ Ö ´_ÍsÐ�¶_Ù�³2ê�íE�&Ï�Ó8Ï Ö ´Tµ Ö ØCÊ!ÐQ²�³�³W× Õ ³BÛ�Ðy³"áù¶_ÙMÔ Ö Ï�Ù�³�ÛW¶CÍsÐ Õ ³Bµ Õ ²�´CÍs³�Ï�Í�³��nÞ�´ Ö ÐQ¶
Ðy²�³
Ö ³WÙ�Ú_Ðy²
¶T·�´ Õ ²�´_Íy³�âA´ Ö�Ö ÐyµU´TÙ�ÍyÏ�ÐQÏ�¶CÙ�Í�²�´2èC³�¶_ÙMÔ Ö Ï�Ù�³|ÛW¶CÍsÐK¶_Ù�³2ê�í�î�ÐvÏ�ÍKÙ�¶_Ðv²�´_µQá�Ù�¶hÎ Ðy¶�èC³WµQÏ�·FØ
Ðy²�³�³�× Õ µQ³BÍQÍsÏ�¶_Ù�·F¶_µ û â&4�Msê�í

�¶Cµ^Ðy²�³ Õ Þ�µ Õ ¶CÍy³�¶T·�à5¶_Þ�Ù�á�Ï�Ù�Ú�Ðy²�³�³W× Õ ³"Û�Ðy³"á Ö ³WÙ�Ú_Ðy²
¶T·�´ Õ ²�´_Íy³_Ê5Ù�¶TÐQÏ�ÛW³GÐy²�´TÐ�³B´CÛU²�¶T·
Ðy²�³wé�µUÍsÐ � � Ù&Þ�Ó|à5³WµUÍ1²�´_Í Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ�´TÐ-Ó8¶CÍsÐ�È 9 � � Ðy¶�³WÙ�á�Ðy²�³ Õ ²�´CÍs³Cí4îaÙ|ÛW¶_ÙnÐyµU´_ÍsÐBÊ2³"´_ÛU²
¶T·4Ðy²�³�Ù�³�×&Ð � � Ù&Þ�Ó|à5³WµUÍ�²�´_Í Õ µQ¶_à�´_à�Ï Ö Ï�ÐOØ8´TÐ Ö ³B´CÍOÐGÈ 9 � � Ðy¶³WÙ�á�Ðy²�³ Õ ²�´CÍs³Cí�� Ö ´_à�¶CµQ´TÐyÏ�Ù�Ú
¶_Ù�Ðy²�Ï�Í^¶Cà�Íy³WµQè2´TÐyÏ�¶_Ù�Î�³�ÚC³�Ð�Ðy²�´TÐ û M Ï�Í^Ï�Ù�ÐQ²�³�Ï�ÙCÐQ³WµQèh´ Ö Ç�È@	 � J 9 � 1 ÈA	 � � JyÌ�í

=KÞ�Ó³BµyÏ�ÛW´ Ö ³Wèh´ Ö Þ�´hÐQÏ�¶CÙ�Í�ÍsÞ�ÚCÚ_³"ÍOÐ�Ðy²�´TÐ�ÐQ²�³8èh´ Ö Þ�³�¶_· û M Ï�ÍG´ Õ�Õ µy¶2×MÏ�Ó8´TÐy³ Ö ØùÈ 	ÒË<� � � JBÊ
Î^²�³BÙIJ ! Ë�í

Ý Õ µy³ Ö Ï�Ó8Ï�Ù�´TµQØ�èC³WµUÍsÏ�¶_Ù�¶_·MÐy²�Ï�Í-Î�¶Cµyå8Ç �TÌn²�´_á�´_Ù|Ï�Ù�Û�¶CµyµQ³BÛ�Ð Õ µQ¶n¶_·�¶T·�¶ Õ ÐyÏ�Ó�´ Ö Ï�ÐOØG¶T·�	����í
±�²�³ Õ µQ¶&¶T·5Î�´CÍ/à�´_Íy³Bá¶_Ù�Ðy²�³^Þ�Ù � Þ�ÍsÐyÏ�é�³Bá�´CÍyÍyÞ�Ó Õ ÐQÏ�¶CÙ�ÐQ²�´hÐw´�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³�´CáMè_³BµQÍQ´TµQØ�Ðy²�´TÐ
´_ÛU²�Ï�³Bè_³BÍv¶ Õ ÐQÏ�Ó�´ Ö ÛW¶_Ó Õ ³�ÐyÏ�ÐyÏ�è_³8µU´hÐQÏ�¶�´TÚC´_Ï�Ù�ÍOÐ7	��� ´CÍyÍyÏ�Ú_Ù�Í Õ µy¶Cà�´Tà�Ï Ö Ï�ÐOØGJ�ÐQ¶�³W×M´CÛ�Ð Ö Ø�¶_Ù�³
Õ ´_Ú_³|Ï�ÙßÐQ²�³¶_ÙMÔ Ö Ï�Ù�³|·A´_ÍsÐ�Ó8³WÓ8¶CµyØCí�Ý�Í�Î�´_Í Õ ¶_Ï�ÙCÐQ³Bá
¶CÞMÐ�Ðy¶�Þ�Ívà&ØE=v³B´ Ö ��¶_Þ�Ù�Ú�âcÍs³B³�´ Ö Íy¶
Ç�È��2ÌFê�ÊMÐQ²�Ï�ÍK´_ÍQÍsÞ�Ó Õ ÐyÏ�¶_Ù�áM¶&³BÍ�Ù�¶_ÐK²�¶ Ö á�Ï�Ù�Ú_³BÙ�³WµU´ Ö í

ÝKÙ�Ï�Ó Õ ¶_µyÐQ´_ÙCÐ-¶ Õ ³WÙ Õ µy¶Cà Ö ³BÓ Ï�Í4Ðy¶�áM³�ÐQ³WµQÓÏ�Ù�³wÐy²�³�Û�¶CÓ Õ ³�ÐQÏ�ÐQÏ�èC³wµU´hÐQÏ�¶K¶_·�å&Ù�¶hÎ^Ù Õ ´_Ú_Ï�Ù�Ú
´ Ö Ú_¶CµyÏ�Ðy²�Ó8Í?´_ÚC´_Ï�Ù�ÍsÐ4´^áMÏ �5Þ�Ís³w´CáMè_³BµQÍQ´TµQØ_í!±�²�³*Ó¶nÍOÐ1Ï�Ó Õ ¶_µyÐQ´TÙnÐ4áMÏ�µQ³BÛ�ÐQÏ�¶CÙ�Ï�Í?Ðy¶K³"ÍOÐQÏ�Ó�´hÐQ³*Ðy²�³
Û�¶CÓ Õ ³WÐyÏ�ÐyÏ�è_³�µU´hÐQÏ�¶�¶_· 1î ���í�±�²�³�µQ³BÛW³WÙnÐKÎ�¶_µQå�¶T· ��¶_Þ�Ù�ÚßÇ�È!�hÌ4³"ÍOÐQÏ�Ó�´TÐy³BÍKÐy²�³�Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶|¶_·!Ó�´TµQånÏ�Ù�Ú|´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í/úÒà�¶_Ðy²L	��� ´_Ù�á -î ��ì´TµQ³KÓ�´TµQånÏ�Ù�Ú´ Ö Ú_¶_µQÏ�Ðy²�Ó�ÍOú ´ Ö Ó8¶CÍsÐ
Î^Ï�Ðy²�Ï�Ù�´�·A´_Û�Ðy¶_µw¶T· � í � ³KÚCÏ�èC³BÍ*ÍyÏ�Ó8Ï Ö ´_µ�à5¶_Þ�Ù�á�Í*·F¶_µwµQ´_Ù�áM¶_Ó8Ï�ëW³"á�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍWí>��Þ�µ Õ µQ¶&¶T·;¶T·
Ðy²�³|¶ Õ ÐyÏ�Ó8´ Ö Ï�ÐOØ�¶T· 	��� Ís³B³WÓ�Í^ÐQ¶�ÍsÞ�Ú_Ú_³"ÍOÐ^ÐQ²�´hÐ�·F¶_µ�Û�³WµyÐQ´_Ï�Ù�èh´ Ö Þ�³"ÍK¶T·CJ"Ê�Ðy²�³Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³
µU´hÐyÏ�¶
¶T· -î ���Ï�Í�Ù�¶_Ð|¶ Õ ÐyÏ�Ó8´ Ö í�îaÙ Õ ´_µsÐQÏ�ÛWÞ Ö ´_µBÊ -î �� áM¶&³BÍ�Ù�¶TÐ�´ Ö Î�´2ØMÍGå_³W³ Õ Ï�Ù Ï�ÐQÍ�·A´_ÍsÐ
Ó8³WÓ8¶_µQØ�Ðy²�³^é�µQÍsÐ � Õ ´_Ú_³"Í*¶T·;Ðy²�³�ÛW´_Ù�¶_Ù�Ï�ÛB´ Ö ¶CµQáM³BµyÏ�Ù�Ú�¶Cµw´TÙ�³��nÞ�Ï�èh´ Ö ³BÙCÐ�Ís³WÐw¶T· Õ ´_Ú_³BÍBí/±�²�Ï�Í
Ðy²�³WÙ8Ï�Í*´_Ù�Ï�Ù�áMÏ�ÛW´TÐyÏ�¶_Ù�Ðy²�´TÐ�´�ÛW¶_Ù�Íy³WµQèh´hÐQÏ�èC³�´_á�è_³WµUÍQ´TµQØ�Ó�´2ØG·F¶CµQÛW³
-î ��çÐy¶G²�´2èC³ Ö ´TµQÚ_³Bµ/ÛW¶CÍsÐ
Ðy²�´TÙ 	���|í ; ³�Û�¶_Ù � ³BÛ�ÐQÞ�µQ³�Ðy²�´TÐ -î �� Ï�Í�ÍsÞ�à5¶ Õ ÐyÏ�Ó8´ Ö ·F¶_µ�Ís¶CÓ³^èh´ Ö Þ�³"Í*¶T· J"í-î�·;Ï�Ù�áM³B³BáÐQ²�Ï�Í
Ï�ÍKÐQ²�³ÛB´_Íy³_Ê5Ï�Ð�Î^Ï Ö�Ö ´_á�áßÍy¶_Ó8³�³�×&ÐyµU´�èh´ Ö Ï�á�Ï�ÐOØ�Ðy¶�Ðy²�³ Õ ´_Ú_Ï�Ù�Ú�áMÏ �5Þ�Ís³´_áMèC³WµUÍy´_µyØ�Ó¶MáM³ Ö Ê;Ï�Ù
Ðy²�³�Ís³BÙ�Ís³�ÐQ²�´hÐ^ÐQ²�³�Ó8¶&á�³ Ö ÛB´TÙ�´_Û�ÐQÞ�´ Ö�Ö Ø�áMÏ�ÍOÐQÏ�Ù�ÚCÞ�Ï�Ís²�à�³WÐOÎ�³B³WÙG	���ì´_Ù�á -î ���í

�4¨ ��¬ �4/��M«��MªB° �����©
�����@	B°�	 ¨#��ÙMÔ Ö Ï�Ù�³v´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í*áM³B´ Ö Î^Ï�ÐQ²�Ðy²�³Kµy³ Ö ´TÐyÏ�¶_Ù�Í/à5³�ÐOÎ�³W³BÙ
¼(¹���ÁTÂ�Å8òTÃc¼AÁT¹ôÂQ½dÀ_¼(Å�½�Æ�í �¶_µQÓ�´ Ö�Ö Ø÷à�ÞMÐ�à�µQÏ�³���Ø_Ê/´TÙùÏ�ÙM·F¶_µQÓ�´hÐQÏ�¶CÙ÷µQ³WÚCÏ�Ó8³8Ï�Í�Ðy²�³�Û Ö ´CÍyÍG¶_·�´ Ö�Ö
·FÞ�Ù�Û�ÐyÏ�¶_Ù�Í*·Fµy¶CÓã´GáM¶_Ó�´TÏ�Ù 1 ÐQ¶�´�µU´TÙ�Ú_³ û Î^²�Ï�ÛU²´_µy³^Û�¶CÙ�ÍsÐQ´TÙnÐ*Î^Ï�Ðy²�Ï�Ù�´vé�×&³"á Õ ´TµyÐyÏ�ÐyÏ�¶_Ù¶T·
1 í �K³�é�Ù�Ï�Ù�Ú�Ðy²�Ï�Í Õ ´TµyÐyÏ�ÐyÏ�¶_Ù
µQ³BÍyÞ Ö ÐUÍKÏ�Ùö´�µQÏ�ÛU²�³WµKµQ³WÚCÏ�Ó8³CíK±4µU´_áMÏ�ÐyÏ�¶_Ù�´ Ö�Ö ØCÊ�Ðy²�³ Ö Ï�ÐQ³WµU´hÐyÞ�µy³�¶CÙ
¶_Ù�Ô Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í!²�´CÍ1à5³W³BÙ Õ µy³B¶&ÛBÛ�Þ Õ Ï�³"á�Î^Ï�ÐQ²ÛW¶_Ó Õ ´_µyÏ�Ís¶CÙ�Í!à5³�ÐOÎ�³W³BÙ�ÐOÎ�¶và�´CÍsÏ�Û�Ï�ÙM·F¶CµyÓ�´TÔ
ÐyÏ�¶_Ù
µQ³WÚCÏ�Ó8³"ÍWÜ�±�²�³�ÁT¹�ºa¿�¼(¹;½K´TÙ�á�Ðy²�³�Á'/^ºa¿�¼(¹;½KµQ³WÚCÏ�Ó8³�âFÐy²�³�¶	�5Ô Ö Ï�Ù�³�µy³BÚ_Ï�Ó8³|Û�¶CµyµQ³BÍ Õ ¶CÙ�á�Í�ÐQ¶
Ðy²�³^·FÞ Ö�Ö Øµy³Wé�Ù�³"á Õ ´TµyÐyÏ�ÐyÏ�¶_Ù�ê�í-Ý�Í�Î�³K´TµQÚ_Þ�³"á|Ï�Ù8Ðy²�³vÏ�ÙnÐyµQ¶MáMÞ�Û�ÐyÏ�¶_Ù!Ê_Ðy²�Ï�Í�²�´CÍ Ö ³�·(ÐwÞ�Ù�³�× Õ�Ö ¶_µQ³Bá
Íy³Wè_³BµQ´ Ö Ï�ÙnÐyµQÏ�ÛW´hÐQ³�Û�¶_Ó Õ ´_µyÏ�Íy¶_Ù�Í�à�³WÐOÎ�³B³WÙ�¶TÐQ²�³Wµ^Ï�Ó Õ ¶CµsÐU´TÙnÐ^Ï�Ù�·F¶_µQÓ8´TÐyÏ�¶_Ù�µy³BÚ_Ï�Ó8³BÍBí

� ÁhÅvð�òTÂyòhÃd¼(ñh½�òT¹5òT¿�ó2Æ�¼�ÆÏ�Í�´�Ú_³WÙ�³WµU´ Ö Ï�ë"´hÐyÏ�¶_Ùô¶T·GÛ�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³ß´TÙ�´ Ö ØMÍyÏ�Í8´ Ö�Ö ¶hÎ^Ï�Ù�ÚùÛ�¶CÓÔ
Õ ´_µyÏ�Ís¶CÙ�Í�à�³WÐOÎ�³B³WÙ
´TµQà�Ï�ÐyµU´TµQØ8Ï�ÙM·F¶CµyÓ�´TÐyÏ�¶_Ù�µy³BÚ_Ï�Ó³"ÍWÊMè&Ï�´�Ðy²�³�ÛW¶_Ó Õ ´TµU´hÐQÏ�èC³vµU´hÐQÏ�¶�áM³Wé�Ù�³Bá�Ï�Ù
³"�nÞ�´TÐyÏ�¶_Ù âOÈCí �nê�í =v´TÐyÞ�µU´ Ö�Ö ØCÊ�ÍyÞ�ÛU²çÛ�¶_Ó Õ ´_µyÏ�Íy¶_Ù�Í�Ó�´Tå_³
Íy³WÙ�Íy³�¶_Ù Ö Ø Ï�·�ÐQ²�³ßÛ�¶CµyµQ³BÍ Õ ¶CÙ�áMÏ�Ù�Ú
µQ³WÚ_Ï�Ó8³BÍ´TµQ³�µQÏ�ÛU²ôÏ�Ùç´ Ö Ú_¶CµyÏ�Ðy²�Ó8ÍOú ÍsÏ�Ù�Ú Ö ³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó�Í�áM¶�Ù�¶_Ð Ö ³WÙ�áæÐy²�³WÓ�Ís³ Ö èC³BÍ�Ðy¶�Þ�Íy³�·FÞ Ö
Û�¶CÓ Õ ´TµQÏ�Íy¶_Ù�ÍWí/ÝvÍ�Ï�Ù�Ðy²�³�ÛB´_Íy³�¶_·4Ðy²�³�Û�¶_Ó Õ ³�ÐQÏ�ÐQÏ�èC³�µQ´TÐyÏ�¶|·F¶Cµ�Ðy²�³�áMÏ �5Þ�Ís³�´CáMè_³BµQÍQ´TµQØ8Ó¶MáM³ Ö Ê
Î�³�Þ�ÍsÞ�´ Ö�Ö Ø�´ Ö�Ö ¶hÎ ´_Ù�´Cá�áMÏ�ÐyÏ�è_³�Û�¶CÙ�ÍOÐU´TÙnÐ^Ï�Ù�ÐQ²�³�Ù&Þ�Ó8³WµU´hÐy¶Cµ�¶T·/³"�nÞ�´hÐQÏ�¶CÙ�âsÈ_í �Cê�í

; ³K´ Õ�Õ�Ö Ø|ÛW¶_Ó Õ ´TµU´hÐQÏ�èC³�´_Ù�´ Ö ØMÍsÏ�Í-Ï�Ù8¶_µUáM³Bµ1ÐQ¶G³Wèh´ Ö Þ�´hÐQ³�Ðy²�³ Õ ¶hÎ�³Bµ/¶T·1¿�ÁBÁ!�_ò"Ä�½Uò �KÏ�ÙÐQ´CÍså
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ÍyØ&ÍsÐy³BÓ�ÍWí�ÝKÙ ¶_Ù�Ô Ö Ï�Ù�³�´ Ö Ú_¶_µQÏ�Ðy²�Ó ·F¶Cµ|´�Ó8³�ÐQµyÏ�ÛW´ Ö ÐQ´CÍså�ÍsØMÍsÐy³WÓ ²�´_Í Ö ¶&¶_åh´_²�³B´CáE��Ï�·�Ï�Ð|ÛW´_Ù
à�´CÍs³�Ï�ÐQÍ�áM³BÛWÏ�ÍyÏ�¶CÙùÙ�¶TÐ�¶CÙ Ö Ø÷¶_Ù�Ðy²�³ Õ ´_ÍsÐBÊ-à�ÞMÐ´ Ö Ís¶
¶CÙ÷ÐQ²�³�Ù�³W×&Ð3�µQ³"�nÞ�³"ÍOÐUÍWí�Ý Ö�Ö ¶CÙMÔ Ö Ï�Ù�³
´ Ö Ú_¶CµyÏ�Ðy²�Ó8Í|Î^Ï�ÐQ² Ö ¶&¶_åh´T²�³"´_á ��ÛW¶_Ó Õ µQÏ�Íy³�ÐQ²�³�Ï�ÙM·F¶CµyÓ�´TÐyÏ�¶_ÙõµQ³WÚCÏ�Ó8³:< ( í ±�²&Þ�ÍBÊ <A?�Ï�Í�Ðy²�³Û Ö ´_ÍQÍ�¶T·/´ Ö�Ö ÐyµU´_á�Ï�ÐQÏ�¶CÙ�´ Ö ¶_Ù�Ô Ö Ï�Ù�³G´ Ö ÚC¶_µQÏ�ÐQ²�Ó�ÍWí

�
³WÐyµQÏ�ÛB´ Ö ÐQ´CÍså÷ÍsØMÍsÐy³WÓ�Í8Ç �hÌw´TµQ³�áM³�é�Ù�³Bá÷¶_ÙùÍs¶CÓ8³Ó8³WÐyµQÏ�Û8Í Õ ´_ÛW³�� �/´�Ís³BµyèC³Wµ�µy³"ÍsÏ�áM³"Í
¶_Ù�Ís¶CÓ8³ Õ ¶_Ï�ÙnÐ�¶_·�Ðy²�³8Ó8³�ÐQµyÏ�ÛÍ Õ ´CÛ�³8´TÙ�á÷ÛW´_ÙöÓ8¶hè_³|·Fµy¶CÓ Õ ¶CÏ�ÙnÐ�Ðy¶ Õ ¶CÏ�ÙnÐ"í�î�ÐQÍ�Ú_¶n´ Ö Ï�Í�ÐQ¶
Õ µQ¶MÛ�³BÍQÍ!¶CÙMÔ Ö Ï�Ù�³�´�Íy³"�nÞ�³WÙ�Û�³w¶_·MÐQ´CÍsåMÍ � � 1 � < 1 � � �-±�²�³�Ís³BµyèC³Wµ4Ï�Í4·Fµy³B³�Ðy¶�Ó8¶hè_³*ÐQ¶�´_Ù&Ø Õ ¶CÍyÏ�ÐQÏ�¶CÙà5³�·F¶_µQ³ Õ µQ¶MÛ�³"ÍyÍyÏ�Ó8Ú�´8ÐU´_Íyå;Ê5´ Ö ÐQ²�¶_Þ�ÚC²�Ï�Ð�²�´_ÍKÐy¶ Õ ´2Ø�Ðy²�³�áMÏ�ÍOÐU´TÙ�ÛW³_íK±�²�³�Û�¶CÍsÐ # â�� C 1 ? C"ê�·F¶Cµ
Õ µQ¶MÛ�³BÍQÍyÏ�Ù�Ú�´�ÐQ´CÍså�� CÏ�Í�áM³WÐy³WµQÓ8Ï�Ù�³Bá÷ànØßÐy²�³8ÐU´_Íyå � C´TÙ�áöÐy²�³ Õ ¶nÍsÏ�ÐyÏ�¶_Ù ? C¶T·�Ðy²�³�Íy³WµQè_³Bµ
Î^²�Ï Ö ³ Õ µy¶MÛ�³"ÍyÍyÏ�Ù�Ú�ÐQ²�³8ÐQ´CÍså;í�±�²�³ÐQ¶TÐQ´ Ö Û�¶nÍOÐG·F¶Cµ Õ µy¶MÛW³BÍQÍsÏ�Ù�Ú�Ðy²�³�Íy³"�nÞ�³BÙ�Û�³8Ï�Í�Ðy²�³�ÍyÞ�Ó ¶T·
Ðy²�³�áMÏ�ÍsÐQ´_Ù�Û�³GÓ8¶hè_³"á�à&Ø�ÐQ²�³�Íy³WµQè_³Wµ Õ�Ö Þ�Í�ÐQ²�³�Û�¶nÍOÐ^¶_·-Íy³WµQènÏ�Û�Ï�Ù�Ú8³B´CÛU²�ÐU´_Íyå � C ÊD ü È 1 � 1 ��� �

���@92D��C9 +A.CH�I<H 7 ÁTÂ�òh¹�ó�Å8½WÃdÂ�¼AïQòT¿4Ãaò2Æ ��Æ�ó2ÆUÃa½WÅ
� û â�< ? 1 < ( ê5H � �A	ÒÈ , 7 �MÂ�Ã(Ä�½�Â�Å�ÁhÂy½6�
ÃFÄ�½WÂy½�òTÂy½|Å8½WÃcÂ�¼AïUòT¿!Ã�òhÆ �8Æ�ó2Æ�Ã�½WÅ�Æ>��ÁTÂ#�1Ä&¼AïUÄ û â�< ? 1 < ( ê ü � �=	 È ,

/ ÂyÁ"Á'�UíÒ±1µyÏ�è&Ï�´ Ö�Ö ØùÐy²�³�ÐQ²�³W¶Cµy³BÓ ²�¶ Ö á�Í�·F¶Cµ�� ü Ë�íçÝvÍQÍsÞ�Ó³�ÐQ²�´hÐ�� � Ëù´TÙ�á é�×ô´_Ù
´ Ö Ú_¶CµyÏ�Ðy²�Ó 6 Ï�Ù < ( í ; ³|Íy²�´ Ö�Ö áM³Wé�Ù�³|´_Ù�¶_ÙMÔ Ö Ï�Ù�³�´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ Î^Ï�Ðy²�¶CÞMÐ Ö ¶n¶Cåh´T²�³"´_á�Î^²�¶CÍy³
Û�¶nÍOÐ�¶_Ùö´_ÙnØ�Íy³"�nÞ�³WÙ�Û�³�¶_·*ÐQ´_ÍyåMÍKÏ�Í�´TÐvÓ8¶CÍsÐ � �A	=È|ÐyÏ�Ó³"ÍKÐQ²�³�ÛW¶CÍsÐv¶T· 6 í�Ý Ö ÚC¶_µQÏ�ÐQ²�Ó ÿ Ï�Í
´�ÐOØ Õ Ï�ÛW´ Ö ¶CÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó Ï�Ù÷Û�¶_Ó Õ ´_µQ´TÐyÏ�è_³|´_Ù�´ Ö ØMÍsÏ�ÍBÜ�î�Ð�ÐyµQÏ�³BÍvÐy¶�³ ��Û�Ï�³WÙnÐ Ö Ø � ÍyÏ�Ó�Þ Ö ´hÐy³��
Ðy²�³�Ó8¶_µQ³ Õ ¶hÎ�³Bµs·FÞ Ö ´ Ö Ú_¶CµyÏ�Ðy²�Ó 6 í*îaÙ Õ ´TµyÐyÏ�Û�Þ Ö ´_µBÊ ÿ å&Ù�¶hÎKÍ�Ðy²�³ Õ ¶nÍsÏ�ÐyÏ�¶_Ù�¶_· 6 �KÍsÐy³ Õ Í�´_Ú_¶�í
îaÙ�¶_µUáM³Wµ�Ðy¶ Õ µQ¶MÛ�³BÍQÍ�Ðy²�³GÙ�³W×&Ð�ÐU´_Íyå;Ê ÿ Ó8¶hèC³BÍ�é�µUÍOÐ�Ðy¶ 6 O Í Ö ´_ÍsÐ�å&Ù�¶hÎ^Ù Õ ¶nÍsÏ�ÐyÏ�¶_Ù4Ê�´TÙ�á�Ðy²�³BÙ
Õ µQ¶MÛ�³BÍQÍy³BÍ�Ðy²�³GÐU´_Íyå�Ú_µQ³W³"áMÏ Ö ØCÊ&Ðy²�´TÐKÏ�ÍBÊMÎ^Ï�ÐQ²�Ðy²�³�Ó8Ï�Ù�Ï�Ó�Þ�Ó Õ ¶nÍyÍyÏ�à Ö ³�Û�¶nÍOÐ"í
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�^³"ÛW´ Ö�Ö Ðy²�´TÐ�Ï�Ù�¶_µUáM³Wµ�ÐQ¶ Õ µQ¶MÛ�³"ÍyÍ�Ðy²�³ D_ÔdÐy²÷ÐQ´CÍså;Ê!´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ Ó8¶hèC³BÍvÐy¶ 6 O Í Ö ´CÍOÐ�å&Ù�¶hÎ^Ù
Õ ¶CÍyÏ�ÐQÏ�¶CÙ  C � ( ´_Ù�á�Ðy²�³BÙ Õ µQ¶&ÛW³BÍQÍs³"Í�Ðy²�³�ÐQ´_ÍyåöÚCµy³B³BáMÏ Ö Ø_Ê!ÐQ²�´hÐ�Ï�ÍBÊ " â  C � ( 1 ? C"ê=	 # â�� C 1 ? C"êGÏ�Í
Ðy²�³�ÍsÓ�´ Ö�Ö ³BÍsÐ Õ ¶CÍQÍyÏ�à Ö ³_í*îaÙ Õ ´_µsÐQÏ�ÛWÞ Ö ´_µBÊ

" â  C � ( 1 ? C ê 	 # â� C 1 ? C ê H " â  C � ( 1  C ê 	 # â� C 1  C ê �
�µQ¶_Ó Ðy²�Ï�ÍWÊ�Ðy²�³G·A´CÛ�Ð^Ðy²�´hÐvÛ�¶nÍOÐUÍ^´TµQ³�Ù�¶_Ù�Ù�³BÚC´TÐyÏ�è_³_ÊM´_Ù�á�Ðy²�³GÐQµyÏ�´TÙ�Ú Ö ³GÏ�Ù�³"�nÞ�´ Ö Ï�ÐOØ�Î�³GÚ_³�Ð

" â ? C � � 1  C � ( êH " â ? C � � 1  C � ( � � ê'	 " â  C � ( � � 1  C � ( êH " â  C � � 1  C � ( � � ê 	 # â� C � � 1  C � � ê 	 " â  C � ( � � 1  C � ( ê
; ³�ÛW´TÙ�Ù�¶hÎ à�¶CÞ�Ù�á�Ðy²�³�ÛW¶CÍsÐ^¶T·*´ Ö Ú_¶_µQÏ�Ðy²�Ó ÿ Ï�Ù â ��í�È"ê�à&Ø
�
C�� �

â " â  C � � 1  C � ( � � ê 	 # â� C � � 1  C � � ê 	 " â  C � ( � � 1  C � ( ê 	 " â  C � ( 1  C ê0	 # â�� C 1  C êsê â ��í � ê

�vÍyÏ�Ù�ÚÐy²�³GÐQµyÏ�´TÙ�Ú Ö ³GÏ�Ù�³"�nÞ�´ Ö Ï�ÐyÏ�³BÍ�¶_·1ÐQ²�³G·F¶_µQÓ

" â  
 1  
 � < êH " â  
 1  
 � � ê 	 " â  
 � � 1  
 � < ê
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Î�³vÛW´_Ù�³�× Õ ´TÙ�á " â  C � ( � � 1  C � � ê H " â  C � ( � � 1  C � ( ê 	 %�%�% 	 " â  C � < 1  C � � ê*´TÙ�á�ÍsÏ�Ó8Ï Ö ´Tµ Ö Ø|Î�³ÛW´_Ù�³�× Õ ´_Ù�á " â  C � ( 1  C ê�íC��à�Ís³BµyèC³�Ù�¶hÎ Ðy²�´TÐw³B´CÛU²�ÐQ³WµQÓ " â  
 � � 1  
 êw´ Õ�Õ ³B´_µQÍ*Ï�Ùßâ ��í � ê � � 	�ÈÐyÏ�Ó8³BÍK´_Ù�á�³B´_ÛU²�Ðy³BµyÓ # â��
 1  
cê�´ Õ�Õ ³B´TµUÍ�ÐOÎ^Ï�ÛW³_í ; ³�ÛW´TÙ�Ðy²�³WµQ³�·F¶_µQ³GÛ�¶_Ù�Û Ö Þ�áM³�Ðy²�´TÐ^Ðy²�³�ÛW¶CÍsÐ
¶T·*´ Ö Ú_¶CµyÏ�Ðy²�Ó ÿ Ï�Í^´TÐKÓ¶nÍOÐ

�
C�� �

âsâ � �A	ÒÈ2ê " â  C � � 1  C ê'	 � # â�� C 1  C êsêHäâ � �=	 È"ê �
C�� �

â " â  C � � 1  C ê'	 # â�� C 1  C êsê

±�²�³ Ö ´_ÍsÐ^³�× Õ µQ³BÍQÍsÏ�¶_Ù�Ï�Í�â � �=	ÒÈ2ê�ÐyÏ�Ó³"Í�Ðy²�³�Û�¶CÍsÐ^¶T·/´ Ö Ú_¶_µQÏ�Ðy²�Ó 6 í
±1¶�Íy²�¶hÎ Ðy²�³GÛ�¶CÙnèC³WµUÍs³CÊ_Î�³�ÛW¶_Ù�ÍyÏ�á�³Wµ�´�ÐQ´CÍså�ÍyØ&ÍsÐy³BÓ Î^Ï�ÐQ²�Ó8³�ÐyµQÏ�Û�Í Õ ´_ÛW³ � ´�âAµy¶&¶_Ðy³Bá�ê

à�Ï�Ù�´TµQØ�ÐyµQ³W³_ÊnÎ^²�³Bµy³^ÐQ²�³�á�Ï�ÍsÐQ´_Ù�Û�³Kà5³�ÐOÎ�³W³BÙ�´_á � ´CÛ�³BÙCÐ�è_³WµyÐyÏ�Û�³"Í�Ï�ÍKÈCí�	4³�Ð 6 à�³vÐy²�³ � ÚCµy³B³BáMØ.�
´ Ö Ú_¶CµyÏ�Ðy²�Ó Î^Ï�Ðy² Ö ¶&¶_åh´_²�³B´CáL�TívîaÙß¶_Ðy²�³Bµ�Î�¶_µUá�ÍBÊ 6 Íy³WµQè&Ï�ÛW³BÍKÐy²�³Ù�³�×&Ð�ÐQ´_Íyå�Ï�Ù�ÍsÞ�ÛU²÷´�Î�´2Ø
Ðy²�´hÐKÓ8Ï�Ù�Ï�Ó8Ï�ëW³BÍ^Ðy²�³GÐQ¶TÐQ´ Ö Û�¶nÍOÐ�ÐQ¶8Íy³WµQè&Ï�ÛW³�Ðy²�³�Ù�³W×&Ð5��ÐU´_Íyå&ÍBíwÑ�¶_Ù�ÍyÏ�áM³Wµ^Ù�¶hÎä´TÙ�´ Ö Ú_¶CµyÏ�Ðy²�Ó
ÿ Î^Ï�Ðy²æÙ�¶ Ö ¶&¶_åh´T²�³"´_á?í ; ³�Î^Ï Ö�Ö á�³BÍQÛ�µQÏ�à5³�´ßÍy³"�nÞ�³BÙ�Û�³�¶T·�ÐQ´CÍsåMÍ � � 1 � < 1 � � ��Ðy²�´TÐ|·F¶_µUÛ�³�´Û�¶CÓ Õ ´TµU´hÐQÏ�èC³�µU´hÐQÏ�¶ � �A	 ÈG·F¶_µ ÿ ´_ÚC´TÏ�Ù�ÍsÐ 6 í��¶_µ^ÐQ²�Ï�ÍBÊ Ö ³�Ð ? C � � à�³�ÐQ²�³ Õ ¶CÍyÏ�ÐQÏ�¶CÙ�Î^²�³WµQ³ ÿÍy³WµQènÏ�Û�³"Í�Ðy²�³GÐU´_Íyå � C � � í ; Ï�ÐQ²ß´ Õ�Õ µQ¶ Õ µyÏ�´hÐQ³�Ï�Ù�Ï�ÐyÏ�´ Ö Ï�ë"´hÐyÏ�¶_Ù4Ê�´_ÍQÍsÞ�Ó³�ÐQ²�´hÐ ? C � � Ï�ÍK´TÐ^á�³ Õ ÐQ²D8	 �Tí*±�²�³�Ù�³�×&Ð�ÐQ´CÍså � C�²�´_Í�Ï�Ù�é�Ù�Ï�Ðy³�Û�¶nÍOÐ�¶_Ù�´ Ö�Ö èC³WµyÐyÏ�Û�³"Íw³W×MÛW³ Õ Ð�·F¶Cµ�ÐQ²�³ � ( è_³WµyÐyÏ�Û�³"Í�Ðy²�´TÐ
´TµQ³K¶CÙ�áM³ Õ Ðy² D 	E� 	æÈK´_Ù�á�¶_Ù�áMÏ�ÍsÐQ´_Ù�Û�³ � �0	æÈ�·Fµy¶CÓ ÐQ²�³�ÛWÞ�µQµy³BÙCÐ Õ ¶nÍsÏ�ÐyÏ�¶_Ù ? C � � âFÐy¶�Ó¶hèC³Ðy¶8¶CÙ�³G¶T·4ÐQ²�³BÍy³�è_³BµsÐQÏ�ÛW³BÍ ÿ Ó|Þ�ÍOÐ^Ó8¶hè_³�Þ Õ Ðy¶ Ö ³Wè_³ Ö D�´TÙ�á�ÐQ²�³WÙ
áM¶hÎ^Ù�Ðy¶ Ö ³Wè_³ Ö D�	 �=	ÒÈ"ê�í
±�²�³GÛ�¶nÍOÐ�¶T· � C�¶CÙ�Ðy²�³"Ís³�è_³BµsÐQÏ�ÛW³BÍ�Ï�Í�Ë�í/±�²&Þ�ÍBÊnÐy²�³GÛ�¶nÍOÐ�·F¶_µ ÿ Ðy¶8Ís³Bµyè&Ï�Û�³v³"´_ÛU²�ÍyÞ�ÛU²�ÐQ´_Íyå8Ï�Í
� � 	ôÈCÊ&Î^²�Ï Ö ³�Ðy²�³�Û�¶nÍOÐ�·F¶_µ 6 Ï�Í�ÈâFÞ�ÍyÏ�Ù�ÚÏ�ÐQÍ Ö ¶&¶_åh´T²�³"´_á Õ ¶hÎ�³Wµ"ÊCÏ�ÐKÍsÏ�Ó Õ�Ö Ø�Î�´ Ö åMÍ�á�¶hÎ^Ù�Ðy²�³
ÐyµQ³W³2ê�í

; ³ßµy³BÓ�´TµQåæ²�³Bµy³�ÐQ²�´hÐ�´ Ö Ðy²�¶CÞ�Ú_² Ðy²�³÷´Tà5¶hè_³ Ö ¶hÎ�³Bµ�à5¶_Þ�Ù�áçÞ�Ís³"Í�´TÙçÏ�ÙMé�Ù�Ï�Ðy³÷Ó8³�ÐyµQÏ�Û
Í Õ ´_ÛW³_Ê�´�é�Ù�Ï�Ðy³|Ó8³WÐyµQÏ�Û�Í Õ ´CÛ�³�ÐQ²�´hÐ Ö ¶&¶_åMÍ Ö ¶MÛW´ Ö�Ö Ø Ö Ï�å_³|´�à�Ï�Ù�´TµQØ�ÐQµy³B³|ÛW´_Ùß´ Ö Ís¶�à5³|Þ�Íy³Bá!íKîaÙ
Õ ´_µsÐQÏ�ÛWÞ Ö ´_µBÊ&Û�¶CÙ�ÍyÏ�áM³Bµ^´|à�Þ�ÐsÐy³Bµ ��Øßâ(Ðy²�³ �/± ÚCµQ´ Õ ²�êw¶T· � � 	 � Ö ³Bè_³ Ö Í�´TÙ�á�Ï�á�³WÙnÐyÏ�·FØ�Ðy²�³vé�µUÍsÐ
´TÙ�á Ö ´CÍOÐ Ö ³WèC³ Ö í�±�²�³WÙ Î�³�ÛW´TÙ ³BÓ|à5³Bá�ÐQ²�³�Ï�ÙMé�Ù�Ï�Ðy³�à�Ï�Ù�´TµQØßÐyµQ³W³�Ï�ÙnÐy¶�ÐQ²�Ï�Í�Ú_µU´ Õ ²�Ï�ÙõÍyÞ�ÛU²
´�Î�´2ØùÐQ²�´hÐ�³Bè_³BµyØõÍyÞ�àMÐQµy³B³�¶_·7��	 È Ö ³Wè_³ Ö ÍÏ�Í�³WÓ�à�³"á�áM³"áôÏ�Íy¶_Ó8³�ÐQµyÏ�ÛW´ Ö�Ö Ø âFÏ�ÙÒ´�á�Ï�ÍsÐQ´_Ù�Û�³WÔ
Õ µQ³BÍy³WµQè&Ï�Ù�Ú�Ó8´_Ù�Ù�³BµUê�í ; ³ÛW¶_Ù�Û Ö Þ�áM³�ÐQ²�´hÐ�Ðy²�³Bµy³´TµQ³�ÐQ´CÍså
ÍyØMÍOÐQ³WÓ�ÍvÎ^Ï�Ðy²÷Ó8³�ÐyµQÏ�Û�Í Õ ´_ÛW³BÍv¶T·
� � � ( � Õ ¶CÏ�ÙnÐQÍ�´TÙ�á�Û�¶_Ó Õ ´_µQ´TÐyÏ�è_³^µU´hÐQÏ�¶ � �'	õÈ_í ; ³ Ö ³B´2è_³vÏ�Ð�´_Í�´TÙ�Ï�ÙCÐQ³WµQ³BÍsÐyÏ�Ù�Ú|¶ Õ ³BÙ Õ µQ¶_à Ö ³WÓ
Ðy¶�áM³WÐy³BµyÓ8Ï�Ù�³GÐy²�³�ÛW¶_Ó Õ ´_µQ´TÐyÏ�è_³�µQ´TÐyÏ�¶|·F¶CµKÍsÓ�´ Ö�Ö ³Wµ^Ó8³�ÐQµyÏ�Û�Í Õ ´_Û�³"ÍWí

�v·4Û�¶CÞ�µUÍs³CÊ_·F¶Cµ�Û�³BµsÐU´TÏ�Ù�ÐQ´CÍså�ÍyØMÍOÐQ³WÓ�Í*ÐQ²�³�ÛW¶_Ó Õ ´_µQ´TÐyÏ�è_³^µU´hÐyÏ�¶�Ó�´2Ø8à�³ Ö ³"ÍyÍwÐy²�´hÐ � �0	õÈCí
�¶Cµ�Ðy²�³ Õ ´TÚ_Ï�Ù�Ú Õ µQ¶_à Ö ³WÓ�Ê�Ï�ÐKÏ�Í�Ó8Ï�Ù � � 	 È 1 � �Cí

���@92D��C9 + .CH FCH�7 ÁhÂ�ÃFÄ�½^ð�òBÀT¼(¹&À�ð5ÂyÁ ��¿�½WÅ
û â <@? 1 < ( ê ü Ó8Ï�Ù � �A	ÒÈ 1 �����

/ ÂyÁ"Á'�Uí�	!³WÐ � ü Ó8Ï�Ù � � 1 � �çÈ ��´_Ù�á Ö ³�Ð 6 à�³´TÙö´ Ö ÚC¶_µQÏ�ÐQ²�Ó ·F¶CµKÐy²�³ Õ ´_Ú_Ï�Ù�Ú Õ µQ¶_à Ö ³WÓ
Ï�Ù�Ðy²�³�Û Ö ´CÍyÍB< ( ÊMÐQ²�´hÐ�Ï�ÍBÊ�Î^Ï�Ðy² Ö ¶n¶Cåh´T²�³"´_á��Tí ; Ï�Ðy²�¶CÞMÐ Ö ¶CÍQÍ�¶T·*Ú_³BÙ�³WµU´ Ö Ï�ÐOØ�Î�³�´_ÍQÍyÞ�Ó8³GÐy²�´TÐ
6 Ó¶hèC³BÍ Õ ´TÚC³BÍv¶_Ù Ö Ø�Ðy¶�Ís³Bµyè&Ï�Û�³|µQ³"�nÞ�³"ÍOÐUÍWí|Ñ�¶CÙ�ÍsÏ�áM³BµvÐQ²�³|·F¶ Ö�Ö ¶hÎ^Ï�Ù�Ú�¶CÙMÔ Ö Ï�Ù�³�´ Ö ÚC¶_µQÏ�ÐQ²�Ó ÿ
Î^²�Ï�ÛU²�Ï�Í^´Ú_³BÙ�³WµU´ Ö Ï�ëB´hÐQÏ�¶CÙ�¶_·5	����Ü

±1¶�Íy³WµQè&Ï�ÛW³�´÷µy³��CÞ�³BÍsÐ > Ù�¶TÐ8Ï�Ù Ï�ÐUÍ·A´_ÍsÐÓ8³BÓ¶CµyØCÊ ÿ ³Wè&Ï�Û�ÐQÍ8´ Õ ´TÚC³
Ðy²�´hÐGÏ�Í�Ù�¶_Ð�¶_Ù�³�¶_·*Ðy²�³ � Ó8¶CÍsÐ�µQ³BÛW³WÙnÐGá�Ï�ÍsÐyÏ�Ù�Û�ÐGµQ³"�nÞ�³BÍsÐQÍâFÏ�Ù�Û Ö Þ�á�Ï�Ù�Ú > ê�í
ÝKÓ8¶CÙ�ÚùÐy²�³
µQ³WÓ�´_Ï�Ù�Ï�Ù�Ú Õ ´_Ú_³BÍBÊ ÿ ÛU²�¶&¶CÍy³BÍ�Ðy¶ ³BènÏ�Û�Ð�´ Õ ´_Ú_³
ÍyÞ�ÛU² Ðy²�´TÐ
Ðy²�³�µy³"ÍsÞ Ö ÐyÏ�Ù�Ú�Û�¶CÙMé�Ú_Þ�µQ´TÐyÏ�¶_ÙöÏ�Í�´_Í�Û Ö ¶nÍs³8´_Í Õ ¶CÍQÍyÏ�à Ö ³Ðy¶�Ðy²�³ Ö ´CÍOÐ�å&Ù�¶hÎ^Ù
Û�¶CÙMé�ÚCÞ�µQ´TÐyÏ�¶_Ù�¶T· 6 í ÿ áM¶&³BÍ�Ù�¶TÐy²�Ï�Ù�Ú·F¶Cµ^µy³��CÞ�³BÍsÐQÍ�Ï�Ù�Ï�ÐQÍ^·A´_ÍsÐ�Ó8³BÓ¶CµyØCí

±1¶�Íy²�¶hÎ ÐQ²�´hÐ/Ðy²�³�ÛW¶_Ó Õ ´_µQ´TÐyÏ�è_³wµU´hÐQÏ�¶�¶T· ÿ Ï�Í � 	
È_Ê2Ï�Ð�ÍyÞ���Û�³"Í4ÐQ¶�Ís²�¶hÎõÐy²�´TÐ-·F¶Cµ/³Wè_³BµyØ � 	�È
Û�¶CÙ�Íy³BÛ�Þ�ÐyÏ�è_³ Õ ´TÚC³�·A´TÞ Ö ÐUÍ/¶T· ÿ Ê 6 ÍsÞ.�;³WµUÍ/´hÐ Ö ³B´_ÍsÐ/¶_Ù�³ Õ ´TÚC³�·A´_Þ Ö Ð"í*±�²�Ï�Í/ÛB´TÙ|à5³^´_ÛU²�Ï�³WèC³Bá�à&Ø
Íy²�¶hÎ^Ï�Ù�Ú�ÐQ²�´hÐ�´h·(Ðy³Bµ�³B´CÛU²ÍyÞ�à�Íy³"�nÞ�³BÙ�Û�³^¶_·5µQ³"�nÞ�³"ÍOÐUÍ/Ðy²�´hÐwÛW´_Þ�Íy³BÍ ��Õ ´TÚC³�·A´TÞ Ö ÐQÍ/ÐQ¶ ÿ ´TÙ�á�Ù�¶
Õ ´_Ú_³G·A´TÞ Ö Ð^ÐQ¶ 6 Ê�à�¶_Ðy²
´ Ö Ú_¶CµyÏ�Ðy²�Ó�Í^´_µy³�Ï�Ù�Ðy²�³|ÍQ´TÓ8³�ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù4íw±4¶�á�¶8Ðy²�Ï�ÍWÊ�Î�³�Íy²�¶hÎ
à&Ø�Ï�Ù�á�Þ�Û�ÐQÏ�¶CÙö¶_ÙöÐy²�³Ù&Þ�Ó|à5³Wµ�¶T·�µQ³"�nÞ�³"ÍOÐUÍKÐQ²�³8ÍOÐQµy¶CÙ�Ú_³Bµ�Û Ö ´TÏ�Ó Ðy²�´TÐG´T·(Ðy³Bµ�´�ÍsÞ�à�Ís³��nÞ�³WÙ�ÛW³
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¶T·�µy³��CÞ�³BÍsÐQÍ^ÐQ²�´hÐ�ÛW´_Þ�Íy³ #�Õ ´TÚ_³�·A´TÞ Ö ÐQÍ�Ðy¶ ÿ ´TÙ�á
Ù�¶�·A´TÞ Ö Ð�Ðy¶ 6 Ê5Ðy²�³ÛW¶_ÙMé�ÚCÞ�µU´hÐyÏ�¶_Ù�ÍK¶T· ÿ
´TÙ�á 6 áMÏ �;³WµKà&Ø�´TÐKÓ¶nÍOÐ � � #�Õ ´_Ú_³"ÍWí

-Ï�×ö´�µQ³"�nÞ�³BÍsÐ�Íy³"�nÞ�³BÙ�Û�³ @ ü > � > < � � �G´TÙ�á Ö ³WÐ ÿ ? 1Qÿ � 1 ��� ��´_Ù�á 6 ? ü ÿ ? 1 6 � 1 � � ��à5³Ðy²�³�Û�¶CÙMé�ÚCÞ�µQ´TÐyÏ�¶_Ù�ÍG¶_· ÿ ´TÙ�á 6 Ðy²�´hÐ�Íy³WµQè&Ï�ÛW³ @�íß±�²�³�à�´_Íy³�¶_·�ÐQ²�³�Ï�Ù�áMÞ�Û�ÐyÏ�¶_Ù Ï�Í|ÐyµQÏ�è&Ï�´ Ö í
ÝvÍQÍyÞ�Ó8³�Ðy²�´hÐ-Ðy²�³�Ï�Ù�áMÞ�Û�ÐQÏ�¶CÙ�²&Ø Õ ¶_Ðy²�³"ÍsÏ�Í4²�¶ Ö á�Í!·F¶Cµ � �8È_í ; ³�²�´2è_³�Ðy¶�á�³B´ Ö Î^Ï�Ðy²�´K·F³WÎõÛB´_Íy³BÍBí
-Ï�µUÍsÐ�¶_·�´ Ö�Ö Ê4Î^²�³WÙ > � � ÿ � � � Ê ÿ ÍsÞA�5³BµQÍ�Ù�¶ Õ ´TÚC³|·A´_Þ Ö ÐBÊ!´TÙ�á
Ðy²�³Ï�Ù�áMÞ�Û�ÐyÏ�è_³�ÍsÐy³ Õ ·F¶ Ö�Ö ¶hÎKÍ
·FµQ¶_ÓìÐQ²�³�·A´_Û�Ð*ÐQ²�´hÐ A ÿ �� 6 � A H A ÿ � � � � 6 � � � A í>�&Ï�ÓÏ Ö ´Tµ Ö ØCÊTÎ^²�³WÙ�Ðy²�³^µy³��CÞ�³BÍsÐ > � �� 6 � � � Ê 6ÍyÞ.�5³BµQÍw´ Õ ´TÚC³�·A´TÞ Ö Ð�´_Ù�á A ÿ � � 6 � A H A ÿ � � � � 6 � � � A Î^²�Ï�ÛU²�Ï�Íw´TÐwÓ8¶CÍsÐ � ànØ|Ðy²�³�Ï�Ù�áMÞ�Û�ÐQÏ�¶CÙ
²&Ø Õ ¶_Ðy²�³"ÍsÏ�ÍWí�ÝvÍQÍyÞ�Ó8³�Ù�¶hÎ Ðy²�´TÐ > � �76 � � � � ÿ � � � í	!³WÐ � ��à5³�Ðy²�³ Õ ´TÚC³�³Wè&Ï�Û�Ðy³"á�à&Ø ÿ ÐQ¶
Íy³WµQènÏ�Û�³ > ��í/î�Ð^Ï�Í�³"´_ÍyØ�ÐQ¶Íy³W³�Ðy²�´hÐ^Ï�· � � �� 6 � � � Ðy²�³WÙ A ÿ �=� 6 � A ü A ÿ � � � � 6 � � � A � ÈCí/±�²�³é�Ù�´ Ö ´TÙ�á÷Ó8¶_µQ³�Û�¶_Ó Õ�Ö Ï�ÛW´hÐQ³Bá�ÛW´CÍs³Ï�ÍGÎ^²�³WÙC� � � 6 � � � í ��Ø
Ðy²�³�áM³Wé�Ù�Ï�ÐyÏ�¶_Ùù¶T·�´ Ö Ú_¶CµyÏ�Ðy²�Óÿ Ê � � Ï�ÍGÙ�¶_ÐG¶CÙ�³¶T·wÐQ²�³ � Ó8¶CÍsÐ�µy³"Û�³BÙCÐGµQ³"�nÞ�³BÍsÐQÍ�´_Ù�áöÛW¶_Ù�Íy³"�nÞ�³BÙnÐ Ö Ø � � Ï�Í�´ Ö Íy¶�Ï�Ù 6 � � � íî�Ð�·F¶ Ö�Ö ¶hÎKÍÐy²�´TÐ ÿ � � � . 6 � � � 	 �?> � � � � � 1 ��� � 1 > � � � �æâF¶_Ðy²�³BµyÎ^Ï�Ís³ ÿ Î�¶CÞ Ö á Ù�¶_Ð�ÛU²�¶&¶CÍy³
� � � 6 � � � ÐQ¶³Bè&Ï�Û�ÐUê�´TÙ�á

ÿ � . 6 � � � 	 �?> � � � � � 1 ��� � 1 > � � � 1 > � �'�
; ³�´ Ö Ís¶²�´2è_³�ÐQ²�³�¶_à&è&Ï�¶CÞ�Í�µy³ Ö ´TÐyÏ�¶_Ù

6 � . 6 � � � 	 � > � � � � � 1 � ��� 1 > � � � 1 > � �
âFµQ³BÛB´ Ö�Ö ÐQ²�´hÐGÎ�³�´_ÍQÍsÞ�Ó8³"á�Ðy²�´TÐ 6 Ó8¶hè_³BÍ Õ ´TÚC³BÍK¶CÙ Ö Ø�ÐQ¶�Íy³WµQè&Ï�ÛW³�µy³��nÞ�³BÍsÐQÍUê�íKî�· 6 ÍyÞ.�5³Bµy³"á
Ù�¶ Õ ´TÚC³�·A´_Þ Ö Ð�áMÞ�µyÏ�Ù�Ú�Ðy²�³ Ö ´_ÍsÐ # µy³��CÞ�³BÍsÐQÍBÊ5Ïdí ³_í�Ê 6 � ü 6 � � � ü %�%�% 6 � ��� Ê;Ðy²�³�Íy³�Ð 6 � � � 	�?> � � � � � 1 ��� � 1 > � � � 1 > � �v²�´CÍ�ÛW´_µQáMÏ�Ù�´ Ö Ï�ÐOØ�´TÐwÓ8¶CÍsÐ � 	 � � # í ; ³�Û�¶CÙ�Û Ö Þ�áM³KÐy²�´TÐ A ÿ ��� 6 � A H
��	 � � # ÊMÎ^²�Ï�ÛU²�Ï�Ó Õ�Ö Ï�³"Í�Ðy²�³�áM³BÍyÏ�µQ³Bá A ÿ � � 6 � A H � � # í

±1¶�Íy²�¶hÎ Ðy²�´hÐGÓÏ�Ù � � 	 È 1 � ��Ï�Í�´ Ö ¶hÎ�³Wµ�à5¶_Þ�Ù�áö¶T·�ÐQ²�³8Û�¶_Ó Õ ´_µQ´TÐyÏ�è_³�µU´hÐQÏ�¶�Ê Ö ³WÐ 6 à5³
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ABSTRACT: In this article we study the amortized 
efficiency of the “move-to-front” and similar rules for 
dynamically maintaining a linear list. Under the assumption 
that accessing the i th  element from the front of the list takes 
e(i) time, we show that move-to-front is within a constant 
factor of optimum among a wide class of list maintenance 
rules. Other natural heuristics, such as the transpose and 
frequency count rules, do not share this property. We 
generalize our results to show that move-to-front is within a 
constant factor of optimum as long as the access cost is a 
convex function. We also study paging, a setting in which 
the access cost is not convex. The paging rule corresponding 
to move-to-front is the “least recently used“ 
replacement rule. We analyze the amortized complexity of 
LRU, showing that its efficiency differs from that of the off- 
line paging rule (Belady’s MlN algorithm) by a factor that 
depends on the size of fast memory. No on-line paging 
algorithm has better amortized performance. 

1. INTRODUCTION 
In this article we study the amortized complexity of 
two well-known algorithms used in system software. 
These are the “move-to-front’’ rule for maintaining an 
unsorted linear list used to store a set and the “least 
recently used” replacement rule for reducing page 
faults in a two-level paged memory. Although much 
previous work has been done on these algorithms, most 
of it is average-case analysis. By studying the amortized 
complexity of these algorithms, we are able to gain 
additional insight into their behavior. 
A preliminary version of some of the results was presented at the Sixteenth 
Annual ACM Symposium on Theory of Computing, held April 30-May 2. 

1984 in Washington, D.C. 
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By amortization we mean averaging the running time 
of an algorithm over a worst-case sequence of execu- 
tions. This complexity measure is meaningful if succes- 
sive executions of the algorithm have correlated behav- 
ior, as occurs often in manipulation of data structures. 
Amortized complexity analysis combines aspects of 
worst-case and average-case analysis, and for many 
problems provides a measure of algorithmic efficiency 
that is more robust than average-case analysis and 
more realistic than worst-case analysis. 

The article contains five sections. In Section 2 we 
analyze the amortized efficiency of the move-to-front 
list update rule, under the assumption that accessing 
the ith element from the front of the list takes e(i) 
time. We show that this algorithm has an amortized 
running time within a factor of 2 of that of the opti- 
mum off-line algorithm. This means that no algorithm, 
on-line or not, can beat move-to-front by more than a 
constant factor, on any sequence of operations. Other 
common heuristics, such as the transpose and fre- 
quency count rules, do not share this approximate opti- 
mality. 

In Section 3 we study the efficiency of move-to-front 
under a more general measure of access cost. We show 
that move-to-front is approximately optimum as long as 
the access cost is convex. In Section 4 we study paging, 
a setting with a nonconvex access cost. The paging rule 
equivalent to move-to-front is the “least recently used” 
(LRU) rule. Although LRU is not within a constant fac- 
tor of optimum, we are able to show that its amoritzed 
cost differs from the optimum by a factor that depends 
on the size of fast memory, and that no on-line algo- 
rithm has better amortized performance. Section 5 con- 
tains concluding remarks. 
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2. SELF-ORGANIZING LISTS 
The problem we shall study in this article is often 
called the dictionary problem: Maintain a set of items 
under an intermixed sequence of the following three 
kinds of operations: 

access(i): Locate item i in the set. 

insert(i): Insert item i in the set. 

delete(i): Delete item i from the set. 

In discussing this problem, we shall use n to denote 
the maximum number of items ever in the set at one 
time and m to denote the total number of operations. 
We shall generally assume that the initial set is empty. 

A simple way to solve the dictionary problem is to 
represent the set by an unsorted list. To access an item, 
we scan the list from the front until locating the item. 
To insert an item, we scan the entire list to verify that 
the item is not already present and then insert it at the 
rear of the list. To delete an item, we scan the list from 
the front to find the item and then delete it. In addition 
to performing access, insert, and delete operations, we 
may occasionally want to rearrange the list by exchang- 
ing pairs of consecutive items. This can speed up later 
operations. 

We shall only consider algorithms that solve the dic- 
tionary problem in the manner described above. We 
define the cost of the various operations as follows. 
Accessing or deleting the ith item in the list costs i. 
Inserting a new item costs i + 1, where i is the size of 
the list before the insertion. Immediately after an ac- 
cess or insertion of an item i ,  we allow i to be moved at 
no cost to any position closer to the front of the list; we 
call the exchanges used for this purpose free. Any other 
exchange, called a paid exchange, costs 1. 

Our goal is to find a simple rule for updating the list 
(by performing exchanges) that will make the total cost 
of a sequence of operations as small as possible. Three 
rules have been extensively studied, under the rubric 
of self-organizing linear lists: 

Move-to-front (ME). After accessing or inserting an item, 
move it to the front of the list, without changing the 
relative order of the other items. 

Transpose cr). After accessing or inserting an item, ex- 
change it with the immediately preceding item. 

Frequency count (FC). Maintain a frequency count for 
each item, initially zero. Increase the count of an item 
by 1 whenever it is inserted or accessed; reduce its 
count to zero when it is deleted. Maintain the list so 
that the items are in nonincreasing order by frequency 
count. 

Bentley and McGeoch's paper [3] on self-adjusting 
lists contains a summary of previous results. These deal 
mainly with the case of a fixed set of n items on which 

only accesses are permitted and exchanges are not 
counted. For our purposes the most interesting results 
are the following. Suppose the accesses are independ- 
ent random variables and that the probability of access- 
ing item i is pi. For any Algorithm A, let E&) be the 
asymptotic expected cost of an access, where p = 

(pl, p z ,  . . . , p"). In this situation, an optimum algorithm, 
which we call decreasing probability (DP), is to use a 
fixed list with the items arranged in nonincreasing or- 
der by probability. The strong law of large numbers 
implies that E F C ( ~ ) / E D P (  p) = 1 for any probability distri- 
bution p [8]. It has long been known that EM&)/EDP( p) 
5 2 [3, 71. Rivest [8] showed that E T ( ~ )  5 EMF( p ) ,  with 
the inequality strict unless n = 2 or pi  = l / n  for all i. 
He further conjectured that transpose minimizes the 
expected access time for any p, but Anderson, Nash, 
and Weber [I] found a counterexample. 

In spite of this theoretical support for transpose, 
move-to-front performs much better in practice. One 
reason for this, discovered by Bitner [4], is that move- 
to-front converges much faster to its asymptotic behav- 
ior if the initial list is random. A more compelling rea- 
son was discovered by Bentley and McGeoch [3], who 
studied the amortized complexity of list update rules. 
Again let us consider the case of a fixed list of n items 
on which only accesses are permitted, but let s be any 
sequence of access operations. For any Algorithm A, let 
CA(S) be the total cost of all the accesses. Bentley and 
McGeoch compared move-to-front, transpose, and fre- 
queny count to the optimum static algorithm, called 
decreasing frequency (DF), which uses a fixed list with 
the items arranged in nonincreasing order by access 
frequency. Among algorithms that do no rearranging of 
the list, decreasing frequency minimizes the total ac- 
cess cost. Bentley and McGeoch proved that CMF(S) 5 
2cDF(s) if MF's initial list contains the items in order by 
first access. Frequency count but not transpose shares 
this property. A counterexample for transpose is an ac- 
cess sequence consisting of a single access to each of 
the n items followed by repeated accesses to the last 
two items, alternating between them. On this sequence 
transpose costs mn - O(n2),  whereas decreasing fre- 
quency costs 1.5m + O(n2).  

rules empirically on real data. Their tests show that 
transpose is inferior to frequency count but move-to- 
front is competitive with frequency count and some- 
times better. This suggests that some real sequences 
have a high locality of reference, which move-to-front, 
but not frequency count, exploits. Our first theorem, 
which generalizes Bentley and McGeoch's theoretical 
results, helps to explain this phenomenon. 

s, let CA(S) be the total cost of all the operations, not 
counting paid exchanges, let XA(S) be the number of 
paid exchanges, and let FA(s) be the number of free 
exchanges. Note that XMF(S) = XT(S) = XFC(S) = 0 and 
that FA(s) for any algorithm A is at most CA(S) - m. 

Bentley and McGeoch also tested the various update 

For any Algorithm A and any sequence of operations 
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1 2  
(After an access or insertion of the ith item there are at 
most i - 1 free exchanges.) 

THEOREM 1. 
For any Algorithm A and any sequence of operations s start- 
ing wi th  the empty set, 

CMF(s) 5 2cA(s) + xA(s) - FA(s) - m. 

PROOF. 
In this proof (and in the proof of Theorem 3 in the next 
section) we shall use the concept of a potential function. 
Consider running Algorithms A and MF in parallel on s. 
A potential function maps a configuration of A’s and 
MF‘s lists onto a real number CP. If we do an operation 
that takes time t and changes the configuration to one 
with potential a‘, we define the amortized time of the 
operation to be t + CP’ - CP. That is, the amortized time 
of an operation is its running time plus the increase it 
causes in the potential. If we perform a sequence of 
operations such that the ith operation takes actual time 
ti and has amortized time ai, then we have the follow- 
ing relationship: 

c ti = a - a‘ + c ai 
i i 

where CP is the initial potential and CP’ the final poten- 
tial. Thus we can estimate the total running time by 
choosing a potential function and bounding CP, a’, and 
ai for each i. 

To obtain the theorem, we use as the potential func- 
tion the number of inversions in MF’s list with respect 
to A’s list. For any two lists containing the same items, 
an inversion in one list with respect to the other is an 
unordered pair of items, i ,  j ,  such that i occurs any- 
where before j in one list and anywhere after j in the 
other. With this potential function we shall show that 
the amortized time for MF to access item i is at most 
2i - 1, the amortized time for MF to insert an item into 
a list of size i is at most Z ( i  + 1) - 1, and the amortized 
time for MF to delete item i is at most i, where we 
identify an item by its position in A’s list. Furthermore, 
the amortized time charged to MF when A does an 
exchange is -1 if the exchange is free and at most 1 if 
the exchange is paid. 

The initial configuration has zero potential since the 
initial lists are empty, and the final configuration has a 
nonnegative potential. Thus the actual cost to MF of a 
sequence of operations is bounded by the sum of the 
operations’ amortized times. The sum of the amortized 
times is in turn bounded by the right-hand side of the 
inequality we wish to prove. (An access or an insertion 
has amortized time ~ C A  - 1, where CA is the cost of the 
operation to A; the amortized time of a deletion is CA 5 
2cA - 1. The -lk,  one per operation, sum to -m.) 

It remains for us to,bound the amortized times of the 
operations. Consider an access by A to an item i .  Let k 
be the position of i in MF’s list and let xi be the number 
of items that precede i in MF’s list but follow i in A’s 

A 

MF i 

k 

FIGURE 1. Arrangement of A’s and MPs lists in the proofs of 

Theorems 1 and 4. The number of items common to both shaded 

regions is x), 

list. (See Figure 1.) Then the number of items preceding 
i in both lists is k - 1 - xi .  Moving i to the front of MF’s 
list creates k - 1 - Xi inversions and destroys Xi other 
inversions. The amortized time for the operation (the 
cost to MF plus the increase in the number of inver- 
sions) is therefore k + ( k  - 1 - X i )  - X i  = 2(k - X i )  - 1. 
But k - xi 5 i since of the k - 1 items preceding i in 
MF’s list only i - 1 items precede i in A’s  list. Thus the 
amortized time for the access is at most 2i - 1. 

The argument for an access applies virtually un- 
changed to an insertion or a deletion. In the case of a 
deletion no new inversions are created, and the amor- 
tized time is k - xi s i. 

An exchange by A has zero cost to MF, so the amor- 
tized time of an exchange is simply the increase in the 
number of inversions caused by the exchange. This in- 
crease is at most 1 for a paid exchange and is -1 for a 

Theorem 1 generalizes to the situation in which the 
initial set is nonempty and MF and A begin with differ- 
ent lists. In this case the bound is CMF(S) 5 2cA(s) + 
XA(s) + I - FA(s) - m,  where 1 is the initial number of 
inversions, which is at most I;). We can obtain a result 
similar to Theorem 1 if we charge for an insertion not 
the length of the list before the insertion but the posi- 
tion of the inserted item after the insertion. 

the exchanges it makes, which we have regarded as 
free, are counted. Let the gross cost of Algorithm A on 
sequence s be T&) = CA(S) + FA(s) + XA(S). Then FMF(S)  
5 CMF(S) - m and X M F ( S )  = 0, which implies by Theo- 

free exchange. 0 

We can use Theorem 1 to bound the cost of MF when 

rem 1 that TMF(S) 5 4 c ~ ( S )  + 2 x ~ ( S )  - ~ F A ( S )  - 2m = 

4T&) - &(S) - 6F&) - 2m. 
The proof of Theorem 1 applies to any update rule in 

which the accessed or inserted item is moved some 
fixed fraction of the way toward the front of the list, as 
the following theorem shows. 

THEOREM 2 .  
I f  MF(d) (d 2 1) is any rule that moves an accessed or 
inserted item at position k at least k / d  - 1 units closer to 
the front of the list, then 

cMF(d)(s) 5 d ( 2 C ~ ( s )  -k xA(s) - FA(s) - m). 
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PROOF. 
The proof follows the same outline as that of Theorem 
1. The potential function we use is d times the number 
of inversions in MF(d]’s list with respect to A’s list. We 
shall show that the amortized time for MF(d] to access 
an item i (in position i in A’s list) is at most d(2i - I), 
the amortized time for MF(d) to insert an item into a 
list of size .i is at most d(2i + 1) - 1, and the amortized 
time for MF(d) to delete item i is at most i. Further- 
more, the amortized time charged to MF(d] when A 
does an exchange is -d if the exchange is free and at 
most d if the exchange is paid. These bounds are used 
as in the proof of Theorem 1 to give the result. 

in MF(d)’s list, and let p be the number of items past 
which MF(d) moves item i. Let x be the number of 
these items that occur after i in A’s list. (See Figure 2.) 
The decrease in the number of inversions caused by 
this move is x ,  while the increase is p - x. Thus the 
potential increases by d(p - 2x1, and the amortized time 
of the insertion is k + d(p - 24. We want to show that 
this is less than d(2i - 1). We know k/d - 1 5 p 5 x + i 
- 1; the first inequality follows from the requirement 
on MF(d]’s update rule, and the second is true since 
each of the items past which i moves is either one of 
the i - 1 items preceeding i in A’s list or one of the x 
items following i in A’s list but preceding i in MF’s 
list. Multiplying by d and using transitivity we get 
k 5 d(x + i). Adding the second inequality multiplied by 
d gives k + dp I d(2x + 2i - l), which implies k + 
d(p - 2x) I d(2i - 11, as desired. 

A similar argument applies to insertion. In the case of 
deletion, the amortized time is at most k - dx, where x 
is defined as in Figure 1. This is at most k - x ,  which in 
turn is no greater than i, as shown in the proof of 
Theorem 1. Since i and d are at least 1, i I 2i - 1 4 

d(2i - 1). Finally, a free exchange done by Algorithm A 
decreases the potential by d; a paid exchange increases 
or decreases it by d. Note that the -d terms in the 
amortized times sum to give the -dm term in the theo- 
rem. 0 

No analogous result holds for transpose or for fre- 
quency count. For transpose, a variant of the example 
mentioned previously is a counterexample; namely, in- 

Consider an access to item i. Let k be the position of i 

k 

FIGURE 2. Arrangement of A’s and MF(d)’s lists in the proof of 

Theorem 2. The number of items commbn to both shaded regions 

is x. 

sert n items and then repeatedly access the last two, 
alternating between them. A counterexample for fre- 
quency count is to insert an item and access it k + n 
times, insert a second item and access it k + n - 1 
times, and so on, finally inserting the nth item and 
accessing it k + 1 times. Here k is an arbitrary nonnega- 
tive integer. On this sequence, frequency count never 
rearranges the list and has cost Q(kn2) = Q(mn), whereas 
move-to-front has cost m + O(n2). The same example 
with the insertions omitted shows that using a static list 
ordered by decreasing access frequency is not within a 
constant factor of optimal. 

Theorem 1 is a very strong result, which implies the 
average-case optimality result for move-to-front men- 
tioned at the beginning of the section. Theorem 1 states 
that on any sequence of operations, move-to-front is to 
within a constant factor as efficient as any algorithm, 
including algorithms that base their behavior on ad- 
vance knowledge of the entire sequence of operations. 
If the operations must be performed on-line, such off- 
line algorithms are unusable. What this means is that 
knowledge of future operations cannot significantly 
help to reduce the cost of current operations. 

More quantitatively, Theorem 1 provides us with a 
way to measure the inherent complexity of a sequence. 
Suppose we begin with the empty set and perform a 
sequence of insertions and accesses. We define the 
complexity of an access or insert operation on item i to 
be 1 plus the number of items accessed or inserted 
since the last operation on i. The complexity of the 
sequence is the sum of the complexities of its individ- 
ual operations. With this definition the complexity of a 
sequence is exactly the cost of move-to-front on the 
sequence and is within a factor of 2 of the cost of an 
optimum algorithm. 

3. SELF-ORGANIZING LISTS WITH 
GENERALIZED ACCESS COST 

In this section we explore the limits of Theorem 1 by 
generalizing the cost measure. Let f be any nondecreas- 
ing function from the positive integers to the nonnega- 
tive reals. We define the cost of accessing the ith item 
to be f(i], the cost of inserting an item to be f(i + 1) if 
the list contains i items, and the cost of a paid exchange 
of the ith and (i + 1)st items to be A(i) = f(i + 1) - f(i). 
(We define free and paid exchanges just as in Section 
2.) If A is an algorithm for a sequence of operations s, 
we denote by CA(s)  the total cost of A not counting paid 
exchanges and by X&) the cost of the paid exchanges, 
if any. To simplify matters we shall assume that there 
are no deletions. 

We begin by studying whether Af(i) is a reasonable 
amount to charge for exchanging the ith and (i + 1)st 
items. If we charge significantly less than Af(i) for an 
exchange, then it may be cheaper to access an item by 
moving it to the front of the list, accessing it, and mov- 
ing it back, than by accessing it without moving it. On 
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the other hand, if we charge at least Af(i)  for an ex- 
change, then as the following theorem shows, paid ex- 
changes do not reduce the cost of a sequence. 

THEOREM 3. 
L e t A  be an algorithm for a sequence s of insertions and 
accesses. Then there is another algorithm for s that is no 
more expensive than A and does no paid exchanges. 

PROOF. 
Note that this theorem does not require the initial set 
to be empty. Also note that we can replace each inser- 
tion by an access without changing the cost. We do this 
by adding all the items to be inserted to the rear of the 
initial list, in order of insertion, and replacing each 
insert(i) operation by access( i ) .  Thus we can assume 
without loss of generality that s contains only accesses. 

To eliminate the paid exchanges, we move them one 
by one after the accesses. Once this is done, we can 
eliminate them without increasing the cost. Consider 
an exchange that occurs just before an access. Identify 
the items by their positions just before the exchange. 
Let i and i + 1 be the items exchanged and let j be the 
item accessed. There are three cases. If j { i ,  i + 11, we 
can move the exchange after the access without chang- 
ing the cost. If j = i, we save Af(i) on the access by 
performing the exchange afterwards. If j = i + 1, we 
spend Af(i) extra on the access by postponing the ex- 
change, but we can then perform the exchange for free, 
saving Af(i). Thus, in no case do we increase the cost, 
and we either convert the paid exchange to a free ex- 
change or move it after an access. The theorem follows 
by induction. 0 

Theorem 3 holds for any nondecreasing cost function, 
whereas our generalization of Theorem 1,  which fol- 
lows, requires convexity of the cost function. We say f 
is convex if Af(i) 2 Af(i + 1 )  for all i .  

THEOREM 4. 

lf f is convex and A is any algorithm for a sequence s of 
insertions and accesses starting wi th  the empty set, 

CM&) 5 ~ C A ( S )  + X A ( S )  - mf(1). 

PROOF. 
The proof is just like the proof of Theorem 1.  We run A 
and MF in parallel on s and use a potential function, 
defined as follows. At any time during the running of 
the algorithms, we identify the items by their positions 
in A's list. For each item i, let xi be the number of items 
j > i preceding i in MF's list. (See Figure 1.) The value 
of the potential is x i  (f(i + xi) - Ai)) ,  where the sum is 
over all the items in the lists. 

We shall show that the amortized time for MF to 
access item i is at most 2f(i) - AT), the amortized time 
to insert an item in a list of size i is at most 2f(i + 1) - 
f ( l ) ,  and the amortized time charged to MF when A 
exchanges items i and i + 1 is at most Afli) if the 
exchange is paid, at most zero if the exchange is free. 

Since the initial configuration has zero potential and 
the final configuration has nonnegative potential, the 
actual cost of the sequence of operations is bounded by 
the sum of the operations' amortized times. The theo- 
rem will therefore follow from a proof of the bounds in 
this paragraph. 

Consider an access of an item i. Let k be the position 
of i in MF's list. The amortized time for the access is f(k) 
(the actual cost) plus the increase in the potential 
caused by the access. The increase in potential can be 
divided into three parts: the increase due to items j > i ,  
that due to item i, and that due to items j < i .  Let xj be 
as defined just before the exchange. For j > i the value 
x, does not change when i is moved to the front of MF's 
list, and there is no corresponding change in the poten- 
tial. The potential corresponding to item i changes from 
f(i + xi) - f(i) to zero, an increase of f(i) - f(i + xl). For 
each item j < i, the value of x, can increase by at most 
1,  so the increase in potential for all j < i is at most 

= f ( i )  - f(0 
Combining our estimates we obtain an amortized time 
of at most f (k)  + n i )  - fli + xi) + f ( i )  - f (1)  = 2f(i) - f(1) + 
f(k) - f(i  + xi). Each of the k - 1 items preceding i in 
MF's list either follows i in A's list (there are X i  such 
items) or precedes i in A's list (there are at most i - 1 
such items). Thus k I i + xi, and the amortized time for 
the access is at most 2fli) - f(1).  

As in the proof of Theorem 2, we can treat each 
insertion as an access if we regard all the unaccessed 
items as added to the rear of the list, in order of inser- 
tion. The potential corresponding to each unaccessed 
item is zero. Thus the argument for access applies as 
well to insertions. 

charged to MF when A exchanges items i and i + 1 is 
just the increase in potential, since the actual cost to 
MF is zero. This increase is 

Consider an exchange done by A .  The amortized time 

f(i + x i )  - f(i + X i )  + f ( i  + 1 + ~ i + l )  - f(i + 1 + xi+l), 

where the primes denote values after the exchange. 
Note that the exchange causes item i to become item 
i + 1 and vice-versa. If the original item i precedes the 
original item i + 1 in MF's list, then xl = x , + ~  + 1 and 
x/+l = X i ,  which means the amortized time for the ex- 
change is Af(i + xi) s Mi). If the original item i follows 
the original item i + 1 in MF's list, as is the case when 
the exchange is free, then xi = xi+] and X / + I  = X i  - 1, 
which means the amortized time €or the exchange is 
-Af(i + xi+l) 5 0. 0 

As is true for Theorem 1 ,  Theorem 4 can be general- 
ized to allow the initial set to be nonempty and the 
initial lists to be different. The effect is to add to the 
bound on CMF(S) a term equal to the initial potential, 
which depends on the inversions and is at most zz: ( f ( n )  - f ( i ) ) .  We can also obtain a result similar to 
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Theorem 4 if we charge for an insertion not f(i + 11, 
where i is the length of the list before the insertion, but 
Ai) ,  where i is the position of the inserted item after the 
insertion. 

Extending the results of this section to include dele- 
tions is problematic. If we charge f ( i )  for a deletion in a 
list of size i ,  Theorem 4 holds if we allow deletions, and 
the total deletion cost is bounded by the total insertion 
cost. We leave the discovery of an alternative way to 
handle deletions to the ambitious reader. 

4. PAGING 
The model of Section 3 applies to at least one situation 
in which the access cost is not convex, namely paging. 
Consider a two-level memory divided into pages of 
fixed uniform size. Let n be the number of pages of fast 
memory. Each operation is an uccess that specifies a 
page of information. If the page is in fast memory, the 
access costs nothing. If the page is in slow memory, we 
must swap it for a page in fast memory, at a cost of one 
page fault. The goal is to minimize the number of page 
faults for a given sequence of accesses. 

Such a two-level memory corresponds to a self-organ- 
izing list with the following access cost: f ( i )  = 0 if i 5 n, 
f(g = 1 if i > n. Since A @ )  = 0 unless i = n, the items in 
positions 1 through n may be arbitrarily reordered for 
free, as may the items in positions greater than n ;  thus 
the access cost at any time depends only on the set of 
items in positions 1 through n. The only difference be- 
tween the paging problem and the corresponding list 
update problem is that a page in slow memory must be 
moved to fast memory when accessed, whereas the cor- 
responding list reordering is optional. To make our re- 
sults easy to compare to previous work on paging, we 
shall, in this section, use standard paging terminology 
and require that each accessed page be moved to fast 
memory. 

As with list updating, most previous work on paging 
[Z, 5, 6, 91 is average-case analysis. Among paging rules 
that have been studied are the following: 

Least recently used (LRU). When swapping is necessary, 
replace the page whose most recent access was earliest. 

First-in, first-out (FIFO). Replace the page that has been 
in fast memory longest. 

Lust-in, first-out (ZlFO). Replace the page most recently 
moved to fast memory. 

Least frequently used (ZFU). Replace the page that has 
been accessed the least. 

Longest forward distance (MIN). Replace the page whose 
next access is latest. 

All these rules use demand paging: They never move 
a page out of fast memory unless room is needed for a 
newly accessed page. It is well known that premature 
paging cannot reduce the number of page faults. Theo- 
rem 3 can be regarded as a generalization of this obser- 

vation. Least recently used paging is equivalent to 
move-to-front; least frequently used paging corresponds 
to frequency count. All the paging rules except longest 
forward distance are on-line algorithms; that is, they 
require no knowledge of future accesses. Longest for- 
ward distance exactly minimizes the number of page 
faults [2], which is why it is known as the MIN algo- 
rithm. 

We shall compare various on-line algorithms to the 
MIN algorithm. In making such a comparison, it is re- 
vealing to let the two algorithms have different fast 
memory sizes. If A is any algorithm and s is any se- 
quence of m accesses, we denote by nA the number of 
pages in A’s fast memory and by FA(s) the number of 
page faults made by A on s. When comparing A and 
MIN, we shall assume that nA 2 nMIN. Our first result 
shows how poorly any on-line algorithm performs com- 
pared to MIN. 

THEOREM 5. 
Let A be any on-line algorithm. Then there ure arbitrarily 
long sequences s such that 

PROOF. 
We shall define a sequence of nA accesses on which A 
makes nA faults and MIN makes only nA - nMIN + 1 
faults. The first nA - nMIN + 1 accesses are to pages in 
neither A’s nor MIN’s fast memory. Let S be the set of 
nA + 1 pages either in MIN’s memory initially or among 
the nA - nMIN + 1 newly accessed pages. Each of the 
next nMIN - 1 accesses is to a page in S not currently in 
A’s fast memory. On the combined sequence of nA ac- 
cesses, A faults every time. Because MIN retains all 
pages needed for the last ~ I M I N  - 1 accesses, it faults 
only nA - nMIN + 1 times. This construction can be re- 
peated as many times as desired, giving the theorem. 0 

REMARK. 
If nA < nMIN, there are arbitrarily long sequences on 
which A always faults and MIN never faults. 0 

Our second result shows that the bound in Theorem 
5 is tight to within an additive term for LRU. 

THEOREM 6. 
For any sequence s, 

PROOF. 
After the first access, the fast memories of LRU and 
MIN always have at least one page in common; namely 
the page just accessed. Consider a subsequence t of s 
not including the first access and during which LRU 
faults f I nLRU times. Let p be the page accessed just 
before t .  If LRU faults on the same page twice during t ,  
then t must contain accesses to at least nLRU + 1 differ- 
ent pages. This is also true if LRU faults on p during t .  If 
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neither of these cases occurs, then LRU faults on at 
least f different pages, none of them p ,  during t. In any 
case, since f 5 nLRU,  MIN must fault at least f - nMIN + 1 
times during t. 

Partition s into so, sl, . . . , sk  such that so contains the 
first access and at most nLRU faults by LRU, and Si for 
i = 1, . . . , k contains exactly nLRU faults by LRU. On 
each of s l ,  . . . , s k ,  the ratio of LRU faults to MIN faults 
is at most nLRU/(nLRU - ~ M I N  + 1). During SO, if LRU 
faults f o  times, MIN faults at least fo - ~ M I N  times. This 
gives the theorem. 0 

The additive term of ~ M I N  in the bound of Theorem 6 
merely reflects the fact that LRU and MIN may initially 
have completely different pages in fast memory, which 
can result in LRU faulting ~ M I N  times before MIN faults 
at all. If we allow LRU and MIN to have arbitrarily 
different initial fast memory contents, then we can in- 
crease the lower bound in Theorem 4 by ~ M I N .  On the 
other hand, if we assume that LRU’s fast memory ini- 
tially contains all the pages in MIN’s fast memory and 
no others more recently used, then we can decrease the 
upper bound in Theorem 6 by nMlN. In either case we 
get exactly matching upper and lower bounds. 

Essentially the same argument shows that Theorem 6 
holds for FIFO. We merely refine the definition of so, s1 ,  

. . . , sk so that during si for i = 1, . . . , k, LRU faults 
exactly nLRU times and also on the access just before si .  

We can find such a partition by scanning s from back to 
front. The rest of the proof is the same. 

It is easy to construct examples that show that a 
result like Theorem 6 holds neither for LIFO nor for 
LFU. A counterexample for LIFO is a sequence of n L I F 0  

- 1 accesses to different pages followed by repeated 
alternating accesses to two new pages. On such a se- 
quence s, FLIFO(S) = m, but FMIN(S) = nLlFO + 1 if ~ M I N  

2 2. A counterexample for LFU is a sequence of k + 1 
accesses to each of ~ L F U  - 1 pages, followed by 2k alter- 
nating accesses to two new pages, k to each, with this 
pattern repeated indefinitely (so that all but the initial 
nLFU - 1 pages have k accesses). On such a sequence, 
FLFU(S) = m - k ( n L F u  - I), but FMIN(S) 5 m / k  if nMIN 2 2. 

5. REMARKS. 
We have studied the amortized complexity of the 
move-to-front rule for list updating, showing that on 
any sequence of operations it has a total cost within a 
constant factor of minimum, among all possible updat- 
ing rules, including off-line ones. The constant factor is 
2 if we do not count the updating cost incurred by 
move-to-front and 4 if we do. This result is much 
stronger than previous average-case results on list up- 
date heuristics. Neither transpose nor frequency count 
shares this approximate optimality. Thus, even if one is 
willing to incur the time and space overhead needed to 
maintain frequency counts, it may not be a good idea. 

Our results lend, theoretical support to Bentley and 
McGeoch’s experiments showing that move-to-front is 
generally the best rule in practice. As Bentley and 

McGeoch note, this contradicts the asymptotic average- 
case results, which favor transpose over move-to-front. 
Our tentative conclusion is that amortized complexity 
provides not only a more robust but a more realistic 
measure for list update rules than asymptotic average- 
case complexity. 

We have generalized our result on move-to-front to 
any situation in which the access cost is convex. We 
have also studied paging, a setting with a nonconvex 
access cost. Our results for paging can be interpreted 
either positively or negatively. On the one hand, any 
on-line paging algorithm makes a number of faults in 
the worst case that exceeds the minimum by a factor 
equal to the size of fast memory. On the other hand, 
even in the worst case both LRU and FIFO paging come 
within a constant factor of the number of page faults 
made by the optimum algorithm with a constant factor 
smaller fast memory. More precisely, for any constant 
factor c > 1, LRU and FIFO with fast memory size n 
make at most c times as many faults as the optimum 
algorithm with fast memory size (1 - l/c)n. A similar 
result for LRU was proved by Franaszek and Wagner 
[6], but only on the average. 
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Computing Equilibria:

A Computational Complexity Perspective

Tim Roughgarden∗

February 20, 2009

Abstract

Computational complexity is the subfield of computer science that rigorously studies the
intrinsic difficulty of computational problems. This survey explains how complexity theory
defines “hard problems”; applies these concepts to several equilibrium computation problems;
and discusses implications for computation, games, and behavior. We assume minimal prior
background in computer science.

1 Introduction

1.1 “Easy” and “Hard” Computational Problems

Consider two problems about grouping individuals together in a harmonious way.

1. You have a database with the rankings of 1000 medical school graduates over 1000 hospitals,
and of these hospitals over these new doctors. Your task is to find a matching of doctors to
hospitals that is stable: there should be no doctor-hospital pair who would rather be matched
to each other than to their assigned partners.

2. You work for a company with 150 employees, many of whom do not get along with each
other. Your task is to form a committee of fifteen people, no two of whom are incompatible,
or to show that this is impossible.

Is one of these problems “computationally more difficult” than the other? If you had to solve only
one of them — by the day’s end, say — which would you choose?

The first problem is, of course, the stable marriage problem, and can be solved automatically via
the Gale-Shapley deferred acceptance algorithm [46]. A byproduct of this algorithm is a constructive
proof of a fundamental existence result: no matter what the preferences of the agents are, there is at
least one stable marriage (with every agent in some pairing). The algorithm is also computationally
efficient; indeed, a variant of it had been deployed in practice several years prior to the analysis
of Gale and Shapley (see Roth [110] and Stalnaker [126]). Despite the astronomical number of
possibilities — n! distinct matchings among two groups of size n, which is more than the estimated

∗Department of Computer Science, Stanford University, 462 Gates Building, 353 Serra Mall, Stanford, CA 94305.
Supported in part by NSF CAREER Award CCF-0448664, an ONR Young Investigator Award, an AFOSR MURI
grant, and an Alfred P. Sloan Fellowship. Email: tim@cs.stanford.edu.
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Figure 1: The factorial function n! grows exponentially faster with n than the function 100n2.
In (a), the solid curve is the function f(x) = 100x2; the dotted curve is Stirling’s approximation
of n!, extended to the positive reals x.

number of atoms in the known universe when n = 1000 — the amount of work performed by the
algorithm scales only as a constant times n2, enabling the quick and automated solution of very
large problems.1 Figure 1 shows just how differently these two functions grow with n.

What about the second problem? It cannot be solved efficiently by enumerating all of the
possibilities — there are

(150
15

)

> 1015 of them, too many to check in a reasonable amount of time
on today’s computers. Is there a more clever general-purpose solution to this seemingly innocuous
problem? The answer is believed to be “no”. This belief is rigorously translated into mathematics
by proving that the problem is “NP -complete”, a concept that we define and interpret in Section 2.

Similarly, some equilibrium computation problems are apparently harder than others. Problems
like computing a stable marriage, and computing a Nash equilibrium of a two-player zero-sum game,
admit computationally efficient general-purpose solutions (the latter via linear programming [29]).
No such solutions have been discovered for many other equilibrium computation problems, such as
computing a Nash equilibrium in a general game. Could there be something intrinsically difficult,
in a precise sense, about these problems? Computational complexity is the subfield of computer
science concerned with such questions; its basic definitions and its consequences for equilibrium
computation are the subjects of this survey.

What do we learn by proving that an equilibrium computation problem is “difficult” in a
complexity-theoretic sense? First, assuming widely believed mathematical conjectures, it implies

1For implementation details, see Kleinberg and Tardos [75, §2.3].
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that there will never be a fast, general-purpose computational method for solving the problem.
Second, it rules out many structural results, such as convexity or duality, that are often used to
understand and justify economic models. Finally, as we explain in the next section, a complexity-
theoretic hardness result can diminish the predictive interpretation of an equilibrium concept and
suggests more tractable alternatives.

1.2 Who Cares About Computing Equilibria?

Many interpretations of an equilibrium concept involve someone — the participants or a designer
— determining an equilibrium. For example, the idea that markets implicitly compute a solution
to a significant computational problem goes back at least to Adam Smith’s notion of the invisible
hand [125]. If all parties are boundedly rational, then an equilibrium can be interpreted as a credible
prediction only if it can be computed with reasonable effort. Rigorous intractability results thus
cast doubt on the predictive power of equilibrium concepts.2 In a practical design context, it is
obvious that a mechanism that is actually implemented had better be computationally tractable
to run, like the deferred acceptance algorithm, and also easy to play, in the sense that participants
should not need to perform difficult computations.3

Equilibrium computation also has a number of well-known applications in economic analysis:
predicting the outcome and estimating suitable parameter values of a model, comparing exper-
imental results with model predictions, testing the design of a mechanism, automatically gen-
erating conjectures and counterexamples, and so on. These topics are discussed in detail else-
where [13, 36, 38, 65, 84].

Computer scientists also care about computing equilibria. The original motivating application
was the design of automated game-playing programs, such as for chess; a sample of modern appli-
cations is reviewed by Koller and Pfeffer [78]. For example, automated agents — anything from a
physical robot to an automated bidding strategy in an Internet auction — are often programmed
to optimize some payoff function while participating in a competitive or cooperative environment
(see e.g. Shoham and Leyton-Brown [120]). Computationally efficient algorithms for computing
equilibria are valuable tools for automating the decision-making of such agents.

Finally, complexity theorists are interested equilibrium computation problems because they in-
clude several of the most natural problems believed to be of “intermediate difficulty”, between
“easy” (solvable by a polynomial-time algorithm, see Section 2.1) and “hard” (NP -hard, see Sec-
tion 2.2). Their study has led to some recent advances in complexity theory.

1.3 Overview

Section 2 formally defines the standard paradigm for proving that a problem is “hard” and develops
the theory of “NP -hardness”. The key tool is a reduction, a precise way of deeming one problem at
least as hard as another. A problem is then “hard for some problem class” if it is at least as hard as
every problem in the class. The problem class NP denotes the (very large) set of problems for which
purported solutions can be verified quickly for correctness. Informally, we interpret an NP -hard
problem as one that admits no general-purpose computational solution that is significantly faster
than brute-force search (i.e., systematically enumerating all possible solutions). As an example, we
prove that determining whether or not a given two-player normal-form game has a Nash equilibrium

2This type of critique dates back at least to Rabin [106].
3See Milgrom [89] for a recent example of these principles.
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in which both players obtain an expected payoff of at least a given amount is an NP -hard problem.
The section also includes a careful discussion of the assumptions and implications of NP -hardness
results.

Different equilibrium computation problems require different notions of “hardness”, and Sec-
tion 3 explains why. This section focuses on congestion games, where a potential function argument
guarantees the convergence of better-response dynamics to a pure-strategy Nash equilibrium. We
show that the problem of computing a pure-strategy Nash equilibrium of a congestion game is
PLS-hard, where PLS is a general class of local search problems. A consequence of this result is
that better-response dynamics can require an exorbitant number of iterations to converge in con-
gestion games. The section concludes by explaining the behavioral implications of these negative
results.

Section 4 studies another, more fundamental equilibrium computation problem where the ex-
istence of a solution is guaranteed: computing a (mixed-strategy) Nash equilibrium of a bimatrix
game. Again, NP -hardness is not the right concept of difficulty for this problem; we instead in-
troduce the class PPAD, a relative of PLS that is motivated by the Lemke-Howson algorithm,
for this purpose. We briefly discuss very recent and deep research showing that computing a Nash
equilibrium of a bimatrix game is a PPAD-hard problem, and provide economic interpretations.
The computational complexity perspective echoes a number of previous results suggesting that, for
predictive purposes, the correlated equilibrium can be a more appropriate solution concept than
the Nash equilibrium.

1.4 Omitted Topics

Each of the next three sections concentrates on one problem concerning Nash equilibrium computa-
tion, to illustrate a particular type of intractability result. Dozens of other equilibrium computation
problems have been studied from a complexity-theoretic viewpoint. The most prominent topics
omitted from this survey include:

• equilibrium computation in extensive-form games (e.g. [9, 24, 54, 77, 137]), normal-form
games with three or more players [41], compactly represented games (e.g. [31, 72, 102, 118]),
stochastic games (surveyed by Johnson [63, §2] and Yannakakis [140, §2]), and cooperative
games (e.g. [35, 68]);

• computing equilibrium refinements (e.g. [40, 90, 135]);

• the computational complexity of playing a repeated game, from the perspective of a boundedly
rational player (surveyed by Kalai [67], see also Section 2.6) or of a designer or mediator [14,
83];

• equilibrium computation in markets, initiated by Scarf [116] and recently surveyed by Vazi-
rani [132] and Codenotti and Varadarajan [25];

• and complexity results in mechanism design, such as the winner determination problem in
combinatorial auctions (surveyed by Blumrosen and Nisan [11] and Lehmann, Müller, and
Sandholm [79]).

We also omit discussion of non-trivial algorithms for computing equilibria, with the exception of
the Lemke-Howson algorithm (Section 4.2). As the other papers in this special issue attest, there
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are a number of such algorithms that are practically useful for problems that are sufficiently small
or well-structured.

2 Algorithms, Reductions, and Hardness

This section formalizes the notions of “good algorithms” (Section 2.1) and “hard problems” (Sec-
tions 2.2 and 2.3). Sections 2.4 and 2.5 illustrate the theory of NP -hardness by showing that
determining whether or not a bimatrix game has a high-payoff Nash equilibrium is an NP -hard
problem. Section 2.6 offers interpretations of NP -hardness results, addresses the frequently voiced
objections to worst-case analysis and the definition of polynomial time, and discusses alternatives
to time complexity analysis, such as space-bounded models of bounded rationality. Our treatment
is largely self-contained, though perhaps too brisk for the reader with absolutely no prior exposure
to the material. Several good textbooks cover these topics in depth [53, 62, 75, 100, 123].

2.1 Computationally Efficient Algorithms

A compelling definition of a “hard problem” is one that admits no good algorithm. But what is a
“good algorithm”, or even just an “algorithm”? Numerous essentially equivalent definitions of an
algorithm are possible, all of which describe a procedure for transforming an input to an output
according to a predetermined and finite sequence of “basic instructions”; in addition, arbitrary
internal state can be maintained throughout the procedure’s execution.4 Conceptually, an algo-
rithm is a single program (in any programming language) that runs on a modern computer with
unbounded memory. The most common formalism is a Turing machine [130], but all of the most
common models of time-efficient computation are equivalent for our purposes.

Before suggesting what makes an algorithm “good”, we must be precise about what it means
to “solve a problem”. A problem is a (generally infinite) collection of instances, each representing
a possible input; and, for each instance, a collection of solutions. Instances and solutions should
both be encoded in some canonical way. Consider, for example, a problem concerning a graph G,
with vertices V and edges E (Figure 2). A graph can be specified by two integers (for |V | and
|E|), followed by a list of |E| pairs of distinct integers in {1, 2, . . . , |V |}, which are interpreted as
unordered pairs denoting the endpoints of the edges. Representing each of these numbers in binary
(say), we can canonically encode every graph as a sequence of zeroes and ones. An algorithm then
solves a problem if, for every instance, it either terminates with a correct solution or correctly
determines that no solution exists. A concrete example is to compute a large clique of a graph —
a subset of mutually connected vertices — if one exists.5 This is, of course, the same as the second
problem in Section 1.1, with vertices corresponding to employees and edges to pairs of compatible
employees.

4For simplicity, we disallow “randomized algorithms” — algorithms that can have different executions on the
same input (depending, for example, on the value of a “random seed” derived from a computer’s internal clock).
Complexity theory has studied such algorithms deeply, however, and all evidence suggests that they cannot overcome
the negative results we discuss.

5Complexity theory often focuses on decision problems, such as “correctly determine whether or not a given graph
has a large clique”, where only a “yes/no” answer is required. Equilibrium computation problems are more naturally
phrased as search problems, in which a bona fide solution should be computed, if possible. We focus on search
problems in this survey.
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Figure 2: A graph with vertices V = {1, 2, 3, 4} and edges E = {(1, 2), (1, 3), (2, 3), (3, 4)}. The
graph contains a 3-clique but no 4-clique.

Problem 2.1 (Maximum Clique Problem) Given (canonical encodings of) a graph G = (V,E)
and an integer target k:

(a) if there is a set K ⊆ V with |K| = k and with (i, j) ∈ E for every distinct i, j ∈ K, then
output such a set;

(b) otherwise, indicate that G has no such “k-clique”.

Formally, an algorithm that solves Problem 2.1 should encode its output in a canonical way (e.g.,
by responding “0” in case (b)). If the algorithm is given an input that is not a valid encoding of a
Maximum Clique instance, then the algorithm should recognize this and proceed as in case (b).

There is certainly an algorithm that solves the Maximum Clique problem, namely brute-force
search. The brute-force search algorithm systematically enumerates each subset of k vertices, and
checks whether or not the subset forms a k-clique. Should this algorithm be deemed “good”?

Intuitively, no. The primary reason is it scales poorly with the problem size. To see this,
consider a sequence of graphs in which the nth graph has n vertices and the target k is set to n/2.
The lengths of the natural encodings of these Maximum Clique instances grow polynomially in n,
since there are at most

(

n
2

)

≈ n2/2 edges in a graph with n vertices, and a number between 1
and n can be encoded using ≈ log2 n zeroes and ones. The running time of brute-force search
grows exponentially faster, almost as fast as the function 2n; qualitatively, the contrast shown in
Figure 1(a) also applies to these two different functions. This brute-force search algorithm would
be computationally feasible (would halt within a week, say) using today’s technology for values
of n up to around 30, when 2n is roughly a billion.

Some interesting problems are small enough to be solvable via exponential-time brute-force
search. But many are not, and as the last 50 years of computational work across science and
engineering has shown, our appetite for solving larger and larger problems is insatiable — as
computers become more powerful, our ambitions grow. We should therefore judge a general-purpose
algorithm not only by its performance on today’s problems, but also by how well it scales to
problems of moderate and large sizes — to tomorrow’s problems. Thinking ahead to equilibrium
computation problems, who wouldn’t be interested in an exact equilibrium analysis of chess, or
the poker game Texas Hold ’Em, or numerous less recreational large-scale applications, within our
lifetimes?
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Perhaps the paucity of insight in brute-force search can be overcome by tomorrow’s lightning-
fast processors? Moore’s law, asserting that computing speeds double every 1-2 years [92], actually
argues the opposite point: brute-force search will never be useful for large problems. Every time
computing speeds double, an exponential-time algorithm will be able to handle problem sizes that
are only one more than before, and thus will never be able to solve problems of even moderate size.
This motivates an informal definition of a “good algorithm”:

an algorithm is “good” if the input sizes that it can solve in a fixed amount of time scales
multiplicatively with increasing computational power.

This is equivalent to insisting that the running time of the algorithm scales polynomially with the
problem size; for example, with a quadratic-time algorithm, a doubling in computing power yields
a
√

2 factor growth in the solvable problem size. Here “running time” counts the number of “basic
operations” — conceptually, one line of a program in some fixed programming language — that
the algorithm executes before halting. This is the usual formal definition of a “good algorithm” in
complexity theory.

Definition 2.2 (Polynomial-Time Algorithm) An algorithm is polynomial time if there are
constants c, k > 0 such that, for every n ≥ 1 and every input of length n, the algorithm halts after
executing at most cnk basic operations.

For example, the Gale-Shapley deferred acceptance algorithm is polynomial time; the brute-force
search algorithm for the Maximum Clique problem is not.

Definition 2.2 requires several comments. First, the definition is robust in the sense that, for any
two reasonable formal models of algorithms (e.g., different choices of “basic operations”), a problem
is solvable by a polynomial-time algorithm in one model if and only if it is similarly solvable in the
other, possibly with a different choice of the constants c and k [131].6 Second, when designing an
algorithm to solve a problem, minimizing the constants c and k in Definition 2.2 is important. For
example, a linear-time algorithm (k = 1) is typically far preferable to a quadratic-time one (k = 2).
Since this survey emphasizes negative results — evidence that for some equilibrium computation
problems, there is no algorithm that solves it polynomial time, for any choice of c and k — we will
not worry unduly about precise values of c and k. Finally, Definition 2.2 concerns “worst-case”
performance, in that a polynomial-time algorithm is guaranteed to solve every instance quickly.
Section 2.6 discusses the reasons for this assumption as well as potential alternatives.

There is also an intellectual reason why we should classify brute-force search as a “bad algo-
rithm” and a polynomial-time algorithm as a “good algorithm”: for a problem like stable marriage
and a polynomial-time solution like the Gale-Shapley algorithm, the algorithm necessarily solves
the problem while examining a vanishingly small fraction of the exponentially large solution space.
In contrast to brute-force search, a polynomial-time algorithm necessarily exploits the structure of
the problem — and implicitly provides a “proof” that such structure exists.

2.2 Verifiable Solutions and NP

We have already identified a candidate definition of a “hard problem”:

6An exception is the Blum-Shub-Smale model of computation over the real numbers [10]. This model appears to
be more powerful than the classical ones (see [4, 140]) but its connection to practical computation remains under
debate (e.g. [16]).
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a problem is “hard” if there is no “good” (i.e., polynomial-time) algorithm that solves it.

In other words, no significant improvement over brute-force search is possible. Determining whether
or not the problems studied in this survey are hard in this sense is a deep, open question; see
Section 2.6.

In lieu of establishing problem hardness in the above strong sense, we settle for the following:

(*) a problem is “hard” if it is as difficult as every problem in a broad class.

Put differently, if any problem in the class cannot be solved by a polynomial-time algorithm, then
the “hard” problems cannot either. This and the next section provide the two definitions needed
to formalize condition (*) — one for the appropriate “broad problem class”, and one to anoint one
problem “at least as hard as” another.

Suppose we wanted to apply the paradigm (*) to a problem like Maximum Clique, and prove
that it is as hard as every problem in some class C. The strength of such a result depends on how
big the class C is. Why not choose C to be the class of all problems? This is too ambitious — a
simple counting argument shows that many computational problems cannot be solved correctly by
any algorithm, polynomial-time or otherwise.7 We know that the Maximum Clique problem can be
solved by an algorithm, namely brute-force search. We can therefore maximize our ambitions by,
intuitively, choosing C to be the set of all problems that are solvable by an analogous brute-force
search algorithm. This motivates the class NP , which we define next.8

Informally, a problem is in NP if a purported solution to an instance can be verified for cor-
rectness in polynomial time. For example, in an instance of the Maximum Clique problem with
graph G and target k, a purported solution is a subset K of k vertices, and it is easy to check
whether or not K is a k-clique of G in time polynomial in the input size. Formally, recall that a
problem Π consists of a collection of (canonically encoded) instances and, for each instance x ∈ Π,
a set S(x) of solutions.

Definition 2.3 (NP ) A problem Π is in NP if there is an algorithm V that, given an instance
x ∈ Π and a purported solution y as input, correctly determines whether or not y is in S(x) in time
polynomial in the size of x.

We often call the algorithm V the verifier. Since the verifier can only read one input bit per basic
operation, we can assume that the length of a purported solution y is at most the running time of
the verifier, and hence polynomial in the length of the instance x.

Every problem in NP can solved in exponential time by brute-force search. To see this, consider
an NP problem Π; by definition, it has a polynomial-time verifier V . Let the running time of V
be bounded by cnk whenever its first input x ∈ Π has length n. There are “only” 2cnk

possibilities
for a string y that could convince V to accept the input (x, y). Each of these possibilities can
be checked by V in time polynomial in the size of x. Checking all possibilities and outputting a

7An algorithm is specified by a finite list of instructions, so there are only countably many. A problem is a set

of finite sequences, so there are uncountably many. Remarkably, there are also concrete and important problems
unsolvable by any algorithm — undecidable is the technical term — such as the “Halting Problem”, which asks
whether or not a given program halts on a given input [130].

8The class NP is traditionally defined in terms of decision problems; we work with the search problem analog,
which is sometimes called FNP , or “functional NP”. The letters NP stand for “nondeterministic polynomial”,
reflecting the class’s origin story via nondeterministic Turing machines. See Knuth [76] for an amusing terminological
discussion.
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solution (if one exists) solves the problem Π in exponential time. A polynomial-time algorithm for
an NP problem represents an exponential improvement over this brute-force search algorithm.

2.3 Reductions and Hard Problems

Relative difficulty between two different problems is rigorously established via a reduction, possibly
the most fundamental notion in all of complexity theory. The definition is engineered so that if one
NP problem Π1 reduces to another Π2, then a polynomial-time algorithm solving Π2 immediately
yields one solving Π1.

Definition 2.4 (Reduction) A reduction from an NP problem Π1 to an NP problem Π2 is a
pair R1, R2 of polynomial-time algorithms such that:

(a) given an instance x ∈ Π1 as input, algorithm R1 produces an instance R1(x) ∈ Π2 such that
R1(x) has a solution if and only if x does;

(b) given an instance x ∈ Π1 and a solution y ∈ S(R1(x)) to the corresponding instance of Π2 as
input, algorithm R2 produces a solution R2(y) ∈ S(x) to the original problem.

In words, a reduction is one computationally efficient procedure that maps instances of problem Π1

to instances of problem Π2, and a complementary such procedure for translating solutions to the
latter instances to solutions to the former ones. Moreover, even though the first procedure is
unaware of whether or not the given instance has any solutions, precisely the instances of Π1 with
at least one solution are mapped to instances of Π2 with at least one solution.9 Reductions are a
natural mathematical concept and many “non-computational” proofs implicitly contain one. Early
game-theoretic examples include the reductions of Brown and von Neumann [17] and of Gale, Kuhn,
and Tucker [45], from computing a Nash equilibrium of a general bimatrix game to computing a
symmetric Nash equilibrium of a two-player symmetric game.

The definition of a reduction ensures that the next proposition holds.

Proposition 2.5 Suppose the problem Π1 reduces to the problem Π2. Then Π2 is solvable by a
polynomial-time algorithm only if Π1 is.

Proof: The proof is by composition and is illustrated in Figure 3. Let (R1, R2) denote a reduction
from Π1 to Π2 and A a polynomial-time algorithm solving Π2. Suppose the running times of R1,
R2, and A (as a function of the input size n) are bounded by c1n

k1, c2n
k2 , and c3n

k3, respectively.
Let B denote the algorithm that, given an instance x of Π1, invokes the reduction R1 to obtain
an instance R1(x) of Π2; uses the algorithm A to compute a solution y ∈ S(R1(x)), or correctly
determine that none exist; and uses the algorithm R2 to obtain from y a solution R2(y) ∈ S(x), or
reports “no solution”, if no such y exists. By Definition 2.4, the algorithm B solves the problem Π1.

We complete the proof by bounding the running time of algorithm B. If it begins with an
instance x of length n, it first spends at most c1n

k1 time producing R1(x); the length of R1(x)
is necessarily at most c1n

k1. Using algorithm A as a subroutine to produce y ∈ S(R1(x)), or
determine that no such y exists, requires at most c3c

k3

1 nk1+k3 time. This expression also bounds
the size of y. Invoking algorithm R2, if necessary, to recover a solution to x from y then requires

9What we are calling a reduction is often called a polynomial-time reduction or a Karp reduction (for search
problems), to distinguish it from other types of reductions in complexity theory.
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Figure 3: Proof of Proposition 2.5. If there is a reduction (R1, R2) from the problem Π1 to
the problem Π2, then a polynomial-time algorithm A that solves Π2 induces a polynomial-time
algorithm B that solves Π1.

at most c2c
k2

3 ck2+k3

1 nk1+k2+k3 time. The overall running time of algorithm B is thus polynomial in
the original input size n, as desired. �

Proposition 2.5 implies that if one problem reduces to another, then the latter is as hard as the
former with respect to polynomial-time solvability. The next definition broadens the scope of this
idea by considering classes of problems.

Definition 2.6 (C-Hard and C-Complete Problems) Let Π be an NP problem and C a set of
NP problems.

(a) The problem Π is C-hard if for every problem Π′ ∈ C, there is a reduction from Π′ to Π.

(b) The problem Π is C-complete if it is C-hard and is also a member of C.

Proposition 2.5 implies that a C-hard problem is solvable by a polynomial-time algorithm only if
the same is true for every problem in C.

2.4 Existence of NP -Complete Problems

Proving that a problem is NP -hard in the sense of Definitions 2.3 and 2.6 is intimidating evidence
of its intrinsic difficulty. The reason is that the class NP is big: it contains every problem for
which we can recognize, in a computationally efficient way, a correct solution. It comprises literally
tens of thousands of important problems spanning dozens of application areas, from mathematics
to biology, operations research to computer science, chemistry to economics. By Proposition 2.5,
NP -hard problems are solvable by a polynomial-time algorithm only if all problems in NP are.
Put differently, if P 6= NP — if there are any problems in NP not solvable in polynomial time —
then NP -hard problems admit no polynomial-time algorithm. We do not know that P 6= NP —
resolving this statement is one of the deepest open research problems in all of mathematics — but
it is a widely adopted working hypothesis; see also Section 2.6.

But do NP -hard problems even exist? The answer is yes, in abundance — the Maximum Clique
problem is one example, and the next section shows that computing high-payoff Nash equilibria in
bimatrix games is another.
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Complexity-theoretic hardness results for important problems typically require several steps.
The first step is to identify a hard, possibly “unnatural” problem. Reductions are then composed
to identify successively more natural hard problems, culminating with the target problem.

Toward this end, we begin with a “generic” problem Π0 that will be NP -complete — both NP -
hard and in NP — almost by definition. Instances x ∈ Π0 are described by four binary sequences:
an encoding of a polynomial-time verifier V ;10 two positive integers c and k; and a sequence z. By
definition, the solutions S(x) to such an instance x are the proofs y for which the verifier V accepts
the input (z, y) within cnk elementary operations, where n is the length of z. Thus, an instance
of Π0 poses the following task: find a solution to the instance z of the NP problem implicitly
defined by the verifier V .

The problem Π0 is in NP , as proved by the following polynomial-time verifier V0. Given an
instance of Π0 as above and a proposed solution y, the algorithm V0 simulates the verifier V on
the input (z, y); this is tedious but easy to do in polynomial time given an encoding of V . The
verifier V0 accepts the purported proof y (for the instance specified by V, z, c, k) if and only if V
accepts y (for the instance specified by z) within the allotted time bound of cnk operations, where n
is the length of z.

The problem Π0 is also NP -hard. Let Π be an NP problem with verifier V with running time
bounded by cnk on inputs of length n. The first algorithm R1 of the reduction from Π to Π0

is trivial: each instance z of Π is mapped to an instance x of Π0 by prepending to z encodings
of V , c, and k. The second algorithm R2 is simply the identity map. All of the requirements of
Definition 2.4 are easily checked.

The generic problem Π0 is remarkable as a proof of concept: there really is a “universal” problem
that simultaneously encodes countless important and seemingly disparate problems. The problem
is obviously artificial, but it serves as a launching pad for proving that thousands of more natural
problems are also NP -complete. Specifically, the composition of two reductions is again a reduction.
(The formal proof is similar to that of Proposition 2.5.) Thus, if an NP -hard problem reduces to
the problem Π, then Π is also NP -hard. We can therefore prove that a “natural” problem is NP -
hard by reducing a known NP -hard problem, such as the generic problem Π0, to it. Then, as the
arsenal of NP -hard problems to reduce from grows, it becomes ever-easier to prove that additional
problems are NP -hard. The earliest result of this type is the Cook-Levin Theorem [28, 81], which
shows that conceptually simple and practically relevant problems in Boolean logic — for example,
computing a truth assignment for the variables of a given Boolean formula so that it evaluates
to “true” — are NP -complete.11 Karp [71] quickly built on the Cook-Levin Theorem to show
that numerous fundamental combinatorial problems, including the Maximum Clique problem, are
NP -complete; and this in turn opened the floodgates for thousands of further reductions.12

10As with a graph, an algorithm — meaning its code in some programming language — can be canonically encoded
as a sequence of zeroes and ones.

11The proof is via reduction from the generic problem Π0. Given an instance of Π0 — an encoding of a verifier V ,
constants c and k, and an instance z of length n — the basic idea is to use cnk Boolean variables to represent the
bits of a potential solution y for z (as judged by V ) and roughly c2n2k auxiliary variables to represent the internal
state of V throughout its execution on the input (z, y). Logical constraints between different variables can be added
to enforce the accurate simulation of the evolution of V ’s internal state and that V accepts the purported proof y

within cnk elementary steps. Solutions y of S(z) are then in bijective correspondence with variable assignments that
meet all of these logical constraints. Details are in any of the complexity theory textbooks cited at the beginning of
this section.

12See Garey and Johnson [47] for an outdated but terrifically useful list.
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Theorem 2.7 ([71]) The Maximum Clique problem is NP -complete.

The proof of Theorem 2.7 is not overly long (see e.g. Dasgupta, Papadimitriou, and Vazirani [30,
pp. 249–250] or Kleinberg and Tardos [75, pp. 460–462]), but we skip it and instead leverage
Theorem 2.7 to prove that a natural equilibrium computation problem is NP -complete.

2.5 Application: Computing a High-Payoff Nash Equilibrium is NP -Complete

This section proves that a natural equilibrium computation problem is NP -hard, by reducing
the Maximum Clique problem to it. Recall that a bimatrix (i.e., two-player normal-form) game
is specified by two m × n payoff matrices, with the rows and columns indicating the players’
respective strategy sets. For bimatrix games with rational payoffs, a natural encoding specifies
m, n, and the 2mn payoffs, listed in a canonical order. (A rational number can be specified by
encoding its numerator, denominator, and sign separately.) Recall that a Nash equilibrium is a
probability distribution for each player — mixed strategies — so that each player is maximizing its
expected payoff, given the mixed strategy employed by the other player.

Problem 2.8 (Computing High-Payoff Nash Equilibria of Bimatrix Games)
Given (canonical encodings of) a bimatrix game G with rational payoffs and a rational number r:

(a) if G has a Nash equilibrium in which both players have expected payoff at least r, compute
one;

(b) otherwise, indicate that G has no such Nash equilibrium.

As a technical aside, we note that Problem 2.8 is an NP problem. This is not immediately
obvious, since there appear to be an infinite number of candidate solutions (all mixed strategy
profiles). In Section 4 we outline an argument implying that, if an instance of Problem 2.8 has a
solution, then it has a solution consisting of mixed-strategy profiles x and y for the two players made
up of rational numbers whose binary encodings have length polynomial in the input size. Given
such an x and y, the Nash equilibrium and payoff requirements can be verified in time polynomial in
the input size, by explicitly computing expected payoffs and checking each pure-strategy deviation
by each player. This proves membership of Problem 2.8 in NP , and implies that it can be solved in
exponential time via brute-force search. The next result gives evidence that no substantially faster
algorithm exists.

Theorem 2.9 ([51]) Problem 2.8 is NP -complete.

Proof: We give a reduction from the Maximum Clique problem to Problem 2.8. The first algo-
rithm R1 takes as input an encoding of a graph H = (V,E) and a target k, and constructs an
instance of Problem 2.8 as follows (see also Table 1). Each player has the same set of 2n strategies,
where n = |V |. Each strategy consists of picking a vertex, and of choosing whether to be “nice” or
“mean”. We emphasize that the game has only one stage, and players make both of these decisions
simultaneously. For strategy profiles in which both players play nice, the payoffs to both players
are:

• 1 + ǫ if the players choose the same vertex, where ǫ = 1/2k;

• 1 if the players choose distinct vertices that are adjacent in H (i.e., connected by an edge);
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1N 2N 3N 4N 1M 2M 3M 4M
1N 1 + ǫ, 1 + ǫ 1, 1 1, 1 0, 0 −k, k 0, 0 0, 0 0, 0
2N 1, 1 1 + ǫ, 1 + ǫ 1, 1 0, 0 0, 0 −k, k 0, 0 0, 0
3N 1, 1 1, 1 1 + ǫ, 1 + ǫ 1, 1 0, 0 0, 0 −k, k 0, 0
4N 0, 0 0, 0 1, 1 1 + ǫ, 1 + ǫ 0, 0 0, 0 0, 0 −k, k
1M k,−k 0, 0 0, 0 0, 0 0, 0 0, 0 0, 0 0, 0
2M 0, 0 k,−k 0, 0 0, 0 0, 0 0, 0 0, 0 0, 0
3M 0, 0 0, 0 k,−k 0, 0 0, 0 0, 0 0, 0 0, 0
4M 0, 0 0, 0 0, 0 k,−k 0, 0 0, 0 0, 0 0, 0

Table 1: Proof of Theorem 2.9: the bimatrix game produced by the algorithm R1 given the graph
in Figure 2 as input. Each strategy is annotated with the vertex it corresponds to (1, 2, 3, or 4)
and whether the player plays “nice” (N) or “mean” (M).

• 0 if the players choose distinct vertices that are not adjacent in H.

If both players choose the same vertex and exactly one of them plays nice, then the mean player
obtains payoff k and the nice player obtains payoff −k. In all other cases, both players receive zero
payoff. This defines the game G; the target payoff r is set to 1+ ǫ

k
. This algorithm R1 runs in time

polynomial in the size of the given Maximum Clique instance.
Call a (symmetric) mixed strategy profile of G good if both players always play nice and ran-

domize uniformly over the vertices of the same k-clique of H. Our key claim is that the Nash
equilibria of G in which both players obtain expected payoff at least r = 1 + ǫ

k
are precisely the

good strategy profiles (if any). Given this claim, we can easily complete the reduction: the second
algorithm R2 takes a solution to the constructed instance of Problem 2.8, which we now know is
a good strategy profile, and returns the corresponding k-clique of H. Assuming the claim is true,
the algorithms R1 and R2 constitute a reduction in the sense of Definition 2.4.

One direction of the claim is easy. Consider a good strategy profile, with both players playing
nice and randomizing uniformly over the vertices of a k-clique K. The expected payoff of each
player is 1

k
· (1 + ǫ) + k−1

k
· 1 = r. To check that this is a Nash equilibrium, we only need to check

the 2n pure-strategy deviations of one of the players. Unilaterally deviating and playing nice yields
expected payoff at most r. Deviating and playing mean yields expected payoff either 1

k
· k = 1 < r

(if a vertex of K is played) or 0 (otherwise). Thus every good strategy profile is a Nash equilibrium
with the desired payoffs.

To prove the converse, we establish four facts about the game G.

(1) For every Nash equilibrium, for each player p and vertex i ∈ V , the probability that player p
plays nice and chooses strategy i is at most (1 + ǫ)/k.

(2) For every mixed-strategy profile in which both players obtain expected payoff at least r, each
player plays nice with probability at least 1 − ǫ.

(3) For every Nash equilibrium in which both players obtain expected payoff at least r, each
player randomizes over at least k different vertices when playing nice.

(4) For every Nash equilibrium in which both players obtain expected payoff at least r, for every
vertex i that is played with positive probability by a player p when playing nice, the other
player q plays nice and chooses vertex i with probability at least 1/k.
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The non-trivial direction of the key claim follows easily from facts (3) and (4). By (3), in a Nash
equilibrium with the desired payoffs, there are k distinct vertices K that the row player sometimes
selects when playing nice; fact (4) then implies that the column player must always play nice and
randomize uniformly over the vertices of K; invoking (4) again, the row player plays exactly the
same way, yielding a good mixed-strategy profile.

To show the contrapositive of (1), assume that p plays nice and selects strategy i with probability
more than (1 + ǫ)/k. If the other player q deterministically plays mean and chooses strategy i,
its expected payoff is more than 1 + ǫ. Every best response by q thus randomizes only over mean
strategies. But then every best response by p would also randomize only over mean strategies, so we
did not start with a Nash equilibrium. For (2), note that whenever at least one player is mean, the
sum of the payoffs to the players is 0; when both are nice, the sum of the payoffs is at most 2(1+ ǫ).
Thus, in a mixed-strategy profile in which both players obtain expected payoff at least r, both
players are (and hence each player is) nice with probability at least 2r/2(1+ ǫ) > 1/(1+ ǫ) > 1− ǫ.
Assertion (3) follows immediately from (1) and (2) and our choice of k: under the stated hypothesis,
each player must be nice with probability at least 1−ǫ but can allocate at most (1+ǫ)/k probability
to each of the ℓ nice strategies that it employs; since ǫ = 1/2k, rearranging terms yields ℓ > k − 1.
To establish (4) and complete the proof of the theorem, the hypothesis implies that the expected
payoff of p when deterministically playing nice and selecting vertex i is at least r = 1 + ǫ

k
, and this

is true only when the other player q plays nice and selects vertex i with probability at least 1/k. �

Theorem 2.9 is due to Gilboa and Zemel [51]. See McLennan and Tourky [85] and Hazan
and Krauthgamer [60] for variants of the above reduction, and Conitzer and Sandholm [27] for an
alternative proof of Theorem 2.9.

2.6 Discussion

Theorem 2.9 implies that, unless P = NP , there is no polynomial-time algorithm for deciding
whether or not a bimatrix game has a high-payoff Nash equilibrium. We next discuss the most
common questions about and objections to negative complexity results such as this. This section
focuses on general issues common to all NP -hardness results. Sections 3.5 and 4.5 address points
particular to equilibrium computation applications, including the economic and behavioral signifi-
cance of computational hardness results such as Theorem 2.9. We also touch on some alternatives
to time complexity analysis, such as space complexity.

Who Cares About Worst-Case Analysis? Perhaps the most common objection to the theory
of NP -completeness is that the definition of a “good algorithm”, as an algorithm that runs in
polynomial time for every possible input, is too strong. If a problem is NP -complete and P 6= NP ,
then it has no computationally efficient general purpose solution (unlike, say, linear programming)
— but surely the running time of an algorithm only matters on inputs that we actually care about?
This objection is legitimate; how can we formalize it?

One option is to consider random inputs under some probability distribution; see Bárány, Vem-
pala, and Vetta [7] and Porter, Nudelman, and Shoham [104] for results along these lines in equilib-
rium computation problems.13 Modeling random inputs in a meaningful yet analytically tractable

13There is also a complexity theory of “hard-on-average problems”, although it is less mature than that of worst-case
hardness. See Bogdanov and Trevisan [12] for a recent survey.
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way is difficult, however. For example, for the most popular definitions of random games and nu-
merous well-studied classes of “structured” (and presumably “interesting”) games, a random game
is structured with probability zero [97]. Thus positive results for random games are not always
meaningful for the types of games that we typically want to study.

A second approach — and usually a better one, in our opinion — is to formalize the structural
constraints inherent in a class of applications. The “congestion games” of the next section are one
case study of this idea. Hard problems can become easy when additional structure is imposed. For
example, Problem 2.8 is polynomial-time solvable using linear programming if the bimatrix game
is zero-sum. We believe that this approach should be pursued rigorously and systematically, using
complexity-theoretic tools to map the tractability frontier between solvable and unsolvable special
cases of a problem. We should strive for polynomial-time algorithms for “relevant” special cases,
and for reductions that reach beyond contrived examples and apply to such special cases.

Who Cares About Polynomial Time? Even after accepting worst-case running time as a
useful performance statistic, identifying “computationally efficient” with “polynomial running time”
can initially seem rather arbitrary. Surely we should differentiate between higher- and lower-order
polynomials? And why is an algorithm with running time n100 “fast” and an algorithm with
running time nlog2 n “slow”?

Initially, the definition of polynomial time was motivated primarily by its mathematical elegance
and robustness (e.g. in Edmonds [39]): it ensures that the class P of computationally tractable
problems is independent of the details of the computational model, that polynomial-time reductions
are closed under composition (cf., the proof of Proposition 2.5), and so on. With decades of
hindsight, we can now say that polynomial time has served as a remarkably effective and accurate
classification tool. Problems in P almost always admit general-purpose algorithmic solutions that
are fast in practice. Often a slow, polynomial-time algorithm comes first, and further work produces
practical algorithms with very good worst-case running times. Problems that seem to lie outside
P , such an NP -hard problems, are not necessarily “unsolvable” in practice, but in almost all cases
solving even moderate problem sizes requires significant human and computational effort. A case
in point is the NP -hard Traveling Salesman Problem [5].

There is also remarkable correlation between the class P and problems that have “nice math-
ematical structure”, such as a succinct characterization of feasibility or optimality. For example,
classes of mathematical programs that have a strong duality theory (such as linear and convex pro-
gramming) are almost always polynomial-time solvable, while those that do not (such as general
integer or nonlinear programming) are typically NP -hard. There are also examples in game theory,
such as the close correspondence between uniqueness and tractable computational complexity for
the sequential elimination of strategies under different dominance relations [50]. We revisit this
point when comparing Nash and correlated equilibria of bimatrix games in Section 4.5.

What if P = NP? Most computer scientists believe that P 6= NP , but that the P vs. NP
question will not be resolved soon; see Gasarch [48] for a straw poll and Aaronson [1] and Sipser [122]
for much more on the issue. This is, however, only a conjecture. Indeed, the evidence for believing
that P 6= NP is largely psychological rather than mathematical: tens of thousands of important
problems, across numerous scientific fields, are now known to be NP -complete. For decades, many
have searched far and wide for a computationally efficient solution to at least one of these. And
crucially, if even one of these problems admits a polynomial-time algorithm, then all of them do.
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Most computer scientists do not believe that P = NP because, frankly, it seems too remarkable
to be true. And if one day P = NP is proved, equilibrium computation will not be the problem
to dominate the mainstream news headlines — that would be the NP problem of factoring large
integers, the presumed difficulty of which underlies the RSA cryptosystem [108] and most of modern
electronic commerce.

Philosophically, P = NP would suggest that all creativity can be automated [138]. For example,
for every true proposition with an efficiently verifiable proof, such as Fermat’s Last Theorem,
there would be an automated way of quickly generating such a proof. As Wigderson [138] writes,
“we would similarly revolt against the possibility of a monkey spewing out a perfect Shakespeare
tragedy.” At the very least, P 6= NP seems to be a safe working hypothesis for the foreseeable
future.

Bounded Rationality and Other Complexity Notions. We often adopt polynomial-time al-
gorithms as surrogates for boundedly rational participants and designers (Sections 1.2, 3.5, and 4.5).
Space complexity, which counts the maximum amount of memory required by an algorithm, is an
alternative complexity measure that has informed much economic research on the bounded ratio-
nality program of Simon [121] in repeated games. The idea is to limit the strategies in a repeated
game — each a function from a history-so-far to an action — to those implementable by a space-
bounded algorithm. Restricting the complexity of strategies yields a modified game, which gen-
erally has a different set of equilibria than the original repeated game. For example, cooperative
equilibria emerge in the repeated Prisoner’s Dilemma; see Neyman [96] and Papadimitriou and
Yannakakis [103] for details.

Space complexity was developed for automata [92, 107] — a highly restrictive type of algorithm
— prior to the study of general time and space complexity [58, 59].14 Automata are far easier to
work with than general algorithms, as exemplified by the Myhill-Nerode Theorem [95] that charac-
terizes the minimum space required to implement a particular strategy, and they form the basis of
most works on this topic.15 See Kalai [66] for a survey of this line of research and Rubinstein [112]
for a broader discussion of bounded rationality.

These two notions of bounded rationality — polynomial-time algorithms and automata with
polynomially many states — are not directly comparable. Automata appear relevant only in re-
peated games, while time complexity analysis is useful whenever the game can be described in a
succinct way (as in both single-shot games, as studied here, and repeated games [14, 83]). Also,
participants in a repeated game face two types of complexity: that of formulating a strategy, and
that of executing a strategy. Permitting only strategies representable as polynomial-size automata
limits the latter type of complexity without addressing the former problem, which can be NP -hard
in some natural contexts [49, 98]. Modeling a participant as a polynomial-time algorithm, with
the game description provided as input, constrains simultaneously the effort it can invest in both
planning and playing the game.

There are additional useful complexity measures. To mention one more, communication com-
plexity counts only the amount of information exchanged between participants and a designer, and

14The relationship between the time and space complexity of many problems is not completely understood, but
there are some obvious connections: since an algorithm can only write one thing to memory each time step, the
space it requires is no more than its running time; and since an algorithm that does not go into an infinite loop
cannot return to a previously visited state (i.e., the same position in the program code with the same contents in its
memory), its running time is at most exponential in its space requirement.

15An exception is Megiddo and Wigderson [87].
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ignores computation completely. This relatively simple measure is useful for establishing negative
results, in the form of lower bounds on the number of bits of communication needed to solve a prob-
lem. Game-theoretic applications include equilibrium computation in games with a large number n
of players, where the worst-case amount of payoff information that must be exchanged between
players to reach a Nash equilibrium is exponential in n [56]; and combinatorial auctions, where a
mechanism for obtaining an approximately welfare-maximizing allocation must elicit an amount of
preference information that is exponential in the number of goods [119].

3 Pure Nash Equilibria in Congestion Games

This section studies the problem of computing pure-strategy Nash equilibria in congestion games,
where such equilibria are guaranteed to exist [109]. After reviewing the definition and properties of
congestion games (Section 3.1), Section 3.2 defines a notion of hardness, weaker than NP -hardness,
suitable for computational problems in which a solution is guaranteed to exist. Section 3.3 shows
that computing a pure Nash equilibrium of a congestion game is hard in this sense, and Section 3.4
derives negative consequences for the convergence time of best-response dynamics in such games.
Section 3.5 discusses economic and behavioral interpretations of these intractability results.

3.1 Congestion Games

A congestion game is an n-player finite game with a particularly nice payoff structure (Figure 4).
There is a ground set R of resources, and each resource r ∈ R has a cost function cr : {1, 2, . . . , n} →
R. To minimize technical details, we assume that all costs are integers. Each player i has a
strategy set Si, and each strategy Si ∈ Si is a non-empty subset of resources. In a strategy profile
(S1, . . . , Sn), the cost (negative payoff) to player i is defined by

Ci(S1, . . . , Sn) =
∑

r∈Si

cr(nr),

where nr = |{j : r ∈ Sj}| denotes the corresponding number of players that select a strategy
containing the resource r.

Congestion games are remarkable in that they model diverse applications — including traffic
routing (e.g. [111]), network formation (e.g. [127]), firms competing for production processes [109],
and the migration of animals between different habitats [88, 105] — yet always possess pure Nash
equilibria. We recall the proof.

Theorem 3.1 (Rosenthal’s Theorem [109]) Every congestion game has at least one pure Nash
equilibrium.

Proof: Given a congestion game, define a potential function Φ on its strategy profiles by

Φ(S1, . . . , Sn) =
∑

r∈R

nr
∑

i=1

cr(i). (1)

For every strategy profile (S1, . . . , Sn) and deviation S̃i by a player i, the definition of Φ ensures
that

Ci(S̃i, S−i) − Ci(Si, S−i) =
∑

r∈S̃i\Si

cr(nr + 1) −
∑

r∈Si\S̃i

cr(nr) = Φ(S̃i, S−i) − Φ(Si, S−i). (2)
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Figure 4: Example of a congestion game. Two players choose from three strategies, the directed
paths from s to t. Each edge is labeled with its cost function. In the unique pure Nash equilibrium,
both players select the path s → w → v → t and incur cost 10.

At a global minimum (S1, . . . , Sn) of Φ — which exists, since the game is finite — the right-hand
side of (2) is non-negative for every player i and deviation S̃i. This profile is therefore a pure Nash
equilibrium. �

Our goal is to understand the computational complexity of the following basic problem.

Problem 3.2 (Computing Pure Nash Equilibria of Congestion Games)
Given a congestion game with integer costs, compute a pure Nash equilibrium.16

In Problem 3.2, we assume that a congestion game is described as a list of strategies for each player
(and each strategy as a list of resources), followed by a binary encoding of the n|R| integers that
define the cost structure. The number of strategy profiles of a congestion game — and hence the size
of its normal-form representation — can be exponentially larger than the size of this description.17

Even congestion games with an extremely large number of players — the common case in network
applications — can be represented practically in this way.

Given a congestion game and a purported solution to Problem 3.2 — a strategy profile —
its correctness can be checked in time polynomial in the game’s (natural) description, simply by
examining each of the |Si| − 1 possible deviations of each player i in turn. Problem 3.2 is therefore
an NP problem. Unlike the search for high-payoff equilibria in bimatrix games (Problem 2.8),
where an algorithm was required to recognize instances without a solution, Rosenthal’s Theorem
guarantees that every instance of Problem 3.2 has at least one solution.18

16Finding all pure Nash equilibria of a congestion game is only harder than finding one. Negative results are more
compelling for the easier problem of computing a single equilibrium.

17Consider n players and n + 1 resources, where player i can use either resource 0 or resource i. Resource 0 always
has cost 0, while resource i has cost i if used. This game has 2n (non-isomorphic) strategy profiles yet its natural
description has size near-linear in n.

18The subclass of NP problems with this “guaranteed existence of solutions” property is called TFNP , for “total
functional NP” [86].
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3.2 Better-Response Dynamics and PLS

As an NP problem, Problem 3.2 can be solved via brute-force search: given a congestion game,
systematically enumerate its finitely many strategy profiles, and return the first one that is a
pure Nash equilibrium. There is another obvious algorithm for Problem 3.2, a form of guided
search: better-response dynamics. Recall that in better-response dynamics, as long as the current
strategy profile is not a pure Nash equilibrium, we allow an arbitrary player to deviate to an
arbitrary strategy that strictly decreases its cost. As emphasized by Monderer and Shapley [91],
equation (2) implies that every iteration of better-response dynamics in a congestion game strictly
decreases Rosenthal’s potential function. Better-response dynamics is thus guaranteed to terminate,
necessarily at a pure Nash equilibrium of the game. Does better-response dynamics provide a
polynomial-time algorithm for Problem 3.2? A byproduct of our complexity-theoretic study of this
problem is a negative answer to this question.19

Empirically, almost all NP problems are either polynomial-time solvable or NP -complete. So
which is Problem 3.2? Our next goal is to give evidence that the answer is neither: Problem 3.2
belongs to the rare species of problems that seem to possess “intermediate complexity”.20

There is a simple but subtle reason why complexity theorists do not expect problems like
computing a pure Nash equilibrium of a congestion game to be NP -hard. Recall the Maximum
Clique problem (Problem 2.1), and the reason for its membership in NP : a purported solution (a
potential k-clique) can be succinctly described and quickly checked for correctness. But what if
you wanted to convince someone that a graph did not have a k-clique? Could you write down a
polynomial-size proof of this fact that could be verified in polynomial time?21 Intuitively, it seems
impossible to be sure that a graph has no k-clique without checking all or at least most of the
exponentially many potential solutions. In complexity theory parlance, this is equivalent to the
“NP 6= coNP” conjecture; it is mathematically stronger than the P 6= NP conjecture, but it is
believed with equal fervor.

Consider an attempt to prove that Problem 3.2 is NP -hard in the following sense: if it admits
a polynomial-time algorithm, then all NP problems do. The obvious proof approach is illustrated
in Figure 5: use a reduction R1 to map instances of an NP -hard problem like Maximum Clique to
congestion games; employ a hypothetical polynomial-time algorithm A for Problem 3.2 to compute
a pure Nash equilibrium; and use a polynomial-time algorithm R2 to infer a solution (or the non-
existence thereof) to the original instance of Maximum Clique. If the reduction (R1, R2) exists,
then we obtain the desired conclusion: the polynomial-time algorithm A for computing pure Nash
equilibria in congestion games exists only if P = NP .

We claim that the existence of the reduction (R1, R2) would resolve, negatively, the “NP 6=
coNP” conjecture! To see this, assume that (R1, R2) exists and consider an encoding x of a graph
with no k-clique. A pure Nash equilibrium S of the congestion game R1(x) has size polynomial in x,
and we claim that it constitutes a polynomial-time verifiable proof that x has no solution; crucially,
such an equilibrium exists by Rosenthal’s theorem. Given S, we simply execute R1 on x to obtain
a congestion game R1(x) and confirm that S is a pure Nash equilibrium for it, and execute R2

19Better-response dynamics is a polynomial-time algorithm in the special case of congestion games in which the
potential function Φ takes on only polynomially many distinct values. This occurs when, for example, the cost of
every resource is always a nonnegative integer that is bounded above by a polynomial in the number of players.

20The two best-known such problems are factoring large integers and determining whether or not two unlabeled
graphs are isomorphic.

21For example, Farkas’s Lemma provides such certificates for infeasible systems of linear inequalities
(e.g. Vohra [134]).
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Figure 5: A reduction from the Maximum Clique problem to that of computing pure Nash equilibria
in congestion games would yield short and efficiently verifiable proofs that graphs contain no large
cliques, refuting the “NP 6= coNP” conjecture.

on R1(x) and S to confirm that R2’s output is “no solution”. All of this can be accomplished in
polynomial time, and the correctness of R1 and R2 imply irrefutably that the graph encoded by x
has no k-clique.

Theorem 3.3 ([64, 86]) Problem 3.2 is NP -hard only if the “NP 6= coNP” conjecture is false.

The moral of Theorem 3.3 is that, if we aim to show that computing pure Nash equilibria
of congestion games is C-hard for some class C, then C needs to be a subclass of NP . Recall
that the intent of the definition of NP was to capture all problems solvable by brute-force search.
Problem 3.2 is apparently not among the most difficult problems in NP because it also admits a
guided-search algorithm, namely better-response dynamics. Could it be as hard as any problem
solvable by an analogous guided search algorithm?

To answer this question formally, we define the problem class PLS, for “polynomial local
search”.22 Recall that the definition of an NP problem — a verifier for candidate solutions and
an explicit polynomial bound on its worst-case running time — was motivated by the minimal
information required to run brute-force search. What are the minimal ingredients for executing a
local search procedure analogous to better-response dynamics? We define a PLS problem in terms
of encodings of three algorithms A,B,C and explicit polynomial bounds on their running times.23

• Algorithm A accepts an instance (e.g., an encoding of a congestion game) and outputs an
initial candidate solution (e.g., the profile in which each player selects its first strategy).

• Algorithm B accepts an instance and a candidate solution for it and returns the objective
function value of the candidate solution according to some objective (e.g., the Rosenthal
potential value).

22This class was originally defined to study local search problems, not equilibrium computation problems [64].
The connection between local search algorithms and better-response dynamics was made explicit by Fabrikant,
Papadimitriou, and Talwar [42].

23We focus on minimization problems, though maximization problems can analogously be members of PLS (see
Yannakakis [139]).
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• Algorithm C accepts an instance and a candidate solution for it and either outputs a candidate
solution with strictly smaller objective function value or reports that the provided solution
is locally optimal (e.g., executes a better response for some player starting from the input
strategy profile, if possible).

As in Section 2, if one of the algorithms fails to halt within the specified time bound or otherwise
misbehaves, we interpret its output in some canonical way. For example, we can interpret the
output of B as +∞ in this case. Similarly, if algorithm C produces a solution no better than
the one it was provided (which can be checked using algorithm B), we can interpret its output
as a declaration of local optimality. We say that an algorithm solves a PLS problem if, for every
instance, it returns a locally optimal solution.

By the definitions and the proof of Rosenthal’s theorem, Problem 3.2 is a PLS problem. A
different PLS problem is linear programming with a given simplex pivot rule: an instance is a linear
program, candidate solutions are basic feasible solutions, and the algorithm C executes an improving
pivot step, if possible. Every problem in PLS admits a guided search algorithm for computing a
locally optimal solution: given an instance, use algorithm A to obtain a start state, and iteratively
apply algorithm C until a locally optimal solution is reached. Since the objective function values
of the candidate solutions strictly decrease until a locally optimal solution is found, and since there
are only finitely many distinct candidate solutions, this procedure eventually terminates. As the
number of candidate solutions can be exponential in their encoding length — just as the number of
strategy profiles can be exponential in the description length of a congestion game — this guided
search procedure need not run in polynomial time.

We emphasize that solving a PLS problem simply means computing, by whatever means, some
locally optimal solution. An algorithm is not constrained to follow the guided search paradigm.
For example, one can optimally solve a linear programming problem — yielding a global optimum,
which is locally optimal with respect to every pivot rule — in polynomial time using the ellipsoid
method [73] or interior-point methods [70]. An algorithm is not even required to return the same
locally optimal solution that would be computed by guided search. In Problem 3.2, every pure
Nash equilibrium of the given congestion game, whether or not it is reached by better-response
dynamics from a canonical initial state, is a legitimate output.

3.3 Example: Computing a Pure Nash Equilibrium of a Congestion Game is

PLS-Complete

This section shows that computing a pure Nash equilibrium of a congestion game (Problem 3.2) is
PLS-hard (and hence PLS-complete).

Theorem 3.4 ([42]) Problem 3.2 is PLS-complete.

Thus, Problem 3.2 is solvable by a polynomial-time algorithm if and only if all problems in PLS
are.

Our proof that Problem 2.8 — computing high-payoff Nash equilibria in bimatrix games —
is NP -hard (Theorem 2.9) implicitly required several steps. We established a “generic” NP -hard
problem; used the Cook-Levin Theorem [28, 81] to reduce it to a problem in Boolean logic (proving
the latter NP -hard); relied on Karp’s reduction from the Cook-Levin problem to the Maximum
Clique problem [71]; and finally reduced the Maximum Clique problem to Problem 2.8. We outline
a similar approach to proving Theorem 3.4.
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PLS also has a “generic” complete problem; the argument is similar to but slightly more tech-
nical than that in Section 2.4, and is left to the reader. The analog of the Cook-Levin Theorem,
proved by Johnson, Papadimitriou, and Yannakakis [64], states that a particular local search prob-
lem for Boolean circuits called “Circuit Flip” is PLS-hard. Circuit Flip has been reduced to a
number of other local search problems, proving them PLS-hard as well.

We make use of the following Minimum Agreement problem. An instance of Minimum Agree-
ment consists of n variables x1, x2, . . . , xn and m unordered triples, each consisting of three distinct
variables. Each triple also has a positive integral cost. An assignment gives each variable the value 0
or 1. The cost of an assignment is the sum of the costs of the triples in which all three variables
are assigned the same value. For example, an assignment has cost 0 if and only if each triple has
at least one variable assigned to each of “0” and “1”. The local optima of a Minimum Agreement
instance are defined as the assignments whose cost cannot be decreased by changing the value of
a single variable. In PLS terms, the first algorithm A outputs the all-zero assignment (say) of a
given Minimum Agreement instance; the second B returns the cost of the proposed assignment;
and the third C flips the value of exactly one variable to obtain a new assignment with smaller
cost. If the third algorithm finds no such improved assignment, it declares local optimality; if there
are several, it chooses one arbitrarily. Schäffer and Yannakakis [117] proved, by a sophisticated
sequence of reductions, that the Minimum Agreement problem is PLS-hard.24

Proof of Theorem 3.4: We reduce the Minimum Agreement problem to Problem 3.2. The first
algorithm R1 of the reduction accepts a Minimum Agreement instance, with variables x1, . . . , xn,
triples A1, . . . , Am, and costs a1, . . . , am, and constructs the following congestion game. There are
2m resources, with two resources sj, tj per triple Aj . There are n players, and each player i has
two strategies: Si = {sj |xi ∈ Aj} and Ti = {tj |xi ∈ Aj}. Finally, the cost functions cj of the
resources sj and tj are both defined as cj(1) = cj(2) = 0 and cj(3) = aj . (Each resource belongs to
the strategies of only three different players.) This construction can be implemented in polynomial
time.

The second algorithm R2 of the reduction should accept a pure Nash equilibrium of the con-
gestion game constructed by R1 and recover, in polynomial time, a locally optimal solution of the
original Minimum Agreement instance. There is a natural bijection between assignments for a Min-
imum Agreement instance and strategy profiles in the corresponding congestion game, where we
identify strategies Si and Ti with the assignments xi = 1 and xi = 0, respectively. The Rosenthal
potential function value of a strategy profile equals the cost of the assignment it corresponds to.
The mapping thus induces a bijection between improving unilateral deviations in the congestion
game and cost-decreasing variable flips in the Minimum Agreement instance. The algorithm R2

can easily recover a locally optimal assignment from a pure Nash equilibrium via this mapping. �

Section 2.6 discussed the value of extending the reach of a hardness result to important special
cases. In that spirit, we consider Problem 3.2 restricted to symmetric congestion games, in which
all players have the same strategy set.

Problem 3.5 (Computing Pure Nash Equilibria of Symmetric Congestion Games)
Given a symmetric congestion game with integer costs, compute a pure Nash equilibrium.

A second reduction shows that even this special case is a PLS-hard problem.

24The Minimum Agreement problem is an equivalent minimization version of the “POS NAE 3SAT” problem
studied in Schäffer and Yannakakis [117].
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Theorem 3.6 ([42]) Problem 3.5 is PLS-complete.

Proof Sketch: Via a reduction from the more general Problem 3.2. Given a congestion game with n
players and arbitrary strategy sets S1, . . . ,Sn, the reduction constructs the following “symmetrized
version”. The player set remains the same. The old resource set is augmented by n additional
resources r1, . . . , rn. The cost function of each of these is defined to be zero if used by only one
player, and extremely large if used by two or more. Each strategy of Si is supplemented by the
resource ri, and any player can adopt any one of these augmented strategies. The key insight is
that at a pure Nash equilibrium of the constructed symmetric game, each player will adopt the
identity of exactly one player from the original (asymmetric) game. This follows from the large
penalty incurred by two players that choose strategies that share one of the new resources. Such a
pure Nash equilibrium is then easily mapped to one of the original asymmetric game. �

3.4 Consequences for Better-Response Dynamics

If PLS 6⊆ P , then no polynomial-time algorithm is guaranteed to compute a pure Nash equilibrium
of a congestion game. In particular, this would imply that better-response dynamics cannot always
converge in polynomial time.

Something much stronger is true: hardness results for PLS problems imply strong lower
bounds on the worst-case running time of local search algorithms. For example, Schäffer and
Yannakakis [117] proved that the standard guided search algorithm can require exponential time
in a Minimum Agreement instance, visiting nearly all possible assignments. Precisely, they showed
that there is a constant c > 0 such that, for infinitely many n, there is an instance of Minimum
Agreement with n variables such that guided search requires at least 2cn iterations to reach a locally
optimal assignment. This lower bound applies to every method of breaking ties between competing
improving variable flips.

The proof of Theorem 3.4 constructs a bijection between the possible trajectories of better-
response dynamics in certain congestion games and guided search in instances of Minimum Agree-
ment. This yields an immediate lower bound on the convergence time of better-response dynamics
in congestion games.

Corollary 3.7 There is a constant c > 0 such that for arbitrarily large n, there is an n-player
congestion game with binary strategy sets and an initial strategy profile from which better-response
dynamics requires 2cn iterations to converge to a pure Nash equilibrium, no matter how players are
selected in each step.

We emphasize that Corollary 3.7 holds even in the (arguably unlikely) event that PLS ⊆ P . In
exploring the limits of arbitrary polynomial-time algorithms, complexity theory thus provided a
concrete answer to a natural game-theoretic question: whether or not better-response dynamics is
guaranteed to find a pure Nash equilibrium faster than unguided enumeration in congestion games.
For further results on computing pure Nash equilibria and the convergence of better-response
dynamics in congestion games, Vöcking [133] and Dunkel and Schulz [37].

3.5 Discussion

This section considers the implications of Theorems 3.4 and 3.6 and Corollary 3.7. Naturally,
the discussion in Section 2.6 about worst-case analysis and polynomial-time algorithms is equally
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relevant here. We next focus on possible behavioral interpretations of these results and the common
objections to such interpretations.

Behavioral Implications. Rosenthal’s Theorem — the rare existence proof that comes equipped
with a convergence result — suggests that pure Nash equilibria could form a credible prediction
of the outcome of rational behavior in congestion games. Theorem 3.4 and Corollary 3.7 cast
doubt on this interpretation. Certainly, under the strong assumption that players act according to
better-response dynamics, Corollary 3.7 implies that they need not reach an equilibrium in their
lifetimes, assuming at least a moderate number of players. More generally, no matter what kind of
dynamics are adopted, Theorem 3.4 implies that reaching a pure Nash equilibrium requires solving
a PLS-hard problem, and evidence suggests that this cannot always be done in polynomial time.

So is the pure Nash equilibrium a “bad” solution concept for congestion games? In the author’s
experience, economists can be reticent to accept complexity-theoretic critiques of equilibrium con-
cepts. Many (but not all) of the reasons for this skepticism are well founded. The first rebuttal of
such a critique is that “interesting” congestion games possess structure beyond those produced in
the proofs of Theorems 3.4 and 3.6. As we argued in Section 2.6, this is often a legitimate objection
and deserves to be made formal by defining interesting special cases and rigorously proving posi-
tive complexity results — polynomial-time convergence of better-response dynamics, or at least a
polynomial-time algorithm for computing pure Nash equilibria. For example, Ackermann, Röglin,
and Vöcking [3] show that better-response dynamics converges quickly provided players’ strategy
sets are “well-structured” in a precise sense. The second potential escape is to argue that players
can quickly reach outcomes that are “as good as an equilibrium”, and exponential convergence is
required only for reaching an exact pure Nash equilibrium. A third tack would be to question the
assumption that PLS 6⊆ P . These two reasonable objections are addressed below. We also discuss
another common complaint that elicits little sympathy from theoretical computer scientists: the
possibility that the collective behavior of players in a game cannot be efficiently simulated by a
computer.

Alternative Dynamics and Approximate Equilibria. Players in “real-life games” may play
only an approximation of an equilibrium. Could “approximate pure Nash equilibria” be easier to
compute than exact equilibria in congestion games? There has been a lively back and forth on this
question in the recent theoretical computer science literature, which we briefly survey next.

For concreteness, we restrict attention to congestion games with nonnegative, nondecreasing
cost functions. We define an ǫ-pure Nash equilibrium to be a strategy profile such that no player
can decrease its cost by more than a multiplicative factor of 1 + ǫ via a unilateral deviation. In
ǫ-better-response dynamics, as long as the current strategy profile is not an ǫ-pure Nash equilibrium,
an arbitrary player deviates to a strategy that reduces its cost by at least a factor of 1 + ǫ. On
the positive side, Chien and Sinclair [23] proved that in every symmetric congestion game (cf.,
Problem 3.5) with cost functions that satisfy a weak Lipschitz condition, ǫ-better-response dynamics
converges to an ǫ-pure Nash equilibrium in time polynomial in the size of the description of the game
and in 1/ǫ. This result makes a compelling argument for the approximate pure Nash equilibrium
as a credible solution concept in symmetric congestion games.25 On the negative side, Skopalik and
Vöcking [124] prove that computing even an ǫ-pure Nash equilibrium is PLS-hard in asymmetric

25Even stronger convergence results, which assume little about the precise form of the dynamics, are possible with
a continuum of players; see Sandholm [113] for details.
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congestion games, and that ǫ-better-response dynamics can require an exponential number of steps
to converge in such games. This PLS-hardness result implies that any dynamics for reaching an
approximate equilibrium that requires only polynomial-time computation per iteration does not
always converge in a polynomial number of iterations, unless PLS ⊆ P . All of these positive and
negative results are robust and hold for several notions of approximate pure Nash equilibria and
variations on ǫ-better-response dynamics.

What if PLS ⊆ P? The consequences of P = NP would be revolutionary; those of PLS ⊆ P
only unexpected and very surprising. In addition, since less effort has been expended on solving
PLS-hard problems than NP -hard ones, it is more conceivable that P ⊇ PLS than P = NP .
That said, a proof that PLS ⊆ P would be remarkable: it would essentially imply that, given
only an abstract description of a PLS problem in terms of three algorithms (recall Section 3.2),
there is a generic, problem-independent way of finding a “shortcut” to a locally optimal solution,
exponentially faster than rote traversal of the path suggested by the guided search algorithm.
In particular, it would give a fundamentally new polynomial-time algorithm for solving linear
programs. Even if PLS ⊆ P , the scientific community seems far from a proof of this; and such a
proof would have to be novel in a specific technical sense.26

Simulating “The Invisible Hand”. Perhaps humans are qualitatively better at computing
equilibria than polynomial-time algorithms? There is no empirical evidence of this, and a possible
explanation is provided by the following simulation argument. First consider a single individual and
their (computationally efficient) decision to adopt a certain strategy in a game. We may not under-
stand this process scientifically (yet), but there is no reason to suspect that it cannot in principle
be efficiently simulated, or at least approximated for the purposes of equilibrium computation, by a
computer program. Given this assumption, a much smaller leap of faith implies that the collective
decisions of a group of individuals can also be efficiently simulated. Group behavior amounts to
a sequence of interactions between and local decisions by the participants. If the decision-making
process of each individual can be simulated in polynomial time, then so can every group interac-
tion of polynomial length between a polynomial number of individuals (with a larger polynomial
bound).

4 Mixed Nash Equilibria in Bimatrix Games

Is there a computationally efficient version of Nash’s Theorem? This section surveys recent hardness
results that suggest a negative answer, even in the special case of two-player games. After casting
equilibrium computation in bimatrix games as a finite problem (Section 4.1), we briefly review the
structure of the Lemke-Howson algorithm in Section 4.2. This form of “guided search” motivates
the complexity class PPAD, which we define in Section 4.3. Section 4.4 touches on the recent proofs
that computing a Nash equilibrium of a bimatrix game is a PPAD-complete problem. Section 4.5
provides interpretations, discusses positive and negative results for special cases, and contrasts
the intractability of computing Nash equilibria with the tractability results known for computing
approximate Nash and correlated equilibria.

26The formal term is non-relativizing; see Beame et al. [8] and Fortnow [43] for details.
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4.1 Preliminaries

We consider bimatrix games described by two m × n matrices A,B with rational payoffs, as in
Section 2.5. Nash’s Theorem [93] guarantees that every such game admits a (mixed-strategy) Nash
equilibrium — a pair x ∈ R

m, y ∈ R
n of probability distributions that each maximize the expected

payoff of the respective player given the strategy adopted by the other player. Mathematically,
xT Ay ≥ x̂T Ay and xT By ≥ xT Bŷ for all alternative mixed strategies x̂ ∈ R

m, ŷ ∈ R
n.

We study the following fundamental problem.

Problem 4.1 (Computing Mixed Nash Equilibria of Bimatrix Games)
Given a bimatrix game with rational payoffs, compute a Nash equilibrium.

We obtain the most interesting and compelling results by asking for only one of the possibly many
Nash equilibria of a game; the general problem of finding all equilibria is only harder [27, 51]. The
problem also appears to be significantly harder in finite games with three or more players [41].

Despite its seemingly infinite solution space, Problem 4.1 admits a finite brute-force search algo-
rithm. This fact is a consequence of the following claim: given the supports of a Nash equilibrium
— the rows R and columns C that are played with non-zero probability — an equilibrium can be
recovered in polynomial time.

To prove this claim, consider the problem of computing a mixed strategy for the column player,
mixing only over the given set C of columns, so that all of the rows of R are best responses by
the row player. This amounts to finding non-negative real numbers {pj}j∈C , summing to 1, and
a real number λ such that the expected payoff (with respect to the pj’s) of playing each row of R
equals λ, and also the expected payoff of playing each row outside R is at most λ. This system
of equations and inequalities is linear in the pj’s and λ, and can be solved in polynomial time
— via linear programming or more direct methods [136] — and the computed solution (if any)
necessarily has size polynomial in that of the system. An analogous linear system can be used to
efficiently compute a mixed strategy for the row player, mixing only over the rows of R, such that
all of the columns of C are best responses of the column player. If R and C are the supports of a
Nash equilibrium, then the two corresponding mixed strategies provide feasible solutions to the two
linear systems (in a Nash equilibrium, players mix only over pure best responses). Conversely, if
both linear systems have feasible solutions, then the constraints ensure that the two solutions form
a Nash equilibrium of the game, as every mixture of pure best responses is also a best response.

This claim implies that Problem 4.1 is an NP problem and admits a brute-force search algo-
rithm: systematically enumerate all (exponentially many) pairs (R,C) of possible supports until
the two corresponding linear systems both have feasible solutions, and return this pair of solutions.
Nash’s Theorem [93] implies that at least one choice of supports is that of a Nash equilibrium, and
at this point the algorithm will recover a Nash equilibrium and terminate.27

4.2 Guided Search via the Lemke-Howson Algorithm

Since instances of Problem 4.1 are guaranteed to possess a solution that can be verified in polynomial
time, the proof of Theorem 3.3 shows that this problem is NP -hard only if the “NP 6= coNP”
conjecture is false. To show that computing a Nash equilibrium of a bimatrix game is a hard problem

27A similar argument, which supplements each of the two linear systems above with an extra constraint lower
bounding the expected payoff λ, fulfills the promise in Section 2.5 that computing high-payoff Nash equilibria in
bimatrix games (Problem 2.8) is an NP problem.
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in some sense, we need to identify a suitable problem class that is a subset of NP . We addressed
this same issue for computing pure Nash equilibria in congestion games by noting that Rosenthal’s
potential yields a guided search algorithm, and by adopting the class PLS of all problems solvable
by a similar algorithm. But the existence of solutions to instances of Problem 4.1 is guaranteed by
a fixed-point theorem, not a potential argument — where is the guided search algorithm?

An alternative proof of Nash’s Theorem in the special case of bimatrix games is evidently a form
of guided search: the Lemke-Howson algorithm [80].28 We next briefly recall the essential combi-
natorial structure of the Lemke-Howson algorithm; details are in, for example, von Stengel [135].
Consider a bimatrix game described by m×n payoff matrices A and B; we assume that all payoffs
are positive, shifting them if necessary. We use the names {1, 2, . . . ,m} and {m+1,m+2, . . . ,m+n}
for the strategies of the row and column player, respectively. The Lemke-Howson algorithm boils
down to traversing a path in a graph G. To define the graph we make use of two polytopes,
P = {x ∈ R

m : x ≥ 0, BT x ≤ 1} and Q = {y ∈ R
n : Ay ≤ 1, y ≥ 0}, where 0 and 1 denote the

all-zero and all-ones vectors (of the appropriate dimensions). These polytopes are non-empty and,
since all payoffs are positive, they are bounded. Vertices will always refer to “corners” of these
polytopes; the graph G will consist of nodes (and edges).

Each node of G corresponds to a certain type of pair of vertices of P and Q. Each of P and Q
is defined by m + n inequalities, which are naturally associated with the strategies of both players.
Associate each vertex of P and Q with the inequalities that are binding at that point (a subset of
{1, 2, . . . ,m + n}, called labels). For example, the vertex 0 of P receives the labels {1, 2, . . . ,m},
the vertex 0 of Q the labels {m + 1,m + 2, . . . ,m + n}. Now consider vertices x ∈ P and y ∈ Q
that are completely labeled in the sense that the union of their label sets is {1, 2, . . . ,m + n}. This
occurs if x = 0 and y = 0, but suppose that at least one (and hence both) are nonzero. We can
scale x and y by λ, µ > 0 such that λx, µy are mixed strategies for the row and column player,
respectively. Consider, for example, pure strategy i of player 1. If y received the label i, then
strategy i is a best response to µy with expected payoff µ. If x received the label i, then xi = 0
and strategy i is not employed by the mixed strategy λx. More generally, since x, y are completely
labeled, every strategy that is played with non-zero probability in (λx, µy) is a best response to the
other player’s strategy. The converse argument also holds, so a non-zero pair (x, y) of vertices is a
Nash equilibrium if and only if it is completely labeled.

The nodes of G are the pairs (x, y) of vertices of P × Q that are either completely labeled or
almost completely labeled in the sense that every label but the first is present at x or y. There is
an edge between two nodes (x1, y1) and (x2, y2) if and only if they are the same in one component
and differ by a “pivot step”, in the sense of the Simplex algorithm [29], in the other. Traversing
an edge in G can be thought of as traversing an edge (a one-dimensional face) in either P or Q,
or as exchanging one binding inequality (i.e., one label) for another. An almost completely labeled
pair of vertices must have a duplicate label (since x and y are vertices, they have at least m + n
labels between them), and a duplicate label suggests a corresponding pivot step to another almost
or completely labeled pair of vertices. If A and B are “nondegenerate” in a precise sense, then
completely labeled nodes of G have one incident edge (corresponding to the first label) while almost
completely labeled nodes have two incident edges (corresponding to a unique duplicate label).29

28For the problem of computing an approximate Nash equilibrium, as defined in Section 4.5, guided search algo-
rithms follow from the path-following proofs of Sperner’s Lemma (as by Cohen [26] or Scarf [115]) that can be used
to prove Brouwer’s fixed-point theorem. This approach also extends to the problem of computing an approximate
Nash equilibrium in a game with more than two players [32, 99].

29Precisely, each vertex of P and Q should have no more than m and n labels, respectively. This condition is
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standard source

solutions

Figure 6: The structure of the Lemke-Howson graph, and more generally of the guided search paths
and cycles in a PPAD problem.

The graph G is thus a collection of (finite) paths and cycles (Figure 6). The completely labeled
node (0,0) is at one end of such a path, and the Lemke-Howson algorithm simply traverses this
path to reach the Nash equilibrium given by the completely labeled node at the other end.

4.3 The Class PPAD

We are finally in a position to define the appropriate class of problems to characterize the compu-
tational complexity of computing a Nash equilibrium of a bimatrix game (Problem 4.1). To review,
the class NP of problems with polynomial-time verifiable solutions seems too big, because the
Lemke-Howson algorithm shows that every instance of Problem 4.1 has at least one solution (cf.,
Theorem 3.3). The class P of polynomial-time solvable problems seems too small, because all of
the known algorithms for Problem 4.1, including the Lemke-Howson algorithm, require exponential
time in the worst case [114]. The class PLS does not appear relevant for Problem 4.1 because
the form of guided search in the Lemke-Howson algorithm differs from better-response dynamics
in congestion games (Theorem 3.1) — it is not guided by an objective function akin to Rosenthal’s
potential, and might cycle if initialized at a non-standard starting point. We therefore need to in-
troduce a problem class called PPAD; the letters stand for “polynomial parity argument, directed
version” [99]. See Figure 7 for a review of the complexity classes discussed in this survey, of which
PPAD is the final one.

Analogous to our definition of PLS in Section 3.2, the point of the class PPAD is to formalize
the class of all problems solvable by a path-following algorithm like the Lemke-Howson algorithm.
The “directed” qualifier in PPAD is motivated by a non-obvious fact: the graph G searched by the
Lemke-Howson algorithm is naturally directed. This is intuitively clear for the path traversed by the
Lemke-Howson algorithm (which is directed away from (0,0)); using the signs of subdeterminants
of the payoff matrices as a guide, the other paths and cycles of the graph can also be oriented in a
consistent fashion (see Todd [128]). In other words, even an amnesiac variant of the Lemke-Howson
algorithm, which cannot recall the nodes already seen, always has a unique “next node” to visit.30

enforceable by suitable tie-breaking in determining the “leaving variable” in a pivot step.
30There are also problems — the possibly larger class called PPA [99] — that are solvable by path-following
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Class Informal Definition Complete Problem

P Polynomial-time solvable Not discussed in this survey
NP Solutions are polynomial-time verifiable High-Payoff NE in Bimatrix Games

TFNP Solutions are guaranteed to exist None known to exist
PLS Solvable by local search Pure NE in Congestion Games

PPAD Solvable by directed path-following Mixed NE in Bimatrix Games
(a) Recap of Complexity Classes

P

TFNP

PPADPLS

NP

(b) Suspected Relationships

Figure 7: Complexity classes studied in this survey. In (a), NE stands for “Nash equilibria”.
In (b), the inclusions PLS ∪ PPAD ⊆ TFNP ⊆ NP follow from the definitions. The inclusion
P ⊆ PLS ∩PPAD can be proved by representing a problem in P as a degenerate type of PLS or
PPAD problem, and by interpreting the claim “no solution” as an (efficiently verifiable!) solution
to the problem. No other relationships between the five classes are known.

What are the minimal ingredients to execute a Lemke-Howson-like path-following procedure?
We define a PPAD problem via encodings of three algorithms A,B,C and explicit polynomial
bounds on their running times.

• Algorithm A accepts an instance (e.g., an encoding of a bimatrix game) and outputs an initial
candidate solution, called the standard source (e.g., the (0,0) node of the Lemke-Howson
graph).

• Algorithms B and C each accept a candidate solution and return another, the predecessor
and successor solutions, respectively (e.g., the nodes of the Lemke-Howson graph obtainable
from the given one via a pivot step, oriented appropriately).

Such a trio of algorithms defines a directed graph for every possible instance. The nodes are all
candidate solutions, and the directed edge (u, v) is present if and only if u claims v as its successor

algorithms but do not seem to possess this additional orientation property. In general, our current understanding
of the computational complexity of problems with guaranteed solutions, including several equilibrium computation
problems, lacks the clarity of the “P vs. NP -hard” dichotomy that classifies almost all natural problems in many
application domains. See Johnson [63] and Papadimitriou [99] for further discussion.
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(C(u) = v) and v claims u as its predecessor (B(v) = u). We ignore the output of B on the
standard source s to ensure that it has no incoming arc, and insist that B(C(s)) = s, so that s
has an outgoing arc. This graph is then a collection of paths and cycles, with at least one path
(with the standard source at one end); see Figure 6. In the spirit of the Lemke-Howson graph,
the solutions of an instance of a PPAD problem are all of the sinks of this graph (nodes without
outgoing arcs), as well as all of the sources (nodes without incoming arcs) other than the standard
one. We say that an algorithm solves a PPAD problem if, for every instance of the problem, it
computes a solution. Every PPAD problem can be solved, in particular, by the corresponding
guided search procedure: given an instance, use the algorithm A to obtain the standard source;
traverse the path it initiates using algorithms B and C, halting when a sink vertex is reached.
By definition, computing Nash equilibria in bimatrix games (Problem 4.1) is a PPAD problem —
the three algorithms A,B,C are instantiated as outlined above. The corresponding guided search
algorithm in this case is precisely the Lemke-Howson algorithm. The length of the path traversed
by guided search can be exponential in the size of the instance, even in the specific case of the
Lemke-Howson algorithm [114], so the guided search procedure that solves a PPAD problem is
not generally a polynomial-time algorithm.

4.4 Example: Computing a Nash Equilibrium of a Bimatrix Game is PPAD-

Complete

Since a Nash equilibrium of a bimatrix game can be computed by a directed path-following algo-
rithm (the Lemke-Howson algorithm), it is a PPAD problem. A sequence of recent papers proved
that Problem 4.1 is in fact a universal such problem, in that every PPAD problem reduces to it.

Theorem 4.2 ([22, 33]) Problem 4.1 is PPAD-complete.

Thus, Problem 4.1 is solvable by a polynomial-time algorithm only if all problems in PPAD
are. But is PPAD an interesting problem class? After all, its definition might appear so stylized
as to contain Problem 4.1 and nothing else. Papadimitriou [99] showed that it also contains several
problems related to combinatorial topology, including the problem of computing approximate fixed
points of Brouwer functions, where membership in PPAD follows from path-following arguments as
in Cohen [26] and Scarf [115]. Computing approximate fixed points is a hard problem in a particular
precise sense (Section 4.5), and a PPAD-hard problem inherits this evidence of intractability.

The overall proof approach to Theorem 4.2, outlined below, was developed by Daskalakis,
Goldberg, and Papadimitriou [32, 52] and used to prove that the problem of computing approximate
Nash equilibria in games with four or more players is PPAD-hard. This approach was quickly
refined [18, 34], culminating in the proof of Chen and Deng [19] that Problem 4.1 is PPAD-hard
(and hence, PPAD-complete). See Johnson [63] and Papadimitriou [101] for more detailed accounts
of this development.

Theorem 4.2 effectively encodes a completely abstract path-following problem, where the (pos-
sibly exponential-length) path is only implicitly described via three supplied algorithms, as Nash
equilibrium computation in bimatrix games. Any such encoding argument is necessarily techni-
cal. By contrast, our proof of Theorem 2.9 stood on the shoulders of the Cook-Levin Theorem
and a reduction of Karp, which replaced the generic NP -complete problem with the conceptually
much simpler Maximum Clique problem. Similarly, Theorem 3.4 did not need to work directly
with a generic PLS-complete problem, because the heavy lifting was done by Schäffer and Yan-
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nakakis [117], who proved that the far more concrete Minimum Agreement problem is also PLS-
complete. Problem 4.1 is the first known PPAD-complete problem that does not explicitly supply
a description of an arbitrary polynomial-time algorithm as part of the input; thus Theorem 4.2 is
also remarkable from a purely complexity-theoretic perspective.

It is not clear how to encode directly a generic path-following problem as Nash equilibrium
computation in bimatrix games, so the proof of Theorem 4.2 relies on a long sequence of reductions.
The proof begins with a “generic PPAD-complete problem” (cf., Section 2.4): given a description
of an abstract PPAD problem, in terms of encodings of the three defining algorithms and bounds
on their running times, and an instance of this problem, compute a solution — a sink or non-
standard source in the directed graph implicitly defined by the three algorithms for the supplied
instance.

We now outline, at a very high level, the sequence of reductions; details are in Daskalakis,
Goldberg, and Papadimitriou [33] and Chen, Deng, and Teng [22]. The first step is a standard
(e.g. [100, Theorem 8.1]), if tedious, transformation of the polynomial-time algorithms described
in an instance of the generic problem into polynomial-size Boolean circuits.31 This transformation
reduces the generic PPAD-complete problem to a more convenient version called the “End-of-the-
Line” problem [33]: given encodings of three circuits X,Y,Z, which play exactly the same roles
as the three algorithms A,B,C of a PPAD problem, and a problem instance, compute a sink or
non-standard source of the corresponding implicitly described directed graph.32

The second reduction involves a restricted type of fixed-point computation problem called Cu-
bical Brouwer. An instance of this problem is defined by a single Boolean circuit W , with 3n 0-1
inputs and two 0-1 outputs. Such a circuit can be interpreted as a function from the unit cube to
itself in the following way. The inputs specify a point x ∈ {0, 1/(2n −1), 2/(2n −1), . . . , 1}3, and we
interpret f(x) as x plus one of four possible displacements, as encoded by the two corresponding
outputs: δ0 = (−ǫ,−ǫ,−ǫ), δ1 = (ǫ, 0, 0), δ2 = (0, ǫ, 0), or δ3 = (0, 0, ǫ). Here ǫ is strictly smaller
than 1/(2n − 1), and we assume that displacements are defined on boundary points so that f maps
all points back to the unit cube. (We can canonically interpret circuit outputs to enforce this
condition.) We can interpret f as a function defined on the entire unit cube by linearly extending
its explicitly defined values within each “cubelet”. Then, a cubelet contains a fixed point of f if
and only if all four possible displacements are represented amongst its eight corners. The Cubical
Brouwer problem is, given a description of a circuit that implicitly defines such a function, compute
the coordinates of a fixed-point-containing cubelet; one exists, by Brouwer’s fixed-point theorem.

Daskalakis, Goldberg, and Papadimitriou [32] modified an earlier construction of Papadim-
itriou [99, Theorem 14] to reduce the End-of-the-Line problem to the Cubical Brouwer problem.
While technical, this reduction is conceptually quite direct. It starts from an arbitrary End-of-
the-Line instance: three Boolean circuits and a corresponding instance, which induce a directed
graph G. It constructs, in polynomial time, an instance of Cubical Brouwer (a new Boolean cir-
cuit W ) that has a “Sperner graph” — very roughly, with edges connecting neighboring cubelets

31Formally, a Boolean circuit is a directed acyclic graph in which every node is either an “input” with no incoming
arc; a NOT node with one incoming arc; or an AND or OR node with two incoming arcs. Interpreting 0 and 1 as
“false” and “true”, respectively, every assignment of the inputs to {0, 1} extends uniquely to the rest of the nodes
via their respective logical operations. The induced labeling of the terminal nodes — nodes without outgoing arcs —
can be regarded as the “output” of the circuit.

32The End-of-the-Line problem can be simplified further by partially instantiating the circuits X, Y, Z on the
supplied problem instance, effectively “hard-wiring” it into the circuits. An End-of-the-Line instance can then be
specified solely via these three circuits [33].
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at which the displacements δ1, δ2, δ3 are all present — that is isomorphic to G.33 This construction
effectively “embeds” G into the unit cube in a non-crossing way — hence the need for three dimen-
sions — and appropriately surrounds the edges of G with the displacements δ1, δ2, δ3 to ensure that
all four displacements are simultaneously present only at the cubelets where the paths of G end
(excluding the standard source of G, which is mapped to the corner of the unit cube at which δ0

is absent). In particular, this construction puts the solutions to the End-of-the-Line instance in
bijective correspondence with those of the constructed Cubical Brouwer instance, and one of the
former can be recovered from one of the latter in polynomial time.

The last reduction is from the Cubical Brouwer problem to the problem of computing a Nash
equilibrium of a bimatrix game — in a sense, reversing the reduction in the standard proof of Nash’s
Theorem [94] — and it is by far the most elaborate one in the sequence. Papadimitriou [101, §2.6]
gives an accessible high-level overview of this reduction, both in its original form [33] and with
the subsequent refinements [22], so we furnish only a few sentences here. Given an instance of
Cubical Brouwer in the form of a Boolean circuit W , the first step is to encode the fixed points
of the corresponding function as the Nash equilibria of a finite game with a very large number of
players. A Nash equilibrium of the constructed game must, in particular, simulate the computation
performed by W . This simulation is done node-by-node. For example, a node of W that performs
a logical AND operation — or, more generally, multiplication — on its two inputs can represented
as a game with four players, each of which has two strategies.34 Other operations can be similarly
simulated, and the games corresponding to all of the nodes of W can be glued together into a single
game (with many players) that implicitly performs, at a Nash equilibrium, the entire computation
of W . Augmenting this construction to discard the Nash equilibria that do not correspond to fixed
points of the function defined by W requires several additional ideas [33]. The payoff of each player
in the resulting game turns out to depend on the strategies of only a few others, so the size of the
game remains polynomial in the size of W . The final step in the proof of Theorem 4.2 is to reduce
the number of players in this game from a polynomial number to two. The following naive idea,
implemented with enough care [22, 33], turns out to work. The players of the game are partitioned
into two appropriate sets, and each set is replaced by a “super-player” that simultaneously plays
the roles of all players in the set. By adding matching pennies-type payoffs, super-players can be
forced to adopt the role of each player in its set with positive probability in a Nash equilibrium.
Moreover, because of the special structure of the game, there are no problems with inadvertent
collusion among players that are grouped in the same set — the best responses of a super-player
correspond to uncoordinated best responses by each of its constituent original players. A Nash
equilibrium of the induced two-player game can thus be naturally and efficiently mapped to one of
the game with many players, which in turn can be efficiently mapped to a fixed-point-containing
cubelet of the function defined by W .

33This is the same type of graph in which path-following proves Sperner’s Lemma [26].
34Consider players a, b, c, d, each with strategies 0 and 1. Ignore the payoffs of players a and b. If player c plays

strategy 0 then it receives payoff 1 if both a and b play 1, and payoff 0 otherwise. If player c plays strategy 1, then
its payoff is independent of the strategies of players a and b. Instead, it effectively plays a coordination game with
player d, receiving payoff 0 (1) if player d plays strategy 0 (1). Player d effectively plays a game of matching pennies
with player c, receiving payoff 0 (1) if its strategy is the same as (is different than) that of player c. At a Nash
equilibrium in which players a and b play strategy 1 with probabilities pa and pb, respectively, player d must play its
strategy 1 with probability precisely pa · pb.
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4.5 Discussion

Behavioral Implications. Theorem 4.2 implies that there is no polynomial-time algorithm for
computing Nash equilibria in bimatrix games, unless all problems in PPAD are solvable in poly-
nomial time. This raises the strong possibility (equivalent to PPAD 6⊆ P ) that there is no com-
putationally efficient, general-purpose algorithm for this problem. In turn, this casts doubt on
any interpretation of the Nash equilibrium concept that requires its computation — for example,
if PPAD 6⊆ P then there is no general and tractable procedure for learning Nash equilibria in a
reasonable amount of time, even with only two players and publicly known payoff matrices. Of
course, all of the caveats from Sections 2.6 and 3.5 also apply here.

Nash vs. Correlated Equilibrium. Does the fact the computing a Nash equilibrium is PPAD-
hard indicate that we should discard the concept? Of course not. But it does suggest that more
tractable solutions concepts are likely to be more appropriate in some contexts. Indeed, complexity
results can argue both for and against the predictive power of an equilibrium concept. Gilboa
and Zemel [51] were the first to cite computational complexity as a possible reason to prefer the
correlated equilibrium [6] over the Nash equilibrium as a solution concept. They studied a num-
ber of computational problems about equilibria in bimatrix games (Problem 2.8 and others) and
showed that all of them are NP -hard for Nash equilibria but polynomial-time solvable for correlated
equilibria.

Subsequent results reinforced the dichotomy between Nash and correlated equilibria from a
learning perspective. Foster and Vohra [44] and Hart and Mas-Colell [55, 57] showed senses in
which correlated equilibria are “quickly learnable”, even via “uncoupled dynamics” in which play-
ers are informed only of their own payoffs, and not of the game being played. In contrast, Hart
and Mansour [56] proved that every type of uncoupled dynamics, no matter how complex, requires
time exponential in the number of players to reach a Nash equilibrium. Theorem 4.2 echoes these
developments from a computational complexity viewpoint. Finally, Papadimitriou and Roughgar-
den [102] showed that computing correlated equilibria remains computationally tractable even for
most “succinctly described games”, including the congestion games of Section 3.1.

Approximate vs. Exact Nash Equilibrium. The approximate Nash equilibrium appears to be
another more computationally tractable solution concept than the exact Nash equilibrium, although
the picture is currently much murkier than for correlated equilibria. Many notions of approximate
Nash equilibria are possible. To fix the discussion, consider bimatrix games with payoffs that are
rational numbers in [0, 1], and define an ǫ-Nash equilibrium as a pair of mixed strategies such that
neither player can increase their expected payoff more than ǫ by switching strategies.

Computing an ǫ-Nash equilibrium of a bimatrix game appears to be a strictly easier problem
than computing an exact Nash equilibrium, at least when ǫ is a constant independent of the size of
the game. For example, since every bimatrix game in which each player has at most n strategies
possesses an ǫ-Nash equilibrium in which both players mix over only ≈ (ln n)/ǫ2 strategies [82],
restricting the support enumeration algorithm of Section 4.1 to supports bounded by this size com-
putes an ǫ-Nash equilibrium in nO(ǫ−2 log n) time, which is sub-exponential (but super-polynomial) in
the size of the game. No equally fast algorithm is known for computing an exact Nash equilibrium.
There are also polynomial-time algorithms for computing an ǫ-Nash equilibrium with relatively
large ǫ (around 1/3) [15, 129]. On the negative side, Theorem 4.2 can be strengthened to rule
out polynomial-time algorithms that compute an ǫ-Nash equilibrium with ǫ going to zero inverse
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polynomially (or faster) with the size of the game’s description (assuming PPAD 6⊆ P ) [22]. A
major open research question is whether or not there is an algorithm that, for arbitrarily small
ǫ > 0, computes an ǫ-Nash equilibrium in time polynomial in the game’s description (and possibly
exponential in 1/ǫ). A related open question is whether or not ǫ-Nash equilibria are “easy to learn”,
for example by uncoupled dynamics [56].

Tractable and Intractable Special Cases. Problem 4.1 can be solved efficiently in special
cases such as constant-sum games (see e.g. Dantzig [29]) and certain generalizations [69, 82], and
also in some models of random games [7]. On the other hand, Theorem 4.2 can be extended to games
that have only 0-1 payoffs [2], including those with only a small number of non-zeros in each row
and column [21]. That said, the games constructed via these reductions have an elaborate structure
that seems unlikely to occur in “real” games. We look forward to a long-running mathematical
debate over whether or not games encountered “in practice” are hard in a complexity-theoretic
sense.

What if PPAD ⊆ P? An interesting and important research question is whether or not PPAD ⊆
P . There is reason to believe that PPAD 6⊆ P , or at least that a proof of PPAD ⊆ P is
nowhere in sight: as with PLS ⊆ P (Section 3.5), a proof that PPAD ⊆ P would have to be
“non-relativizing” [8, 43] and would yield a generic method of “shortcutting” the (exponential-
time) guided search procedure in every PPAD problem. A concrete negative result was given by
Hirsch, Papadimitriou, and Vavasis [61] for computing approximate Brouwer fixed points, which
applies even to the special case of the Cubical Brouwer problem (Section 4.4): every algorithm that
computes an approximate fixed point and merely queries the supplied Brouwer function as a “black
box”, as opposed to examining the details of its description, requires exponential time in the worst
case. However, such lower bounds do not guarantee that a problem like Cubical Brouwer cannot
be solved in polynomial time. For example, the Simplex algorithm requires exponential time in the
worst case [74], but other algorithmic methods show that linear programming is a polynomial-time
solvable problem [70, 73].

5 Conclusions

Computation implicitly underlies many central concepts in economics and game theory — from
a player determining a best response, to a market discovering equilibrium prices, to a designer
striving for an efficient allocation of scarce resources. It has been widely noted that these concepts
reflect reality only if the amount of computation required is “reasonable” in some sense. As we
have seen, computational complexity theory offers a flexible paradigm for rigorously differentiating
between computational problems that are “easy” — those requiring polynomial-time (or “reason-
able”) computation — and those that are “intrinsically hard”. Originally inspired by engineering
applications, this paradigm is increasingly used to inform basic research across the natural and
social sciences.

For equilibrium computation problems, polynomial-time solvability correlates well with efficient
learnability and has an appealing interpretation in terms of boundedly rational participants. While
the exact definition of “hard” varies with the nature of the problem (cf., Theorems 2.9, 3.4, and 4.2),
all such hardness results suggest that no fast and general algorithm will be discovered, motivating
the study of heuristics, distributional analyses, domain-specific special cases, and alternative, more
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tractable equilibrium concepts. We hope that the fundamental nature of these insights inspires the
reader to supplement their analytic toolbox with complexity-theoretic techniques; there are surely
ample unexplored opportunities for their application.
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[5] D. L. Applegate, R. E. Bixby, V. Chvátal, and W. J. Cook. The Traveling Salesman Problem: A
Computational Study. Princeton, 2007.

[6] R. J. Aumann. Subjectivity and correlation in randomized strategies. Journal of Mathematical Eco-
nomics, 1(1):67–96, 1974.
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Authors’ abstract

We describe a block-sorting, lossless data compression algorithm, and our imple-
mentation of that algorithm. We compare the performance of our implementation
with widely available data compressors running on the same hardware.

The algorithm works by applying a reversible transformation to a block of input
text. The transformation does not itself compress the data, but reorders it to make
it easy to compress with simple algorithms such as move-to-front coding.

Our algorithm achieves speed comparable to algorithms based on the techniques
of Lempel and Ziv, but obtains compression close to the best statistical modelling
techniques. The size of the input block must be large (a few kilobytes) to achieve
good compression.
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1 Introduction

The most widely used data compression algorithms are based on the sequential
data compressors of Lempel and Ziv [1, 2]. Statistical modelling techniques may
produce superior compression [3], but are significantly slower.

In this paper, we present a technique that achieves compression within a percent
or so of that achieved by statistical modelling techniques, but at speeds comparable
to those of algorithms based on Lempel and Ziv’s.

Our algorithm does not process its input sequentially, but instead processes a
block of text as a single unit. The idea is to apply a reversible transformation to a
block of text to form a new block that contains the same characters, but is easier
to compress by simple compression algorithms. The transformation tends to group
characters together so that the probability of finding a character close to another
instance of the same character is increased substantially. Text of this kind can
easily be compressed with fast locally-adaptive algorithms, such as move-to-front
coding [4] in combination with Huffman or arithmetic coding.

Briefly, our algorithm transforms a string S of N characters by forming the N
rotations (cyclic shifts) of S, sorting them lexicographically, and extracting the last
character of each of the rotations. A string L is formed from these characters, where
the ith character of L is the last character of the ith sorted rotation. In addition to
L, the algorithm computes the index I of the original string S in the sorted list of
rotations. Surprisingly, there is an efficient algorithm to compute the original string
S given only L and I .

The sorting operation brings together rotations with the same initial characters.
Since the initial characters of the rotations are adjacent to the final characters,
consecutive characters in L are adjacent to similar strings in S. If the context of a
character is a good predictor for the character, L will be easy to compress with a
simple locally-adaptive compression algorithm.

In the following sections, we describe the transformation in more detail, and
show that it can be inverted. We explain more carefully why this transformation
tends to group characters to allow a simple compression algorithm to work more
effectively. We then describe efficient techniques for implementing the transfor-
mation and its inverse, allowing this algorithm to be competitive in speed with
Lempel-Ziv-based algorithms, but achieving better compression. Finally, we give
the performance of our implementation of this algorithm, and compare it with
well-known compression programmes.

The algorithm described here was discovered by one of the authors (Wheeler) in
1983 while he was working at AT&T Bell Laboratories, though it has not previously
been published.
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2 The reversible transformation

This section describes two sub-algorithms. Algorithm C performs the reversible
transformation that we apply to a block of text before compressing it, and Algorithm
D performs the inverse operation. A later section suggests a method for compressing
the transformed block of text.

In the description below, we treat strings as vectors whose elements are char-
acters.

Algorithm C: Compression transformation

This algorithm takes as input a string S of N characters S[0]; : : : ; S[N�1] selected
from an ordered alphabet X of characters. To illustrate the technique, we also give
a running example, using the string S D ‘abraca’, N D 6, and the alphabet
X D f0a0;0b0;0c0;0r0g.

C1. [sort rotations]
Form a conceptual N ð N matrix M whose elements are characters, and
whose rows are the rotations (cyclic shifts) of S, sorted in lexicographical
order. At least one of the rows of M contains the original string S. Let I be
the index of the first such row, numbering from zero.

In our example, the index I D 1 and the matrix M is

row
0 aabrac

1 abraca

2 acaabr

3 bracaa

4 caabra

5 racaab

C2. [find last characters of rotations]
Let the string L be the last column of M , with characters L[0]; : : : ; L[N�1]
(equal to M[0; N � 1]; : : : ;M[N � 1; N � 1]). The output of the transfor-
mation is the pair .L; I/.

In our example, L D ‘caraab’ and I D 1 (from step C1).
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Algorithm D: Decompression transformation

We use the example and notation introduced in Algorithm C. Algorithm D uses the
output .L; I/ of Algorithm C to reconstruct its input, the string S of length N .

D1. [find first characters of rotations]
This step calculates the first column F of the matrix M of Algorithm C. This
is done by sorting the characters of L to form F. We observe that any column
of the matrix M is a permutation of the original string S. Thus, L and F are
both permutations of S, and therefore of one another. Furthermore, because
the rows of M are sorted, and F is the first column of M , the characters in F
are also sorted.

In our example, F D ‘aaabcr’.

D2. [build list of predecessor characters]
To assist our explanation, we describe this step in terms of the contents of
the matrix M . The reader should remember that the complete matrix is not
available to the decompressor; only the strings F, L, and the index I (from
the input) are needed by this step.

Consider the rows of the matrix M that start with some given character ch.
Algorithm C ensured that the rows of matrix M are sorted lexicographically,
so the rows that start with ch are ordered lexicographically.

We define the matrix M 0 formed by rotating each row of M one character to
the right, so for each i D 0; : : : ; N � 1, and each j D 0; : : : ; N � 1,

M 0[i; j ] D M[i; . j � 1/ mod N ]

In our example, M and M 0 are:

row M M 0

0 aabrac caabra

1 abraca aabrac

2 acaabr racaab

3 bracaa abraca

4 caabra acaabr

5 racaab bracaa

Like M , each row of M 0 is a rotation of S, and for each row of M there is
a corresponding row in M 0. We constructed M 0 from M so that the rows
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of M 0 are sorted lexicographically starting with their second character. So,
if we consider only those rows in M 0 that start with a character ch, they
must appear in lexicographical order relative to one another; they have been
sorted lexicographically starting with their second characters, and their first
characters are all the same and so do not affect the sort order. Therefore, for
any given character ch, the rows in M that begin with ch appear in the same
order as the rows in M 0 that begin with ch.

In our example, this is demonstrated by the rows that begin with ‘a’. The rows
‘aabrac’, ‘abraca’, and ‘acaabr’ are rows 0, 1, 2 in M and correspond to
rows 1, 3, 4 in M 0.

Using F and L, the first columns of M and M 0 respectively, we calculate
a vector T that indicates the correspondence between the rows of the two
matrices, in the sense that for each j D 0; : : : ; N�1, row j of M 0 corresponds
to row T [ j ] of M .

If L[ j ] is the kth instance of ch in L, then T [ j ] D i where F[i] is the kth
instance of ch in F. Note that T represents a one-to-one correspondence
between elements of F and elements of L, and F[T [ j ]] D L[ j ].

In our example, T is: (4 0 5 1 2 3).

D3. [form output S]
Now, for each i D 0; : : : ; N � 1, the characters L[i] and F[i] are the last
and first characters of the row i of M . Since each row is a rotation of
S, the character L[i] cyclicly precedes the character F[i] in S. From the
construction of T , we have F[T [ j ]] D L[ j ]. Substituting i D T [ j ], we have
L[T [ j ]] cyclicly precedes L[ j ] in S.

The index I is defined by Algorithm C such that row I of M is S. Thus, the
last character of S is L[I ]. We use the vector T to give the predecessors of
each character:

for each i D 0; : : : ; N � 1: S[N � 1� i] D L[T i [I ]].

where T 0[x ] D x , and T iC1[x ] D T [T i [x ]]. This yields S, the original input
to the compressor.

In our example, S D ‘abraca’.

We could have defined T so that the string S would be generated from front to back,
rather than the other way around. The description above matches the pseudo-code
given in Section 4.2.
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The sequence T i [I ] for i D 0; : : : ; N � 1 is not necessarily a permutation of
the numbers 0; : : : ; N � 1. If the original string S is of the form Z p for some
substring Z and some p > 1, then the sequence T i [I ] for i D 0; : : : ; N � 1 will
also be of the form Z 0p for some subsequence Z 0. That is, the repetitions in S will
be generated by visiting the same elements of T repeatedly. For example, if S D
‘cancan’, Z D ‘can’ and p D 2, the sequence T i [I ] for i D 0; : : : ; N � 1 will be
[2; 4; 0; 2; 4; 0].

3 Why the transformed string compresses well

Algorithm C sorts the rotations of an input string S, and generates the string L
consisting of the last character of each rotation.

To see why this might lead to effective compression, consider the effect on a
single letter in a common word in a block of English text. We will use the example
of the letter ‘t’ in the word ‘the’, and assume an input string containing many
instances of ‘the’.

When the list of rotations of the input is sorted, all the rotations starting with
‘he ’ will sort together; a large proportion of them are likely to end in ‘t’. One
region of the string L will therefore contain a disproportionately large number of ‘t’
characters, intermingled with other characters that can proceed ‘he ’ in English,
such as space, ‘s’, ‘T’, and ‘S’.

The same argument can be applied to all characters in all words, so any localized
region of the string L is likely to contain a large number of a few distinct characters.
The overall effect is that the probability that given character ch will occur at a given
point in L is very high if ch occurs near that point in L, and is low otherwise.
This property is exactly the one needed for effective compression by a move-to-
front coder [4], which encodes an instance of character ch by the count of distinct
characters seen since the next previous occurrence of ch. When applied to the
string L, the output of a move-to-front coder will be dominated by low numbers,
which can be efficiently encoded with a Huffman or arithmetic coder.

Figure 1 shows an example of the algorithm at work. Each line is the first few
characters and final character of a rotation of a version of this document. Note the
grouping of similar characters in the column of final characters.

For completeness, we now give details of one possible way to encode the output
of Algorithm C, and the corresponding inverse operation. A complete compression
algorithm is created by combining these encoding and decoding operations with
Algorithms C and D.
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Figure 1: Example of sorted rotations. Twenty consecutive rotations from the
sorted list of rotations of a version of this paper are shown, together with the final
character of each rotation.
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Algorithm M: Move-to-front coding

This algorithm encodes the output .L; I/ of Algorithm C, where L is a string of
length N and I is an index. It encodes L using a move-to-front algorithm and a
Huffman or arithmetic coder.

The running example of Algorithm C is continued here.

M1. [move-to-front coding]
This step encodes each of the characters in L by applying the move-to-
front technique to the individual characters. We define a vector of integers
R[0]; : : : ; R[N�1], which are the codes for the characters L[0]; : : : ; L[N�
1].

Initialize a list Y of characters to contain each character in the alphabet X
exactly once.

For each i D 0; : : : ; N � 1 in turn, set R[i] to the number of characters
preceding character L[i] in the list Y , then move character L[i] to the front
of Y .

Taking Y D [0a0;0b0;0c0;0r0] initially, and L D‘caraab’, we compute the
vector R: (2 1 3 1 0 3).

M2. [encode]
Apply Huffman or arithmetic coding to the elements of R, treating each
element as a separate token to be coded. Any coding technique can be
applied as long as the decompressor can perform the inverse operation. Call
the output of this coding process OUT. The output of Algorithm C is the pair
.OUT; I/ where I is the value computed in step C1.

Algorithm W: Move-to-front decoding

This algorithm is the inverse of Algorithm M. It computes the pair .L; I/ from the
pair .OUT; I/.

We assume that the initial value of the list Y used in step M1 is available to the
decompressor, and that the coding scheme used in step M2 has an inverse operation.

W1. [decode]
Decode the coded stream OUT using the inverse of the coding scheme used
in step M2. The result is a vector R of N integers.

In our example, R is: (2 1 3 1 0 3).
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W2. [inverse move-to-front coding]
The goal of this step is to calculate a string L of N characters, given the
move-to-front codes R[0]; : : : ; R[N � 1].

Initialize a list Y of characters to contain the characters of the alphabet X in
the same order as in step M1.

For each i D 0; : : : ; N � 1 in turn, set L[i] to be the character at position
R[i] in list Y (numbering from 0), then move that character to the front of Y .
The resulting string L is the last column of matrix M of Algorithm C. The
output of this algorithm is the pair .L; I/, which is the input to Algorithm D.

Taking Y D [0a0;0b0;0c0;0r0] initially (as in Algorithm M), we compute the
string L D ‘caraab’.

4 An efficient implementation

Efficient implementations of move-to-front, Huffman, and arithmetic coding are
well known. Here we concentrate on the unusual steps in Algorithms C and D.

4.1 Compression

The most important factor in compression speed is the time taken to sort the rotations
of the input block. A simple application of quicksort requires little additional space
(one word per character), and works fairly well on most input data. However, its
worst-case performance is poor.

A faster way to implement Algorithm C is to reduce the problem of sorting the
rotations to the problem of sorting the suffixes of a related string.

To compress a string S, first form the string S0, which is the concatenation of S
with EOF, a new character that does not appear in S. Now apply Algorithm C to S0.
Because EOF is different from all other characters in S0, the suffixes of S0 sort in the
same order as the rotations of S0. Hence, to sort the rotations, it suffices to sort the
suffixes of S0. This can be done in linear time and space by building a suffix tree,
which then can be walked in lexicographical order to recover the sorted suffixes.
We used McCreight’s suffix tree construction algorithm [5] in an implementation of
Algorithm C. Its performance is within 40% of the fastest technique we have found
when operating on text files. Unfortunately, suffix tree algorithms need space for
more than four machine words per input character.

Manber and Myers give a simple algorithm for sorting the suffixes of a string
in O.N log N/ time [6]. The algorithm they describe requires only two words per
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input character. The algorithm works by sorting suffixes on their first i characters,
then using the positions of the suffixes in the sorted array as the sort key for another
sort on the first 2i characters. Unfortunately, the performance of their algorithm is
significantly worse than the suffix tree approach.

The fastest scheme we have tried so far uses a variant of quicksort to generate
the sorted list of suffixes. Its performance is significantly better than the suffix tree
when operating on text, and it uses significantly less space. Unlike the suffix tree
however, its performance can degrade considerably when operating on some types
of data. Like the algorithm of Manber and Myers, our algorithm uses only two
words per input character.

Algorithm Q: Fast quicksorting on suffixes

This algorithm sorts the suffixes of the string S, which contains N characters
S[0; : : : ; N�1]. The algorithm works by applying a modified version of quicksort
to the suffixes of S.

First we present a simple version of the algorithm. Then we present modifica-
tions that improve the speed and make bad performance less likely.

Q1. [form extended string]
Let k be the number of characters that fit in a machine word.

Form the string S0 from S by appending k additional EOF characters to S,
where EOF does not appear in S.

Q2. [form array of words]
Initialize an array W of N words W[0; : : : ; N � 1], such that W[i] contains
the characters S0[i; : : : ; i C k � 1] arranged so that integer comparisons on
the words agree with lexicographic comparisons on the k-character strings.

Packing characters into words has two benefits: It allows two prefixes to be
compared k bytes at a time using aligned memory accesses, and it allows
many slow cases to be eliminated (described in step Q7).

Q3. [form array of suffixes]
In this step we initialize an array V of N integers. If an element of V
contains j , it represents the suffix of S0 whose first character is S0[ j ]. When
the algorithm is complete, suffix V [i] will be the ith suffix in lexicographical
order.

Initialize an array V of integers so that for each i D 0; : : : ; N�1 : V [i] D i.
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Q4. [radix sort]
Sort the elements of V , using the first two characters of each suffix as the
sort key. This can be done efficiently using radix sort.

Q5. [iterate over each character in the alphabet]
For each character ch in the alphabet, perform steps Q6, Q7.

Once this iteration is complete, V represents the sorted suffixes of S, and the
algorithm terminates.

Q6. [quicksort suffixes starting with ch]
For each character ch0 in the alphabet: Apply quicksort to the elements of V
starting with ch followed by ch0. In the implementation of quicksort, compare
the elements of V by comparing the suffixes they represent by indexing into
the array W . At each recursion step, keep track of the number of characters
that have compared equal in the group, so that they need not be compared
again.

All the suffixes starting with ch have now been sorted into their final positions
in V .

Q7. [update sort keys]
For each element V [i] corresponding to a suffix starting with ch (that is, for
which S[V [i]] D ch), set W[V [i]] to a value with ch in its high-order bits
(as before) and with i in its low-order bits (which step Q2 set to the k � 1
characters following the initial ch). The new value of W[V [i]] sorts into the
same position as the old value, but has the desirable property that it is distinct
from all other values in W . This speeds up subsequent sorting operations,
since comparisons with the new elements cannot compare equal.

This basic algorithm can be refined in a number of ways. An obvious improve-
ment is to pick the character ch in step Q5 starting with the least common character
in S, and proceeding to the most common. This allows the updates of step Q7 to
have the greatest effect.

As described, the algorithm performs poorly when S contains many repeated
substrings. We deal with this problem with two mechanisms.

The first mechanism handles strings of a single repeated character by replacing
step Q6 with the following steps.

Q6a. [quicksort suffixes starting ch; ch0 where ch 6D ch0]
For each character ch0 6D ch in the alphabet: Apply quicksort to the elements
of V starting with ch followed by ch0. In the implementation of quicksort,
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compare the elements of V by comparing the suffixes they represent by
indexing into the array W . At each recursion step, keep track of the number
of characters that have compared equal in the group, so that they need not be
compared again.

Q6b. [sort low suffixes starting ch; ch]
This step sorts the suffixes starting runs which would sort before an infinite
string of ch characters. We observe that among such suffixes, long initial runs
of character ch sort after shorter initial runs, and runs of equal length sort in
the same order as the characters at the ends of the run. This ordering can be
obtained with a simple loop over the suffixes, starting with the shortest.

Let V[i] represent the lexicographically least suffix starting with ch. Let j
be the lowest value such that suffix V [ j ] starts with ch; ch.

while not (i = j) do
if (V[i] > 0) and (S[V[i]-1] = ch) then

V[j] := V[i]-1;
j := j + 1

end;
i := i + 1

end;

All the suffixes that start with ch; ch and that are lexicographically less than
an infinite sequence of ch characters are now sorted.

Q6c. [sort high suffixes starting ch; ch]
This step sorts the suffixes starting runs which would sort after an infinite
string of ch characters. This step is very like step Q6b, but with the direction
of the loop reversed.

Let V [i] represent the lexicographically greatest suffix starting with ch. Let
j be the highest value such that suffix V [ j ] starts with ch; ch.

while not (i = j) do
if (V[i] > 0) and (S[V[i]-1] = ch) then

V[j] := V[i]-1;
j := j - 1

end;
i := i - 1

end;

All the suffixes that start with ch; ch and that are lexicographically greater
than an infinite sequence of ch characters are now sorted.
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The second mechanism handles long strings of a repeated substring of more
than one character. For such strings, we use a doubling technique similar to that
used in Manber and Myers’ scheme. We limit our quicksort implementation to
perform comparisons only to a depth D. We record where suffixes have been left
unsorted with a bit in the corresponding elements of V .

Once steps Q1 to Q7 are complete, the elements of the array W indicate sorted
positions up to D ð k characters, since each comparison compares k characters. If
unsorted portions of V remain, we simply sort them again, limiting the comparison
depth to D as before. This time, each comparison compares D ð k characters, to
yield a list of suffixes sorted on their first D2ð k characters. We repeat this process
until the entire string is sorted.

The combination of radix sort, a careful implementation of quicksort, and the
mechanisms for dealing with repeated strings produce a sorting algorithm that is
extremely fast on most inputs, and is quite unlikely to perform very badly on real
input data.

We are currently investigating further variations of quicksort. The following
approach seems promising. By applying the technique of Q6a–Q6c to all overlap-
ping repeated strings, and by caching previously computed sort orders in a hash
table, we can produce an algorithm that sorts the suffixes of a string in approxi-
mately the same time as the modified algorithm Q, but using only 6 bytes of space
per input character (4 bytes for a pointer, 1 byte for the input character itself, and
1 byte amortized space in the hash table). This approach has poor performance in
the worst case, but bad cases seem to be rare in practice.

4.2 Decompression

Steps D1 and D2 can be accomplished efficiently with only two passes over the
data, and one pass over the alphabet, as shown in the pseudo-code below. In the
first pass, we construct two arrays: C[alphabet] and P[0; : : : ; N �1]. C[ch] is the
total number of instances in L of characters preceding character ch in the alphabet.
P[i] is the number of instances of character L[i] in the prefix L[0; : : : ; i � 1] of
L. In practice, this first pass could be combined with the move-to-front decoding
step. Given the arrays L, C, P, the array T defined in step D2 is given by:

for each i D 0; : : : ; N � 1 : T [i] D P[i] C C[L[i]]

In a second pass over the data, we use the starting position I to complete Algorithm
D to generate S.

Initially, all elements of C are zero, and the last column of matrix M is the vector
L[0; : : : ; N � 1].

12



for i := 0 to N-1 do
P[i] := C[L[i]];
C[L[i]] := C[L[i]] + 1

end;
Now C[ch] is the number of instances in L of character ch. The value P[i] is the
number of instances of character L[i] in the prefix L[0; : : : ; i � 1] of L.
sum := 0;
for ch := FIRST(alphabet) to LAST(alphabet) do

sum := sum + C[ch];
C[ch] := sum - C[ch];

end;
Now C[ch] is the total number of instances in L of characters preceding ch in the
alphabet.
i := I;
for j := N-1 downto 0 do

S[j] := L[i];
i := P[i] + C[L[i]]

end

The decompressed result is now S[0; : : : ; N � 1].

5 Algorithm variants

In the example given in step C1, we treated the left-hand side of each rotation as
the most significant when sorting. In fact, our implementation treats the right-hand
side as the most significant, so that the decompressor will generate its output S
from left to right using the code of Section 4.2. This choice has almost no effect
on the compression achieved.

The algorithm can be modified to use a different coding scheme instead of
move-to-front in step M1. Compression can improve slightly if move-to-front
is replaced by a scheme in which codes that have not been seen in a very long
time are moved only part-way to the front. We have not exploited this in our
implementations.

Although simple Huffman and arithmetic coders do well in step M2, a more
complex coding scheme can do slightly better. This is because the probability of
a certain value at a given point in the vector R depends to a certain extent on the
immediately preceding value. In practice, the most important effect is that zeroes
tend to occur in runs in R. We can take advantage of this effect by representing each
run of zeroes by a code indicating the length of the run. A second set of Huffman
codes can be used for values immediately following a run of zeroes, since the next
value cannot be another run of zeroes.
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Size CPU time/s Compressed bits/
File (bytes) compress decompress size (bytes) char
bib 111261 1.6 0.3 28750 2.07
book1 768771 14.4 2.5 238989 2.49
book2 610856 10.9 1.8 162612 2.13
geo 102400 1.9 0.6 56974 4.45
news 377109 6.5 1.2 122175 2.59
obj1 21504 0.4 0.1 10694 3.98
obj2 246814 4.1 0.8 81337 2.64
paper1 53161 0.7 0.1 16965 2.55
paper2 82199 1.1 0.2 25832 2.51
pic 513216 5.4 1.2 53562 0.83
progc 39611 0.6 0.1 12786 2.58
progl 71646 1.1 0.2 16131 1.80
progp 49379 0.8 0.1 11043 1.79
trans 93695 1.6 0.2 18383 1.57
Total 3141622 51.1 9.4 856233 -

Table 1: Results of compressing fourteen files of the Calgary Compression Corpus.

Block size bits/character
(bytes) book1 Hector corpus

1k 4.34 4.35
4k 3.86 3.83

16k 3.43 3.39
64k 3.00 2.98
256k 2.68 2.65
750k 2.49 -
1M - 2.43
4M - 2.26

16M - 2.13
64M - 2.04
103M - 2.01

Table 2: The effect of varying block size (N ) on compression of book1 from the
Calgary Compression Corpus and of the entire Hector corpus.
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6 Performance of implementation

In Table 1 we give the results of compressing the fourteen commonly used files
of the Calgary Compression Corpus [7] with our algorithm. Comparison of these
figures with those given by Bell, Witten and Cleary [3] indicate that our algorithm
does well on non-text inputs as well as text inputs.

Our implementation of Algorithm C uses the techniques described in Sec-
tion 4.1, and a simple move-to-front coder. In each case, the block size N is the
length of the file being compressed.

We compress the output of the move-to-front coder with a modified Huffman
coder that uses the technique described in Section 5. Our coder calculates new
Huffman trees for each 16 kbyte input block, rather than computing one tree for its
whole input.

In Table 1, compression effectiveness is expressed as output bits per input
character. The CPU time measurements were made on a DECstation 5000/200,
which has a MIPS R3000 processor clocked at 25MHz with a 64 kbyte cache. CPU
time is given rather than elapsed time so the time spent performing I/O is excluded.

In Table 2, we show the variation of compression effectiveness with input block
size for two inputs. The first input is the file book1 from the Calgary Compression
Corpus. The second is the entire Hector corpus [8], which consists of a little over
100 MBytes of modern English text. The table shows that compression improves
with increasing block size, even when the block size is quite large. However,
increasing the block size above a few tens of millions of characters has only a small
effect.

If the block size were increased indefinitely, we expect that the algorithm would
not approach the theoretical optimum compression because our simple byte-wise
move-to-front coder introduces some loss. A better coding scheme might achieve
optimum compression asymptotically, but this is not likely to be of great practical
importance.

Comparison with other compression programmes

Table 3 compares our implementation of Algorithm C with three other compression
programmes, chosen for their wide availability. The same fourteen files were
compressed individually with each algorithm, and the results totalled. The bits per
character values are the means of the values for the individual files. This metric
was chosen to allow easy comparison with figures given by Bell [3].
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Total CPU time/s Total compressed mean
Programme compress decompress size (bytes) bits/char
compress 9.6 5.2 1246286 3.63
gzip 42.6 4.9 1024887 2.71
Alg-C/D 51.1 9.4 856233 2.43
comp-2 603.2 614.1 848885 2.47

compress is version 4.2.3 of the well-known LZW-based tool [9, 10].
gzip is version 1.2.4 of Gailly’s LZ77-based tool [1, 11].
Alg-C/D is Algorithms C and D, with our back-end Huffman coder.
comp-2 is Nelson’s comp-2 coder, limited to a fourth-order model [12].

Table 3: Comparison with other compression programmes.

7 Conclusions

We have described a compression technique that works by applying a reversible
transformation to a block of text to make redundancy in the input more accessible
to simple coding schemes. Our algorithm is general-purpose, in that it does well on
both text and non-text inputs. The transformation uses sorting to group characters
together based on their contexts; this technique makes use of the context on only
one side of each character.

To achieve good compression, input blocks of several thousand characters are
needed. The effectiveness of the algorithm continues to improve with increasing
block size at least up to blocks of several million characters.

Our algorithm achieves compression comparable with good statistical mod-
ellers, yet is closer in speed to coders based on the algorithms of Lempel and
Ziv. Like Lempel and Ziv’s algorithms, our algorithm decompresses faster than it
compresses.
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Example

• [0,6], [1,4], [2,13], [3,5], [3,8], [5,7], [5,9], 
[6,10], [8,11], [8,12], [12,14] 

• Simple Greedy Selection  
– Sort by start time and pick in “greedy” fashion 
– Does not work. WHY? 

• [0,6], [6,10] is the solution you will end up with.  

• Other greedy strategies 
– Sort by length of interval 
– Does not work. WHY? 
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Example
• [0,6], [1,4], [2,13], [3,5], [3,8], [5,7], [5,9], [6,10], [8,11], [8,12], [12,14] 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] -- Sorted 

by finish times 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] 
• [1,4], [3,5], [0,6], [5,7], [3,8], [5,9], [6,10], [8,11], [8,12], [2,13], [12,14] 
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Greedy Algorithms

• Given a set of activities (si, fi), we want to 
schedule the maximum number of non-overlapping 
activities. 

• GREEDY-ACTIVITY-SELECTOR (s, f) 
1. n = length[s] 

2. S = {a1} 

3. i = 1 

4.for m = 2 to n do 

5.  if sm is not before fi then 

6.   S = S U {am} 

7.    i = m 

8. return S 
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Why does it work?
• THEOREM 
 Let A be a set of activities and let a1 be the activity with 

the earliest finish time. Then activity a1 is in some 
maximum-sized subset of non-overlapping activities.  

• PROOF 
 Let S’ be a solution that does not contain a1. Let a’1 be the 

activity with the earliest finish time in S’. Then replacing a’1 
by a1 gives a solution S of the same size.  

 Why are we allowed to replace? Why is it of the same size? 

Then apply induction! How? 



Generalized Activity Selection
• Say each activity has associated profit and you are asked to 

maximize profit instead of the number of scheduled non-
overlapping activities.  

• Greedy algorithm does not work. [Why?] 

1/9/10 COT 6936 5 
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Dynamic Programming

• Activity Problem Revisited: Given a set of n 
activities ai = (si, fi), we want to schedule the 
maximum number of non-overlapping 
activities. 

• New Approach: 
– Observation: To solve the problem on activities  

A = {a1,…,an}, we notice that either  
• optimal solution does not include an  

– then enough to solve subproblem on  An-1= {a1,…,an-1} 

• optimal solution includes an  
– Enough to solve subproblem on Ak = {a1,…,ak}, the set A without 

activities that overlap an. 
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An efficient implementation

• Why not solve the subproblems on A1, A2, …, 
An-1,An in that order? 

• Is the problem on A1 easy?  

• Can the optimal solutions to the problems on 
A1,…,Ai help to solve the problem on Ai+1? 
– YES! Either: 

• optimal solution does not include ai+1  
– problem on Ai 

• optimal solution includes ai+1  
– problem on Ak (equal to Ai without activities that overlap ai+1) 

– but this has already been solved according to our ordering. 
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Dynamic Programmming: Activity Selection

• Select the maximum number of non-overlapping 
activities from a set of n activities A = {a1, …, an} 
(sorted by finish times). 

• Identify “easier” subproblems to solve. 

 A1 = {a1} 

 A2 = {a1, a2} 

 A3 = {a1, a2, a3}, …, 

 An = A 

• Subproblems: Select the max number of non-
overlapping activities from Ai 
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Dynamic Programmming: Activity Selection

• Solving for An solves the original problem. 
• Solving for A1 is easy. 
• If you have optimal solutions S1, …, Si-1 for subproblems on 

A1, …, Ai-1, how to compute Si? 
• The optimal solution for Ai either 

– Case 1: does not include ai or 
– Case 2: includes ai 

• Case 1:  
– Si = Si-1  

• Case 2: 
– Si = Sk U {ai}, for some k < i.  
– How to find such a k? We know that ak cannot overlap ai. 
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Dynamic Programmming: Activity Selection

• DP-ACTIVITY-SELECTOR (s, f) 
1. n = length[s] 
2.N[1] = 1        // number of activities in S1 

3.F[1] = 1        // last activity in S1 
4.for i = 2 to n do 
5.   let k be the last activity finished before si 
6.   if (N[i-1] > N[k]) then  // Case 1 
7.   N[i] = N[i-1] 
8.              F[i] = F[i-1] 
9.   else  // Case 2 
10.              N[i] = N[k] + 1 
11.              F[i] = i 

How to output S
n
? 

 Backtrack! 

Time Complexity? 

 O(n lg n) 
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Dynamic Programming Features
• Identification of subproblems 
• Recurrence relation for solution of subproblems 
• Overlapping subproblems (sometimes) 
• Identification of a hierarchy/ordering of 

subproblems 
• Use of table to store solutions of subproblems 

(MEMOIZATION) 
• Optimal Substructure 
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Longest Common Subsequence
 S1 = CORIANDER   CORIANDER 

 S2 = CREDITORS   CREDITORS 

Longest Common Subsequence(S1[1..9], S2[1..9]) = CRIR 

Subproblems: 

– LCS[S1[1..i], S2[1..j]],  for all i and j [BETTER] 

• Recurrence Relation: 
– LCS[i,j] = LCS[i-1, j-1] + 1,  if S1[i] = S2[j]) 

 LCS[i,j] = max { LCS[i-1, j], LCS[i, j-1] }, otherwise 

• Table (m X n table)  

• Hierarchy of Solutions? 
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LCS Problem
LCS_Length (X, Y )  
1. m  length[X]  
2. n  Length[Y]  
3. for i = 1 to m  
4. do c[i, 0]  0  
5. for j =1 to n  
6. do c[0,j] 0  
7. for i = 1 to m  
8.       do for j = 1 to n  
9.            do if ( xi = yj )  
10.                  then c[i, j]  c[i-1, j-1] + 1  
11.                       b[i, j]  “ ” 
12.                  else if c[i-1, j] c[i, j-1]  
13.                           then c[i, j]  c[i-1, j]  
14.                           b[i, j]  “ ” 
15.                      else  
16.                           c[i, j]  c[i, j-1]  
17.                           b[i, j]  “ ” 
18. return  
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LCS Example
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Dynamic Programming vs. Divide-&-conquer

• Divide-&-conquer  works  best  when  all  subproblems  are 
independent. So, pick partition that makes algorithm most 
efficient & simply combine solutions to solve entire problem.  

• Dynamic  programming  is  needed  when  subproblems  are 
dependent; we don’t know where to partition the problem.  

 For example, let S1= {ALPHABET}, and S2 = {HABITAT}.  
 Consider the subproblem with S1  = {ALPH}, S2  = {HABI}. 

 Then, LCS (S1 , S2 ) + LCS (S1-S1 , S2-S2 )  LCS(S1, S2) 

• Divide-&-conquer  is  best  suited  for  the  case  when  no 
“overlapping subproblems” are encountered.  

• In dynamic programming algorithms, we typically solve each 
subproblem only once and store their solutions. But this is 
at the cost of space. 
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Dynamic programming vs Greedy
1. Dynamic Programming solves the sub-problems bottom up. 

The problem can’t be solved until we find all solutions of 
sub-problems. The solution comes up when the whole 
problem appears.  

 Greedy solves the sub-problems from top down. We first 
need to find the greedy choice for a problem, then reduce 
the problem to a smaller one. The solution is obtained when 
the whole problem disappears.  

2. Dynamic Programming has to try every possibility before 
solving the problem. It is much more expensive than greedy. 
However, there are some problems that greedy can not 
solve while dynamic programming can. Therefore, we first 
try greedy algorithm. If it fails then try dynamic 
programming.  
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Fractional Knapsack Problem
• Burglar’s choices: 
 n bags of valuables: x1, x2, …, xn 
 Unit Value:  v1, v2, …, vn 
 Max number of units in bag: q1, q2, …, qn 
 Weight per unit: w1, w2, …, wn 
 Getaway Truck has a weight limit of B. 
 Burglar can take “fractional” amount of any item.  
 How can burglar maximize value of the loot? 
• Greedy Algorithm works! 
 Pick maximum quantity of highest value per weight 

item. Continue until weight limit B is reached. 
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0-1 Knapsack Problem
• Burglar’s choices: 
 Items: x1, x2, …, xn 
 Value:  v1, v2, …, vn 
 Weight: w1, w2, …, wn 
 Getaway Truck has a weight limit of B. 
 “Fractional” amount of items NOT allowed  
 How can burglar maximize value of the loot? 
• Greedy Algorithm does not work! Why? 
• Need dynamic programming! 
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0-1 Knapsack Problem
• Subproblems? 

– V[j, L] = Optimal solution for knapsack problem assuming 
truck weight limit L & choice of items from set {1,2,…, j}. 

– V[n, B] = Optimal solution for original problem 
– V[1, L] = easy to compute for all values of L. 

• Table of solutions? 
– V[1..n, 1..B] 

• Ordering of subproblems? 
– Row-wise 

• Recurrence Relation? [Either xj included or not] 
– V[j, L] = max { V[j-1, L]  ,  vj + V[j-1, L-wj] }  
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1-d, 2-d, 3-d Dynamic Programming
• Classification based on the dimension of the table used to 

store solutions to subproblems.  

• 1-dimensional DP 
– Activity Problem 

• 2-dimensional DP 
– LCS Problem 

– 0-1 Knapsack Problem 

– Matrix-chain multiplication 

• 3-dimensional DP 
– All-pairs shortest paths problem 
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All Pairs Shortest Path Algorithm
• Invoke Dijkstra’s SSSP algorithm n times. 

• Or use dynamic programming. How? 2 Versions: 
– Version 1 Subproblems: SP[i,j,k] = Length of the shortest path from i 

to j using at most k edges. 

– Version 2 Subproblems: C[i,j,k] = Length of the shortest path from i 
to j using intermediate vertices from the set {1,2,…,k} 

• Recurrence relations for the 2 versions? 

• Time complexity for the 2 versions? 



1/9/10 COT 6936 22 



CS195-5 : Introduction to Machine Learning
Lecture 25

Greg Shakhnarovich

November 13, 2006



Announcements

• Plan for problem sets:

– PS 5 due 11/22 (before Thanksgiving break)
– PS 6 due 12/8
– PS 7: no grade, solutions will be available on 12/13

1



Review: hiearchical clustering

Allgomerative clustering:

• Start with N singleton clusters

• At each level merge two clusters
7

8

6

5

4

3

2

1

• Single linkage: D(A,B) = mina∈A,b∈B D(a,b)

• Average linkage: D(A,B) = 1
|A||B|

∑
a∈A

∑
b∈B D(a,b)

• Complete linkage: D(A,B) = maxa∈A,b∈B D(a,b)
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Spectral clustering

• Suppose we have a N ×N distance matrix

• We can represent the data as a graph:

– N vertices,
– edges corresponding to nearest neighbors.
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Random walk model

• Assign weights to edges:

Wij =

{
exp(−β‖xi − xj‖) if xi and xj connected,

0 otherwise

• The weight of a path x1 → x2 → . . . → xn is

W12 ·W23 · · ·Wn−1,n = exp

(
−β

n−1∑
i=1

‖xi − xi+1‖

)
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Spectral clustering: intuition

• The idea behind spectral clustering: imagine a random walk with probability of
step i → j given by the transition matrix P

Pij =
Wij∑
l Wil

.

– If we start within a cluster, we will likely remain within that cluster for a long
time.
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Properties of the random walk

• If we start at i0, where will we end up after t steps?

i1 ∼ Pi0i1 ,

i2 ∼
∑
i1

Pi0i1Pi1i2

6



Properties of the random walk

• If we start at i0, where will we end up after t steps?

i1 ∼ Pi0i1 ,

i2 ∼
∑
i1

Pi0i1Pi1i2 =
(
P2
)
i0i2

,
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Properties of the random walk

• If we start at i0, where will we end up after t steps?

i1 ∼ Pi0i1 ,

i2 ∼
∑
i1

Pi0i1Pi1i2 =
(
P2
)
i0i2

,

i3 ∼
∑
i2

(
P2
)
i0i2

Pi2i3 =
(
P3
)
i0i3

,
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Properties of the random walk

• If we start at i0, where will we end up after t steps?

i1 ∼ Pi0i1 ,

i2 ∼
∑
i1

Pi0i1Pi1i2 =
(
P2
)
i0i2

,

i3 ∼
∑
i2

(
P2
)
i0i2

Pi2i3 =
(
P3
)
i0i3

,

. . .

it ∼
(
Pt
)
i0it

.
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Transition matrix decomposition

• Recall that Pij = Wij/
∑

j Wij.

• Let W be the weight matrix, and D be the diagonal matrix, Dij =
∑

j Wij.
We have

P = D−1W

• We will focus on a symmetric matrix

D−1
2WD−1

2

It can be decomposed using its eigenvectors z1, . . . , zN corresponding to
eigenvalues |λ1| ≥ . . . ≥ |λN |

D−1
2WD−1

2 = λ1z1zT
1 + . . . + λNzNzT

N
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Eigendecomposition

D−1
2WD−1

2 = λ1z1zT
1 + . . . + λNzNzT

N

Eigenvector/value: Az = λz

• The eigenvectors are orthogonal, i.e., zT
i zj = 0 for i 6= j.

• Assume the graph is connected; the random walk then is ergodic–there is
non-zero probability of getting from any xi to any xj (in some number of steps).

• Spectral graph theory: the largest eigenvalue is always λ1 = 1, and |λn| < 1 for
n = 2, . . . , N .
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Random walk distribution

(D−1
2WD−1

2)t = (D−1
2WD−1

2) · · · (D−1
2WD−1

2) = D
1
2PtD−1

2

• Thus,

Pt = D−1
2

(
D−1

2WD−1
2

)t

D
1
2

= D−1
2
(
λ1z1zT

1 + . . . + λNzNzT
N

)t
D

1
2

= D−1
2
(
λt

1z1zT
1 + . . . + λt

NzNzT
N

)
D

1
2

• Since λ1 = 1, and |λi| ≤ 1, when t →∞ we get

P∞ = D−1
2
(
z1zT

1

)
D

1
2
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Finite number of steps

P∞ = D−1
2
(
z1zT

1

)
D

1
2

• Assuming the graph is ergodic, in the limit the distribution does not depend on
the starting point!

• When t is very large (but finite), we can focus on the largest correction:

Pt ≈ P∞ + D−1
2
(
λ2

2z2zT
2

)
D

1
2

• (z2zT
2 )ij = z2iz2j, so the probability of starting in xi and ending in xj is a little

bit increased if sign(z2i) = sign(z2j), and decreased otherwise.
⇒ Cluster based on the sign of z2i
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Example

Data & Graph, 5-NN
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Example

Data & Graph, 5-NN 2nd eigenvalue (sorted)
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Example

Data & Graph, 5-NN 2nd eigenvalue (sorted) Clustering
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Beyond binary clustering

• When k > 2:

– Let Zi = [z1i, . . . , zki]T .
– Apply k-means clustering on Z1, . . . ,Zk.

Graph, 20-NN Z Clustering

−0.2 −0.15 −0.1 −0.05 0 0.05 0.1 0.15 0.2
−0.2

−0.15

−0.1

−0.05

0

0.05

0.1

0.15

0.2
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Parameters of spectral clustering

• Two parameters (in addition to k):

– Neighborhood size (# of nearest neighbors)
– Distance falloff parameter β.

2-NN 5-NN 15-NN

13



More examples, from [Ng et al ’01]
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Dimensionality reduction

• The dimensionality of observations is dictated by the number/type of sensors,
and could be quite arbitrary.

• The intrinsic dimensionality is a property of the
generating process⇒ assumption that the data
lie on (or near) a subspace.

15



Dimensionality reduction vs. clustering

• Dimensionality reduction and clustering are both about recovering simple
structure that “explains” the data.

– Clustering: discrete explanation (cluster labels)
– Dimensionality reduction: continuous explanation (underlying subspace).

• In both cases, the structure is represented by hidden variables that need to be
recovered.
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Criteria

• Recall clustering objective: minimize distortion within clusters.

• Objective in dimensionality reduction: find k-dim. subspaceM in Rd, and define
a projection x ∈ Rd → x′ ∈M, such that the residual ‖x′ − x‖ is minimized.
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Next time

PCA;
Feature selection.
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